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Representing data

To get good clustering, you need to understand the techniques of vectorization: the
process of representing objects as Vectors. A Vector is a very simplified representa-
tion of data that can help clustering algorithms understand the object and help
compute its similarity with other objects. This chapter explores various ways of con-
verting different kinds of objects into Vectors.

 In the last chapter, you got a taste of clustering. Books were clustered together
based on the similarity of their words, and points in a two-dimensional plane were
clustered together based on the distances between them. In reality, clustering
could be applied to any kind of object, provided you could distinguish similar and
dissimilar items. Images could be clustered based on their colors, the shapes in the
images, or both. You could cluster photographs to perhaps try to distinguish photos
of animals from those of humans. You could even cluster species of animals by their
average sizes, weights, and number of legs to discover groupings automatically.

This chapter covers
 Representing data as a Vector

 Converting text documents into Vector form

 Normalizing data representations
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 As humans, we can cluster these objects because we understand them, and we “just
know” what is similar and what isn’t. Computers, unfortunately, have no such intu-
ition, so the clustering of anything by algorithms starts with representing the objects
in a way that can be read by computers.

 It turns out that it’s quite practical, and flexible, to think of objects in terms of
their measurable features or attributes. For example, we identified size and weight as
salient features that could help produce some notion of animal similarity. Each object
(animal) has a numeric value for these features.

 We want to describe objects as sets of values, each associated to one of a set of dis-
tinct features, or dimensions—does this sound familiar? We’ve all but described a vec-
tor again. Although you’re accustomed to thinking of vectors as arrows or points in
space, they’re just ordered lists of values. As such, they can easily represent objects.

 We’ve already talked about how to cluster vectors in the previous chapter. But how
can we represent the vectors in Mahout? How can we get from objects to vectors in the
first place? That’s what this chapter is all about. We continue with our discussion of
how vectors derive from concepts in mathematics. We explain how the data that needs
to be clustered is transformed into a vector form and encapsulated for Mahout to
understand. We also go into text data in depth, and we discuss some important con-
cepts such as weighting and normalization. Finally, we use all these concepts and vec-
torize Reuter’s news dataset using the Mahout library.

8.1 Visualizing vectors
You might have encountered the word vector in many contexts. In physics, a vector
denotes the direction and magnitude of a force, or the velocity of a moving object like
a car. In mathematics, a vector is simply a point in space. Both these representations
are conceptually very similar. 

 In two dimensions, vectors are represented as an ordered list of values, one for
each dimension, like (4, 3). Both representations are illustrated in figure 8.1. We
often name the first dimension x and the second y when dealing with two dimensions,
but this won’t matter for our purposes in Mahout. As far as we’re concerned, a vector
can have 2, 3, or 10,000 dimensions. The first is dimension 0, the next is dimension 1,
and so on.

4

3

(0,0)

(4,3)

Figure 8.1 In physics, a vector can be 
thought of as a ray with a start point, 
direction, and length, and it represents 
quantities like velocity and acceleration. 
In geometry or space, a vector is just a 
point denoted by weights along each 
dimension. The direction and magnitude 
of the vector is by default assumed to be 
a ray from the origin (0,0).
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8.1.1 Transforming data into vectors

In Mahout, vectors are implemented as three different classes, each of which is opti-
mized for different scenarios: DenseVector, RandomAccessSparseVector, and
SequentialAccessSparseVector. 

 DenseVector can be thought of as an array of doubles, whose size is the number
of features in the data. Because all the entries in the array are preallocated
regardless of whether the value is 0 or not, we call it dense. 

 RandomAccessSparseVector is implemented as a HashMap between an integer
and a double, where only nonzero valued features are allocated. Hence, they’re
called as SparseVectors. 

 SequentialAccessSparseVector is implemented as two parallel arrays, one of
integers and the other of doubles. Only nonzero valued entries are kept in it.
Unlike the RandomAccessSparseVector, which is optimized for random access,
this one is optimized for linear reading. 

Appendix B explains the differences between these clearly.
 These three implementations provide you the flexibility to choose a vector class

whose performance characteristics suit the nature of the data, the algorithm, and way
data is accessed by it. The choice of implementation depends on the algorithm. If the
algorithm does a lot of random insertions and updates of a vector’s values, an imple-
mentation with fast random access like DenseVector or RandomAccessSparseVector is
appropriate. On the other hand, for an algorithm like k-means clustering, which cal-
culates the magnitudes of the vectors repeatedly, the SequentialAccessSparseVector
implementation performs faster than the RandomAccessSparseVector.

 To cluster objects, those objects first must be converted into vectors (they must be
vectorized). The vectorization process is unique to each type of data, but because we’re
dealing with clustering in this part of the book, we talk about this data transformation
with clustering in mind. We hope that by now the representation of an object as an n-
dimensional vector of some kind is easy to accept. Objects must first be construed as a
vector having as many dimensions as it has features. Let’s look at this in the context of
an example.

 Suppose you want to cluster a bunch of apples. They’re of different shapes, differ-
ent sizes, and different colors (red, yellow, and green) as shown in figure 8.2. You first
need to define a distance measure, which says that two apples are similar if they differ
in few features, and by a small amount. So a small, round, red apple is more similar to
a small, round, green one than a large, ovoid green one.

 The process of vectorization starts with assigning features to dimensions. Let’s say
weight is feature (dimension) 0, color is 1, and size is 2. The vector of a small, round,
red apple would therefore look like this: 

[0 => 100 gram, 1 => red, 2 => small]

But this vector doesn’t have all the numeric values yet, and it needs to.
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 For dimension 0, you need to express
weight as a number. This could simply be the
measured weight in grams or kilograms. Size,
dimension 2, doesn’t necessarily mean the
same as weight. For all we know, the green
apple could be denser than the red apple due
to its freshness. Density could also be used,
provided we have the instruments to measure
it. Size, on the other hand, could be specified
as user-perceived numbers: small apples could
be of size value 1, medium apples could be
size 2, and large ones size 3.

 What about color, dimension 1? You could
arbitrarily assign numbers to the colors, like
red = 0.0, green = 1.0, yellow = 2.0. This is a
crude representation; it’ll work in many cases, but it fails to reflect the fact that yellow
is a color between red and green in the visible spectrum. We could fix that by chang-
ing mappings, but perhaps it’d be better to use something like the wavelength of the
color (400–650 nm). This maps color to a meaningful and objective dimension value. 

 Using these measures as properties of the apples, the vectors for some apples are
described in table 8.1.

If you weren’t interested in clustering apples based on similarity in color, you could’ve
kept each color in a different dimension. That is, red would be dimension 1, green
dimension 3, and yellow dimension 4. If the apple is red, red would have value 1 and
the others 0. You could then store these vectors in a sparse format, and the distance
measure would consider only the presence of nonzero values in these dimensions and
cluster together those apples that are of the same color.

 One possible problem with our chosen mappings to dimension values is that the
values in dimension 1 are much larger than the others. If we applied a simple
distance-based metric to determine similarity between these vectors, color differences

Table 8.1  set of apples of different weight, sizes, and colors converted to vectors

Apple
Weight (kg)

(0)
Color
(1)

Size
(2)

Vector

Small, round, green 0.11 510 1 [0.11, 510, 1]

Large, oval, red 0.23 650 3 [0.23, 650, 3]

Small, elongated, red 0.09 630 1 [0.09, 630, 1]

Large, round, yellow 0.25 590 3 [0.25, 590, 3]

Medium, oval, green 0.18 520 2 [0.18, 520, 2]

No. 8

Figure 8.2 Apples of different sizes and 
colors needs to be converted into an 
appropriate vector form. The trick is to 
figure out how the different features of the 
apples translate into a decimal value.
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would dominate the results. A relatively small color difference of 10 nm is treated as
equal to a huge size difference of 10. Weighting the different dimensions solves this
problem.

 The importance of weighting is discussed in section 8.2 where you’ll generate vec-
tors from text documents. Not all words in a document represent the document to the
same extent. The weighting technique helps magnify the more important words and
deemphasize the least important ones.

8.1.2 Preparing vectors for use by Mahout

Having established how to encode apples as vectors, let’s look at how to prepare vectors
specifically for consumption by Mahout algorithms. An implementation of Vector is
instantiated and filled in for each object; then, all Vectors are written to a file in the
SequenceFile format, which is read by the Mahout algorithms. SequenceFile is a for-
mat from the Hadoop library that encodes a series of key-value pairs. Keys must imple-
ment WritableComparable from Hadoop, and values must implement Writable.
These are Hadoop’s equivalent of Java’s Comparable and Serializable interfaces.

 For an example, let’s use the vector’s name or description as a key, and the vector
itself as the value. Mahout’s Vector classes don’t implement the Writable interface to
avoid coupling them directly to Hadoop, but the VectorWritable wrapper class can
be used to wrap a Vector and make it Writable. The Mahout Vector can be written to
the SequenceFile using the VectorWritable class, as follows.

public static void main(String args[]) throws Exception {
  List<NamedVector> apples = new ArrayList<NamedVector>();

  NamedVector apple;
  apple = new NamedVector(                                    
      new DenseVector(new double[] {0.11, 510, 1}),
      "Small round green apple");
  apples.add(apple);
  apple = new NamedVector(
    new DenseVector(new double[] {0.23, 650, 3}),
      "Large oval red apple");
  apples.add(apple);
  apple = new NamedVector(
    new DenseVector(new double[] {0.09, 630, 1}),
      "Small elongated red apple");
  apples.add(apple);
  apple = new NamedVector(
    new DenseVector(new double[] {0.25, 590, 3}),
      "Large round yellow apple");
  apples.add(apple);
  apple = new NamedVector(
    new DenseVector(new double[] {0.18, 520, 2}),
      "Medium oval green apple");

  Configuration conf = new Configuration();
  FileSystem fs = FileSystem.get(conf);

Listing 8.1 Creating vectors of various apples

Associates a name 
with the vector



135Representing text documents as vectors

  Path path = new Path("appledata/apples");
  SequenceFile.Writer writer = new SequenceFile.Writer(fs, conf,
      path, Text.class, VectorWritable.class);
  VectorWritable vec = new VectorWritable();
  for (NamedVector vector : apples) {
    vec.set(vector);
    writer.append(new Text(vector.getName()), vec);
  }
  writer.close();

  SequenceFile.Reader reader = new SequenceFile.Reader(fs,
      new Path("appledata/apples"), conf);

  Text key = new Text();
  VectorWritable value = new VectorWritable();                         
  while (reader.next(key, value)) {

    System.out.println(key.toString() + " "
        + value.get().asFormatString());
  }
  reader.close();
}

The process of selecting the features of an object and mapping them to numbers is
known as feature selection. The process of encoding features as a vector is vectorization. 

 Any kind of object can be converted to vector form using reasonable approxima-
tions of the feature values, as we did for apples. Now let’s turn to vectorizing one par-
ticularly interesting type of object: text documents.

8.2 Representing text documents as vectors
Text content in the digital form is exploding. The Google search engine alone
indexes over 20 billion web documents. That’s just a fraction of the publicly crawlable
information. The estimated size of text data (both public and private) could go well
beyond the petabyte range: that’s a 1 followed by 15 zeros. There’s a huge opportunity
here for machine learning algorithms like clustering and classification to figure out
some structure and meaning in this unstructured world, and learning the art of text
vectorization is the first step into it.

 The vector space model (VSM) is the common way of vectorizing text documents.
First, imagine the set of all words that could be encountered in a series of documents
being vectorized. This set might be all words that appear at least once in any of the
documents. Imagine each word being assigned a number, which is the dimension it’ll
occupy in document vectors.

 For example, if the word horse is assigned to the 39,905th index of the vector, the
word horse will correspond to the 39,905th dimension of document vectors. A docu-
ment’s vectorized form merely consists, then, of the number of times each word
occurs in the document, and that value is stored in the vector along that word’s
dimension. The dimension of these document vectors can be very large. The maxi-
mum number of dimensions possible is the cardinality of the vector. Because the count
of all possible words or tokens is unimaginably large, text vectors are usually assumed
to have infinite dimensions.

Serializes 
vector data

Deserializes 
vector data
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 The value of the vector dimension for a word is usually the number of occurrences
of the word in the document. This is known as term frequency (TF) weighting. Note
that values in a vector are also referred to as weights in this field; you may see refer-
ences to weighting instead of values. The number of unique words that appear in one
document is typically small compared to the number of unique words that appear in
any document in a collection being processed. As a result, these high-dimension docu-
ment vectors are quite sparse.

 In clustering, we frequently try to find the similarity between two documents based
on a distance measure. In typical English-language documents, the most frequent
words will be a, an, the, who, what, are, is, was, and so on. Such words are called stop-
words. If you calculate the distance between two document vectors using any distance
measure, you’ll see that the distance value is dominated by the weights of these fre-
quent words.

 This is the same problem noted before with apples and color. This effect is unde-
sirable because it implies that two documents are similar mostly because words like a,
an, and the occur in both. But, intuitively, we think of two documents as similar if they
talk about similar topics, and words that signal a topic are usually the rarer words like
enzyme, legislation, Jordan and so on. This makes simple term-frequency based weight-
ing undesirable for clustering and for applications where document similarity is to be
calculated. 

 Fortunately, weighting can be modified with a very simple but effect trick to fix
these shortcomings, as we discuss next.

8.2.1 Improving weighting with TF-IDF

Term frequency–inverse document frequency (TF-IDF) weighting is a widely used
improvement on simple term-frequency weighting. The IDF part is the improvement;
instead of simply using term frequency as the value in the vector, this value is multi-
plied by the inverse of the term’s document frequency. That is, its value is reduced
more for words used frequently across all the documents in the dataset than for infre-
quently used words.

 To illustrate this, say that a document has words w1, w2, ..., wn with frequencies f1,
f2, …, fn. The term frequency (TFi) of word wi is the frequency fi.

 To calculate the inverse document frequency, the document frequency (DF) for
each word is first calculated. Document frequency is the number of documents the
word occurs in. The number of times a word occurs in a document isn’t counted in
document frequency. Then, the inverse document frequency or IDFi for a word, wi, is

If a word occurs frequently in a collection of documents, its DF value is large and its
IDF value is small; so small that it reduces the weight when multiplied. In such cases,
it’s best to normalize the IDF score by multiplying it by a constant number. Usually it’s
multiplied by the document count (N), so the IDF equation will look like this:

 

IDFi
1

DFi
---------=
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Therefore, the weight Wi of a word wi in a document vector is

The IDF value in the preceding form is still not ideal, because it masks the effect of TF
on the final term weight. To reduce this problem, a usual practice is to use the loga-
rithm of the IDF value instead:

Thus, the TF-IDF weight Wi for a word, wi, becomes

That is, the document vector will have this value at the dimension for word i. This is
the classic TF-IDF weighting. Stop words get a small weight, and terms that occur infre-
quently get a large weight. The important words, or the topic words, usually have a
high TF and a somewhat large IDF, so the product of the two becomes a larger value,
thereby giving more importance to these words in the vector produced.

 The basic assumption of the vector space model (VSM) is that the words are dimen-
sions and therefore are orthogonal to each other. In other words, VSM assumes that
the occurrences of words are independent of each other, in the same sense that a
point’s x coordinate is entirely independent of its y coordinate, in two dimensions. By
intuition you know that this assumption is wrong in many cases. For example, the
word Cola has higher probability of occurring along with the word Coca, so these
words aren’t completely independent. Other models try to consider word dependen-
cies. One well-known technique is latent semantic indexing (LSI), which detects
dimensions that seem to go together and merges them into a single one. Due to the
reduction in dimensions, the clustering computations are faster. It also improves the
quality of clustering, because there is now a single good feature for the document
object that dominates grouping really well. 

 At the time of writing, Mahout doesn’t yet implement LSI, but TF-IDF has proved to
work remarkably well even with the independence assumption. Mahout currently pro-
vides a solution to the problem of word dependencies by using a method called collo-
cation or n-gram generation, which we look at next.

8.2.2 Accounting for word dependencies with n-gram collocations

A group of words in a sequence is called an n-gram. A single word can be called a uni-
gram, and two words like Coca Cola can be considered a single unit and called a
bigram. Combinations of three and more terms can be called trigrams, 4-grams, 5-
grams, and so on. Classic TF-IDF weighting assumes that words occur independently of

IDFi
N

DFi
---------=

Wi TFi IDFi TFi
N

DFi
---------==

IDFi
N

DFi
---------log=

Wi TFi
N

DFi
---------log=
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other words, but vectors created using this method usually lack the ability to identify
key features of documents, which may be dependent.

 To circumvent this problem, Mahout implements techniques to identify groups of
words that have an unusually high probability of occurring together, such as Martin
Luther King Jr or Coca Cola. Instead of creating vectors where dimensions map to single
words (unigrams), you could as easily create vectors where dimensions map to
bigrams—or even both. TF-IDF can then work its magic as before.

 From a sentence consisting of multiple words, you can generate all n -grams by
selecting sequential blocks of n words. This exercise will generate many n -grams, most
of which don’t represent meaningful units. For example, from the sentence, “It was
the best of times, it was the worst of times,” we can generate the following bigrams:

It was
was the
the best
best of
of times
times it
it was
was the
the worst
worst of
of times

Some of these are good combinations for generating document vectors (“the best,”
“the worst”), but some of them aren’t (“was the”). If you combine the unigrams and
bigrams from a document and generate weights using TF-IDF, you’ll end up with many
meaningless bigrams having large weights because of their large IDF. This is quite
undesirable. 

 Mahout solves this problem by passing the n -grams through something called a
log-likelihood test, which can determine whether two words occurred together by
chance or because they form a significant unit. It selects the most significant ones and
prunes away the least significant ones. Using the remaining n-grams, the TF-IDF
weighting scheme is applied and vectors are produced. In this way, significant bigrams
like Coca Cola can be more properly accounted for in a TF-IDF weighting.

 In Mahout, text documents are converted to vectors using TF-IDF weighting and n-
gram collocation using the DictionaryVectorizer class. In the next section you’ll see
how to start from a directory full of documents and create TF-IDF weighted vectors.

8.3 Generating vectors from documents
We now examine two important tools that generate vectors from text documents. The
first is the SequenceFilesFromDirectory class, which generates an intermediate doc-
ument representation in SequenceFile format from text documents under a direc-
tory structure. The second, SparseVectorsFromSequenceFiles, converts the text
documents in SequenceFile format to vectors using either TF or TF-IDF weighting
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with n-gram generation. The intermediate SequenceFile is keyed by document ID;
the value is the document’s text content. Starting from a directory of text documents,
with each file containing a full document, you’ll use these classes to convert the docu-
ments to vectors.

 For this example, we use the Reuters-21578 news collection.1 It’s a widely used
dataset for machine learning research. The data was originally collected and labeled
by Carnegie Group and Reuters in the course of developing the CONSTRUE text cate-
gorization system. The Reuters-21578 collection is distributed in 22 files, each of
which contains 1,000 documents, except for the last (reut2-021.sgm), which
contains 578 documents.

 The files are in SGML format, which is similar to XML. We could create a parser for
the SGML files, write the document ID and document text into SequenceFiles, and
use SparseVectorsFromSequenceFiles to convert them to vectors. But a much
quicker way is to reuse the Reuters parser given in the Lucene benchmark JAR file.
Because its bundled along with Mahout, all you need to do is change to the examples/
directory under the Mahout source tree and run the org.apache.lucene.benchmark
.utils.ExtractReuters class. 

 Before doing this, download the Reuters collection from the website and extract it
in the reuters/ folder under examples/. Run the Reuters extraction code from the
examples directory as follows:

mvn -e -q exec:java
-Dexec.mainClass="org.apache.lucene.benchmark.utils.ExtractReuters"
-Dexec.args="reuters/ reuters-extracted/"

Using the extracted folder, run the SequenceFileFromDirectory class. You can use
the launcher script from the Mahout root directory to do the same:

bin/mahout seqdirectory -c UTF-8
-i examples/reuters-extracted/ -o reuters-seqfiles

TIP You may need to set the JAVA_HOME variable in your environment to
run the launcher script.

This will write the Reuters articles in the SequenceFile format. Now the only step left
is to convert this data to vectors. To do that, run the SparseVectorsFromSequence-
Files class using the Mahout launcher script:
bin/mahout seq2sparse -i reuters-seqfiles/ -o reuters-vectors -ow

TIP In Mahout, the –ow flag is used to denote whether or not to over-
write the output folder. Because Mahout deals with huge datasets, it takes
time to generate the output for each algorithm. This flag will prevent
accidental deletion of any output that took hours to produce.

1 The Reuters-21578 test collection can be found at http://www.daviddlewis.com/resources/testcollections/
reuters21578/. The direct link for downloading the data is http://www.daviddlewis.com/resources/
testcollections/reuters21578/reuters21578.tar.gz.

http://www.daviddlewis.com/resources/testcollections/reuters21578/
http://www.daviddlewis.com/resources/testcollections/reuters21578/
http://www.daviddlewis.com/resources/testcollections/reuters21578/reuters21578.tar.gz
http://www.daviddlewis.com/resources/testcollections/reuters21578/reuters21578.tar.gz
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The seq2sparse command in the Mahout launcher script reads the Reuters data from
SequenceFile and writes the vector generated by the dictionary-based vectorizer to
the output folder using the default options listed shortly in table 8.2.

  

Table 8.2 Important flags for the Mahout dictionary-based vectorizer and their default values

Option Flag Description Default value

Overwrite
(bool)

-ow If set, the output folder is overwritten. If not 
set, the output folder is created if the folder 
doesn’t exist. If the output folder does exist, 
the job fails and an error is thrown. Default is 
unset.

N/A

Lucene analyzer name
(String)

-a The class name of the analyzer to use. org.apache.lucene
.analysis.standard
.StandardAnalyzer

Chunk size
(int)

-chunk The chunk size in MB. For large document 
collections (sizes in GBs and TBs), you won’t 
be able to load the entire dictionary into 
memory during vectorization, so you can split 
the dictionary into chunks of the specified 
size and perform the vectorization in multiple 
stages. It’s recommended you keep this size 
to 80 percent of the Java heap size of the 
Hadoop child nodes to prevent the vectorizer 
from hitting the heap limit.

100

Weighting
(String)

-wt The weighting scheme to use: tf for term-
frequency based weighting and tfidf for TF-
IDF based weighting.

tfidf

Minimum support
(int)

-s The minimum frequency of the term in the 
entire collection to be considered as a part 
of the dictionary file. Terms with lesser 
frequency are ignored.

2

Minimum document 
frequency
(int)

-md The minimum number of documents the term 
should occur in to be considered a part of 
the dictionary file. Any term with lesser 
frequency is ignored.

1

Max document 
frequency percentage
(int)

-x The maximum number of documents the 
term should occur in to be considered a part 
of the dictionary file. This is a mechanism to 
prune out high frequency terms (stop-words). 
Any word that occurs in more than the speci-
fied percentage of documents is ignored.

99

N -gram size
(int)

-ng The maximum size of n-grams to be selected 
from the collection of documents. 

1
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Inspect the folder that’s produced using these command-line commands:

$ ls reuters-vectors/
df-count/
dictionary.file-0
frequency.file-0
tfidf-vectors/
tf-vectors/
tokenized-documents/

wordcount/

In the output folder, you’ll find a dictionary file and several directories. The diction-
ary file contains the mapping between a term and its integer ID. This file is useful
when reading the output of different algorithms, so you need to retain it. The other
folders are intermediate folders generated during the vectorization process, which
happens in multiple steps (multiple MapReduce jobs).

Minimum log-likelihood 
ratio (LLR)
(float)

-ml This flag works only when n-gram size is 

greater than 1. Very significant n-grams have 
large scores, such as 1000; less significant 
ones have lower scores. Although there’s no 
specific method for choosing this value, the 
rule of thumb is that n-grams with a LLR 
value less than 1.0 are irrelevant.

1.0

Normalization
(float)

-n The normalization value to use in the Lp 
space. A detailed explanation of normaliza-
tion is given in section 8.4. The default 
scheme is to not normalize the weights.

0

Number of reducers
(int)

-nr The number of reducer tasks to execute in 
parallel. This flag is useful when running a 
dictionary vectorizer on a Hadoop cluster. 
Setting this to the maximum number of 
nodes in the cluster gives maximum perfor-
mance. Setting this value higher than the 
number of cluster nodes leads to a slight 
decrease in performance. For more details, 
read the Hadoop documentation on setting 
the optimum number of reducers.

1

Create sequential 
access sparse vectors
(bool)

-seq If set, the output vectors are created as 
SequentialAccessSparseVectors. By 
default the dictionary vectorizer generates 
RandomAccessSparseVectors.
The former gives higher performance on cer-
tain algorithms like k-means and SVD due to 
the sequential nature of vector operations. 
By default the flag is unset.

N/A

Table 8.2 Important flags for the Mahout dictionary-based vectorizer and their default values (continued)

Option Flag Description Default value
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 In the first step, the text documents are tokenized—they’re split into individual
words using the Lucene StandardAnalyzer and stored in the tokenized-documents/
folder. The word-counting step—the n-gram generation step (which in this case only
counts unigrams)—iterates through the tokenized documents and generates a set of
important words from the collection. The third step converts the tokenized docu-
ments into vectors using the term-frequency weight, thus creating TF vectors. By
default, the vectorizer uses the TF-IDF weighting, so two more steps happen after this:
the document-frequency (DF) counting job, and the TF-IDF vector creation. 

 The TF-IDF weighted vectorized documents are found in the tfidf-vectors/ folder.
For most applications, you need just this folder and the dictionary file.

 Let’s revisit the Reuters SequenceFiles and generate a vector dataset using non-
default values. You’ll use the following non-default flag values:

 -a—Use org.apache.lucene.analysis.WhitespaceAnalyzer to tokenize words
based on the whitespace characters between them. 

 -chunk—Use a chunk size of 200 MB. This value won’t produce any effect on
the Reuters data, because the dictionary sizes are usually in the 1 MB range. 

 -wt—Use the tfidf weighting method. 
 -s—Use a minimum support value of 5.
 -md—Use a minimum document frequency value of 3. 
 -x—Use a maximum document frequency percentage of 90 percent to aggres-

sively prune away high-frequency words. 
 -ng—Use an n-gram size of 2 to generate both unigrams and bigrams. 
 -ml—Use a minimum log-likelihood ratio (LLR) value of 50 to keep only very

significant bigrams. 
 -seq—Set the SequentialAccessSparseVectors flag. 

Leave the normalization flag (-n) unset. You’ll get back to this flag in the next section.
 Run the vectorizer using the preceding options in the Mahout launcher script:

bin/mahout seq2sparse -i reuters-seqfiles/ -o reuters-vectors-bigram -ow
-a org.apache.lucene.analysis.WhitespaceAnalyzer
-chunk 200 -wt tfidf -s 5 -md 3 -x 90 -ng 2 -ml 50 -seq

The dictionary file sizes from this vectorization job have increased from 654 KB to
1.2 MB. Though we pruned away more unigrams based on frequency, we added almost
double the number of bigrams even after filtering using the LLR threshold value. The
dictionary size goes up to 2 MB upon including trigrams. At least it’s only grown lin-
early as we move from bigrams to trigrams and onwards; this is attributable to the LLR-
based filtering process. Without this, the dictionary size would’ve grown exponentially.

 At this point, you’re almost ready to try any clustering algorithm Mahout has to
offer. There is just one more concept in text vectorization that’s important to under-
stand: normalization. We explore it next.
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8.4 Improving quality of vectors using normalization
Normalization, here, is a process of cleaning up edge cases—data with unusual char-
acteristics that skew results disproportionately. For example, when calculating the sim-
ilarity between documents based on some distance measure, it isn’t uncommon that a
few documents pop up as if they’re similar to all the other documents in the collec-
tion, but on closer inspection, you’ll find that this happened because the document is
large, and its vector has many nonzero dimensions, causing it to be close to many
smaller documents. Somehow, we need to negate the effect of varying sizes of the
vectors when calculating similarity. This process of decreasing the magnitude of large
vectors and increasing the magnitude of smaller vectors is called normalization.

 In Mahout, normalization uses what is known in statistics as a p-norm. For exam-
ple, the p-norm of a 3-dimensional vector, [x, y, z], is

The expression (|x|p + |y|p + |z|p)1/p is known as the norm of a vector; here, we’ve
merely divided each dimension’s value by this number. The parameter p could be any
value greater than 0. The 1-norm, or Manhattan norm, of a vector is the vector
divided by the sum of the weights of all the dimensions:

The 2-norm, or Euclidean norm, is the vector divided by the magnitude of the vector—
this magnitude is the length of the vector as we’re accustomed to understanding it:

The infinite norm is simply the vector divided by the weight of the largest magnitude
dimension:

The norm power (p) you choose will depend upon the type of operations done on the
vector. If the distance measure used is the Manhattan distance measure, the 1-norm
will often yield better results with the data. Similarly, if the cosine of the Euclidean dis-
tance measure is being used to calculate similarity, the 2-norm version of the vectors
yields better results. For best results, the normalization ought to relate to the notion
of distance used in the similarity metric.

 Note that the p in p-norm can be any rational number, so 3/4, 5/3, and 7/5 are all
valid powers of normalization. In the dictionary vectorizer, the power is set using the
-norm flag. A value of INF means an infinite norm. Generating the 2-normalized
bigram vectors is as easy as running the Mahout launcher using the seq2sparse com-
mand with the –n flag set to 2:
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bin/mahout seq2sparse -i reuters-seqfiles/ -o reuters-normalized-bigram -ow
-a org.apache.lucene.analysis.WhitespaceAnalyzer
-chunk 200 -wt tfidf -s 5 -md 3 -x 90 -ng 2 -ml 50 -seq -n 2

Normalization improves the quality of clustering a little. Further refinement in the
quality of clustering is achieved by using problem-specific distance measures and
appropriate algorithms. In the next chapter, we take you on an elephant-ride past the
various clustering algorithms in Mahout.

8.5 Summary
In this chapter, you learned about the most important data representation scheme
used by machine learning algorithms like clustering: the Vector format. There are
two types of Vector implementations in Mahout, sparse and dense vectors. Dense vec-
tors are implemented by the DenseVector class; RandomAccessSparseVector is a
sparse implementation designed for applications requiring fast random reads, and
the SequentialAccessSparseVector is designed for applications requiring fast
sequential reads. You can choose one implementation over the other based on your
algorithm’s access patterns.

 You learned how to map important features of an object to numerical values and
thereby create vectors representing different types of objects (apples in our example).
The vectors were then written to and read from a SequenceFile, which is the format
used by all the clustering algorithms in Mahout.

 Text documents are frequently used in context of clustering. You saw how text doc-
uments could be represented as Vectors using the vector space model (VSM). The
TF-IDF weighting scheme proved to be a simple and elegant way to remove the nega-
tive impact of stop-words during clustering. The assumption of the independence of
words in the classic TF-IDF weighting scheme removes some important features from
the text, but the collocation-based n-gram generation in Mahout solves this problem
to a great extent by identifying significant groups of words using a log-likelihood ratio
test. You saw how the Mahout dictionary-based vectorizer converted the Reuters news
collections to vectors with ease.

 Finally, you saw that the length of text documents negatively affects the quality of
distance measures. The p-normalization method implemented in the dictionary vec-
torizer solves this problem by readjusting the weights of the vectors by dividing by the
p -norm of the vector.

 Using the Reuters vector dataset, we can do clustering with different techniques,
each having its pros and cons. We explore these techniques in the next chapter. 



Owen     Anil     Dunning     Friedman

A
computer system that learns and adapts as it collects data 
can be really powerful. Mahout, Apache’s open source 
machine learning project, captures the core algorithms 

of recommendation systems, classifi cation, and clustering in 
ready-to-use, scalable libraries. With Mahout, you can imme-
diately apply to your own projects the machine learning tech-
niques that drive Amazon, Netfl ix, and others.

Th is book covers machine learning using Apache Mahout. 
Based on experience with real-world applications, it introduces 
practical use cases and illustrates how Mahout can be applied 
to solve them. It places particular focus on issues of scalability 
and how to apply these techniques against large data sets using 
the Apache Hadoop framework. 

What’s Inside
Use group data to make individual recommendations
Find logical clusters within your data
Filter and refi ne with on-the-fl y classifi cation
Free audio and video extras

Th is book is written for developers familiar with Java—no prior 
experience with Mahout is assumed.

Sean Owen helped build Google’s Mobile Web search and 
launched the Taste framework, now part of Mahout. Robin Anil 
contributed the Bayes classifi er and frequent pattern mining 
implementations to Mahout. Ted Dunning contributed to the 
Mahout clustering, classifi cation, and matrix decomposition 
algorithms. Ellen Friedman is an experienced writer with a 
doctorate in biochemistry.

For access to the book’s forum and a free audio- and video-enhanced 
ebook for owners of this book, go to manning.com/MahoutinAction

$44.99 / Can $47.99  [INCLUDING eBOOK]

Mahout IN ACTION

JAVA/MACHINE LEARNING

M A N N I N G

SEE  INSERT

“A hands-on discussion
     of machine learning 
     with Mahout.”   —Isabel Drost
          Cofounder Apache Mahout
       

“Th e writing makes a complex 
     topic easy to understand.” 
    —Rick Wagner, Red Hat
       

“Essential Mahout, authored 
     by the core developer team.” 
    —Philipp K. Janert
          author of Gnuplot in Action
       

“Dramatically reduces the 
     learning curve.” 
    —David Grossman
          Illinois Institute of Technology 
       

“Recommendations, clustering, 
    and classifi cation all lucidly 
    explained.” 
    —John S. Griffi  n, Overstock.com




