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Part 1
Go and web applications

W

eb applications are probably the most widely used type of software application today and if you’re connected to the internet, you would hardly pass a day
without using one. Even if you’re mostly on a mobile device, you still are using
web applications. Many mobile applications that look like native applications are
hybrids that have portions that built on web technologies.
Knowing HTTP is the foundation to learning how to write web applications,
so these first two chapters will introduce HTTP. I will also explain why using Go
for writing web applications is a good idea. I will jump straight into showing you
how to write a simple internet forum using Go and show you a bird’s-eye view of
writing a web application.
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Go and web applications

This chapter covers
■

Defining web applications

■

Using Go to write web applications: the advantages

■

Understanding the basics of web application
programming

■

Writing the simplest possible web application in Go

Web applications are ubiquitous. Take any application you use on a daily basis, and
likely it’s a web application or has a web application variant (this includes mobile
apps). Any language that supports software development that interfaces with
human beings will inevitably support web application development. One of the first
things developers of a new language do is build libraries and frameworks to interact
with the internet and the World Wide Web. There are myriad web development
tools for the more established languages.
Go is no different. Go is a relatively new programming language created to be
simple and efficient for writing back end systems. It has an advanced set of features
and focuses on programmer effectiveness and speed. Since its release, Go has
gained tremendous popularity as a programming language for writing web applications and *-as-a-Service systems.
In this chapter, you’ll learn why you should use Go for writing web applications
and you’ll learn all about web applications.
3
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Using Go for web applications
So why should you use Go for writing web applications? My guess is, having bought
this book, you have an inclination to find out the answer. Of course, as the author of a
book that teaches Go web programming, I believe there are strong and compelling
reasons to do so. As you continue reading this book, you’ll get a sense of Go’s
strengths in web application development and, I hope, agree with me about the usefulness of Go.
Go is a relatively new programming language, with a thriving and growing community. It is well suited for writing server-side programs that are fast. It’s simple and familiar to most programmers who are used to procedural programming, but it also
provides features of functional programming. It supports concurrency by default, has
a modern packaging system, does garbage collection, and has an extensive and powerful set of built-in standard libraries.
Plenty of good-quality open source libraries are available that can supplement what
the standard libraries don’t have, but the standard libraries that come with Go are
quite comprehensive and wide-ranging. This book sticks to the standard libraries as
much as possible but will occasionally use third-party, open source libraries to show
alternative and creative ways the open source community has come up with.
Go is rapidly gaining popularity as a web development language. Many companies,
including infrastructure companies like Dropbox and SendGrid, technology-oriented
companies such as Square and Hailo, as well as more traditional companies such as
BBC and The New York Times, have already started using Go.
Go provides a viable alternative to existing languages and platforms for developing
large-scale web applications. Large-scale web applications typically need to be
■
■
■
■

Scalable
Modular
Maintainable
High-performance

Let’s take a look at these attributes in detail.

1.1.1

Scalable web applications and Go
Large-scale web applications should be scalable. This means you should be able to
quickly and easily increase the capacity of the application to take on a bigger volume
of requests. The application should scale also linearly, meaning you should be able to
add more hardware and process a corresponding number of requests.
We can look at scaling in two ways:
■
■

Vertical scaling, or increasing the amount of CPUs or capacity in a single machine
Horizontal scaling, or increasing the number of machines to expand capacity

Go scales well vertically with its excellent support for concurrent programming. A single Go web application with a single OS thread can be scheduled to run hundreds of
thousands of goroutines with efficiency and performance.

Using Go for web applications

5

Just like any other web applications, Go can scale well horizontally as well as by layering a proxy above a number of instances of a Go web app. Go web applications are
compiled as static binaries, without any dynamic dependencies, and can be distributed
to systems that don’t have Go built in. This allows you to deploy Go web applications easily and consistently.

1.1.2

Modular web applications and Go
Large-scale web applications should be built with components that work interchangeably. This approach allows you to add, remove, or modify features easily and gives you
the flexibility to meet the changing needs of the application. It also allows you to
lower software development costs by reusing modular components.
Although Go is statically typed, it has an interface mechanism that describes behavior and allows dynamic typing. Functions can take interfaces, which means you can
introduce new code into the system and still be able to use existing functions by implementing methods required by that interface. Also, with a function that takes an empty
interface, you can put any value as the parameter because all types implement the
empty interface. Go implements a number of features usually associated with functional programming, including function types, functions as values, and closures.
These features allow you to build more modular code by providing the capability of
building functions out of other functions.
Go is also often used to create microservices. In microservice architecture large-scale
applications can be created by composing smaller independent services. These services
are interchangeable and organized around capabilities (for example, a systems-level
service like logging or an application-level service such as billing or risk analysis). By
creating multiple small Go services and composing them into a single web application,
you enable these capabilities to be swappable and therefore more modular.

1.1.3

Maintainable web applications and Go
Like any large and complex applications, having an easily maintainable codebase is
important for large-scale web applications. It’s important because large-scale applications often need to grow and evolve and therefore you need to revisit and change the
code regularly. Complex, unwieldy code takes a long time to change and is fraught
with risk of something breaking, so it makes sense to keep the source code well organized and maintainable.
Go was designed to encourage good software engineering practices. It has a clean
and simple syntax that’s very readable. Go’s package system is flexible and unambiguous, and there’s a good set of tools to enhance the development experience and help
programmers to write more readable code. An example is the Go source code formatter (gofmt) which standardizes the formatting of Go code.
Go expects documentation to evolve along with the code. The Go documentation
tool (godoc) parses Go source code, including comments, and creates documentation
in a variety of formats such as HTML and plain text. It’s very easy to use—just write the
documentation above the source code itself and godoc will extract it along with the
code to generate the documentation.
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Testing is built into Go. gotest discovers test cases built into the same package and
runs functional and performance testing. Go also provides web application testing
tools by emulating a web client and recording responses generated by the server.

1.1.4

High performing web applications and Go
High performance means being able to process a large volume of requests within a
short period of time. It also means being able to respond to the client quickly and
making operations faster for end users.
One of Go’s design goals is to approach the performance of C, and although it
hasn’t reached this goal, the current results are quite competitive. Go compiles to
native code, which generally means it’s faster than other interpreted languages and
frameworks. As described earlier, Go also has great concurrency support with goroutines, which allows multiple requests to be processed at the same time.
I hope I’ve convinced you that Go is at least worth looking into as a useful language and platform for developing web applications. But before we jump into any Go
code, let’s get in sync on what web applications are and how they work. This will be
important as you read through the next few chapters.

1.2

How web applications work
Ask a room full of programmers what a web application is and you’ll likely get a wide
range of answers (plus looks of scorn and amazement for asking such a basic question).
But as you get your answers from the assembled technologists, you might realize that
the common understanding of what a web application is might not be as straightforward. For example, is a web service also a web application? Many would consider them
different, primarily because web services are consumed by other software whereas web
applications are used by humans. But if a web application produces data that’s readable by humans but is only consumed by other software (as with an RSS feed), is it a web
service or still a web application?
If an application returns only an HTML page without any processing, is it a web application? Is a Adobe Flash program running on a web browser a web application? How
about an application only written in HTML5, running on your browser but that resides
on your laptop? If the application doesn’t use HTTP to send requests to a server, is it still
a web application? At a higher level, most programmers understand what a web application is. Down at a lower, implementation level, though, things get fuzzy and gray.
In a purist and narrow sense, a web application is a computer program that
responds to an HTTP request by a client and sends HTML back to the client in an HTTP
response. But isn’t this what a web server
is? From this definition, there is no difRequest
ference between a web server and a web
Client
Server
application. The web server is the
Response
web application (see figure 1.1).
The only consideration is probably
Figure 1.1 The basic request response
that a web server like httpd or Apache
structure of a web application
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looks at a particular directory (in Apache this is the docroot) and returns files in that
directory when requested. In comparison, a web application doesn’t simply return
files; it processes the request and performs operations that are programmed into the
application (see figure 1.2).

Web app processes request, performs
programmed operations, returns files.

Request
Client

Server

File

Response

Figure 1.2

How a web application works

From this point of view, you can probably consider a web server to be a specialized type
of web application that returns only files that are being requested. In a broader sense,
many users would consider any application that uses a browser as the client to be a web
app. This includes Adobe Flash applications, single-page web applications, and even
applications that aren’t served over HTTP but that reside on your desktop or laptop.
In the context of this book, we need to draw the line somewhere. Let’s consider
first what an application is.
An application is a software program that interacts with a user and helps the user to
perform an activity. This includes accounting systems, human resource systems, desktop publication software, and so on. A web application is then an application that’s
deployed and used through the web.
In other words, a program needs to fulfill only two criteria to be considered a
web app:
■

■

The program must return HTML to a calling client that renders HTML and displays to a user.
The data must be transported to the client through HTTP.

As an extension of this definition, if a program doesn’t render HTML to a user but
instead returns data in any other format to another program, it is a web service (that is,
it provides a service to other programs). We’ll get into web services in chapter 7.
Although this is probably a narrower definition than what most programmers
would likely define as a web application, it’s a useful one for our discussion in this
book. It cuts through all the fuzziness and makes web applications much easier to
understand. As we progress, things will start to make a lot more sense. But first, let’s
understand how HTTP came to be the way it is today.
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A quick introduction to HTTP
HTTP is the application-level communications protocol that powers the World Wide

Web. Everything that you see on a web page is transported through this seemingly simple text-based protocol. HTTP is simple but surprisingly powerful—since its definition
in 1990, it has gone through only three iterative changes. HTTP 1.1 is the latest version, and HTTP 2.0 is in draft form.
The first version of HTTP (HTTP 0.9), created by Tim Berners-Lee, was a simple
protocol created to help adoption of the World Wide Web. It allows a client to open a
connection to a server, issue an ASCII character string request, and terminate with a
carriage return (CRLF). The server then responds with only the HTML (no other
metadata).
The explosion of features came with different implementations of HTTP. Eventually the multitude of features consolidated as HTTP 1.0 in 1996, followed by HTTP 1.1
in 1999, which is the most common version in use today. HTTP 2.0 (or HTTP/2) is in
draft, so in this book we’ll concentrate on HTTP 1.1 only.
Let’s start defining what HTTP is first (this is my simplified definition):
HTTP HTTP is a stateless, text-based, request-response protocol that uses the
client-server computing model.

Request-response is a basic way two computers talk to each other. The first computer
sends a request to the second computer and the second computer responds to that
request. A client-server computing model is one where the requester (the client) always
initiates the conversation with the responder (the server). As the name suggests, the
server provides a service to the client. In HTTP, the client is also known as the user-agent
and is often a web browser. The server is often called the web server.
HTTP is a stateless protocol. Each request from the client to the server returns a
response from the server to the client, and that’s all the protocol remembers. Subsequent requests to the same server have absolutely no idea what happened before. In
comparison, connection-oriented protocols like FTP or Telnet (also request-response
and client-server) create a persistent channel between the client and the server. Having said that, HTTP 1.1 does persist connections to improve performance.
HTTP sends and receives protocol-related data in plain text (as opposed to sending
and receiving in binary), like many other internet-related protocols. The rationale
behind this is to allow you to see what goes on with the communications without a specialized protocol analyzer, making troubleshooting a lot easier.
HTTP was originally designed to deliver HTML only and HTTP 0.9 had only one
method: GET. Later versions expanded it to be a generic protocol for distributed collaborative systems, including web applications, which we’ll get into next.

1.4

The coming of web applications
Not long after the World Wide Web was introduced to the world at large, people
started to realize that just serving files is great but it’d be even better if the content

HTTP request
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served was dynamically created. One of the early attempts to do this was the Common
Gateway Interface (CGI).
In 1993, the National Center for Supercomputing Applications (NCSA) wrote a
specification for calling command-line executable programs called the CGI. The NCSA
included it in its popular NCSA httpd. Despite its name, it never became an internet
standard.
CGI is a simple interface that allows a web server to interface with a program that’s
running separately and externally to the web server process. This program, usually
called a CGI program, can be written in any language (hence, common), and in the earlier years that was mostly Perl. Input to the CGI program is done through environment
variables, and anything the CGI program produces into standard output is returned to
the client through the server.
Another technology from the same period is server-side includes (SSI), which are directives you can include in an HTML file. These directives are executed when the HTML file
is requested and the contents from the execution of these directives are included in the
spot where the directive was, before the final content is delivered to the client. One of
the most popular uses of SSI is to include a frequently used file in another, or to embed
header and footer snippets that are common throughout the site.
As an example, the following code includes the contents of the navbar.shtml file in
the location you placed the directive:
<html>
<head><title>Example SSI</title></head>
<body>
<!--#include file="navbar.shtml" -->
</body>
</html>

The eventual evolution of SSI was to include more complex code in the HTML and use
more powerful interpreters. This pattern grew into highly successful engines for
building sophisticated web applications such as PHP, ASP, JSP, and ColdFusion. This
also became the basis for web template engines like Mustache, ERB, Velocity, and
many others.
As you can see, web applications originated as delivery of customized, dynamic
content to the user through HTTP. To figure out how web applications operate, you
need to know how HTTP works and understand HTTP requests and responses.

1.5

HTTP request
HTTP is a request-response protocol, so everything starts with a request. The HTTP
request, like any HTTP message, consists of a few lines of text in the following order:
1
2
3
4

Request-line
Zero or more request headers
An empty line
The message body (optional)
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This is how a typical HTTP request looks:
GET /Protocols/rfc2616/rfc2616.html HTTP/1.1
Host: www.w3.org
User-Agent: Mozilla/5.0
(empty line)

In this request, the first line is the request-line:
GET /Protocols/rfc2616/rfc2616.html HTTP/1.1

The first word in the request-line is the request method, followed by the Uniform Resource
Identifier (URI) and the version of HTTP to be used. The next two lines are the request
headers. Notice the last line is an empty line, which must exist even though there’s no
message body. Whether the message body exists depends on the request method.

1.5.1

Request methods
The request method is the first word on the request-line and indicates the action to be
done on the resource. HTTP 0.9 had only one method: GET. HTTP 1.0 added POST and
HEAD. HTTP 1.1 added another five—PUT, DELETE, OPTIONS, TRACE, and CONNECT—and opened the possibility for adding more methods (and many promptly did).
Interestingly, HTTP 1.1 specifies that GET and HEAD must always be implemented
while all other methods are optional (this means even POST is optional).
■

GET —Tells the server to return the specified resource.

■

HEAD —The same as GET except that the server must not return a message
body. This method is often used to get the response headers without carrying
the weight of the rest of the message body over the network.
POST —Tells the server that the data in the message body should be passed to
the resource identified by the URI. What the server does with the message body
is up to the server.
PUT —Tells the server that the data in the message body should be the resource
at the given URI. If data already exists at the resource identified by the URI, that
data is replaced. Otherwise, a new resource is created at the place where the
URI is.
DELETE —Tells the server to remove the resource identified by the URI.
TRACE —Tells the server to return the request. This way, the client can see what
the intermediate servers did to the request.
OPTIONS —Tells the server to return a list of HTTP methods that the server supports.
CONNECT —Tells the server to set up a network connection with the client. This
method is used mostly for setting up SSL tunneling (to enable HTTPS).
PATCH —Tells the server that the data in the message body modifies the
resource identified by the URI.

■

■

■
■

■

■

■

HTTP request

1.5.2
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Safe request methods
A method is considered safe if it doesn’t change the state of the server—that is, the
server provides only information and nothing else. GET, HEAD, OPTIONS, and TRACE
are safe methods because they aren’t supposed to change anything on the server. In
comparison, POST, PUT, and DELETE methods do change the state of the server; for
example, after a POST request is sent, data at the server is supposed to be changed.

1.5.3

Idempotent request methods
A method is considered idempotent if the state of the server doesn’t change the second
time the method is called with the same data. Safe methods by definition are considered idempotent as well (though obviously not the other way around).
PUT and DELETE are idempotent but not safe. This is because PUT and DELETE
don’t change the state of the server the second time they’re called. PUT with the same
resource will result in the same actions being taken by the server, because after the
first request the resource at the URI is either already updated or created. DELETE with
the same resource might result in an error by the server, but the state doesn’t change.
POST is neither a safe nor an idempotent method because subsequent POST
requests to the server might (or might not) result in a state change, depending on the
server. Idempotency is an important idea that we’ll revisit when we talk about web services in chapter 7.

1.5.4

Browser support for request methods
GET is the most fundamental HTTP method, and it’s supported with all browsers
because it’s how you actually get content from the server. POST support started with
HTML 2.0 with the addition of HTML forms. The HTML form tag has an attribute,
method, that accepts either the value get or post that indicates which HTTP method

you want to use.
HTML doesn’t support any other HTTP methods besides GET and POST. In early
drafts of HTML5, PUT and DELETE support were added as values in the HTML form
method attribute, but it was taken out again.
Modern browsers do more than just HTML, though. To support PUT and DELETE,
you can use XMLHttpRequest (XHR). XHR is a set of browser APIs (actually, it’s mostly
just a browser object called XMLHttpRequest) with JavaScript code usually wrapped
around it. XHR allows programmers to send HTTP requests to the server and, despite
its name, isn’t limited to using XML only. Requests and responses can be sent in any
format, including JSON and text files.

1.5.5

Request headers
Although the HTTP request method defines the action requested by the calling client,
other information on the request or the client is often placed in HTTP request headers. Request headers are colon-separated name-value pairs in plain text, terminated by
a carriage return (CR) and line feed (LF).
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A core set of HTTP request fields is standardized in RFC 7231 (which is a part of the
set of HTTP 1.1 RFCs). In the past, nonstandard HTTP request fields conventionally
started with X-, but this practice has been discontinued.
HTTP request headers are mostly optional. The only mandatory header in HTTP
1.1 is the Host header field. But if the message has a message body (which is optional,
depending on the method), you’ll need to have either the Content-Length or the
Transfer-Encoding header fields. Some common request headers you’ll see appear in
table 1.1.
Table 1.1

Common HTTP request headers

Header field

1.6

Description

Accept

Content types that are acceptable by the client as part of the HTTP response.
For example, Accept: text/html signals to the server that the client wants
the response body’s content type to be in HTML.

Accept-Charset

The character sets required from the server. For example, Accept-Charset:
utf-8 tells the server that the client wants the response body to be in UTF-8.

Authorization

This is used to send Basic Authentication credentials to the server.

Cookie

The client should send back cookies that were set by the calling server. If the
server had set three cookies at the browser previously, the Cookie header field
will contain all three cookies in a semicolon-delimited name-value pair string.
For example:
Cookie: my_first_cookie=hello; my_second_cookie=world

Content-Length

The length of the request body in octets.

Content-Type

The content type of the request body (when there’s a request body). When a
POST or a PUT is sent, the content type is by default x-www-form-urlencoded. But when uploading a file (using the HTML input tag with the type attribute set to file, or otherwise) the content type should be multipart/
form-data.

Host

The name of the server, along with the port number. If the port number is omitted, it will be resolved as port 80.

Referrer

The address of the previous page that linked to the requested page.

User-Agent

Describes the calling client.

HTTP response
An HTTP response message is sent every time there’s a request. Like the HTTP
request, the HTTP response consists of a few lines of plain text:
■
■
■
■

A status line
Zero or more response headers
An empty line
The message body (optional)
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You probably realized that an HTTP response is structured the same way as an HTTP
request. This is how a typical HTTP response looks like (shortened in the interest of
saving trees):
200 OK
Date: Sat, 22 Nov 2014 12:58:58 GMT
Server: Apache/2
Last-Modified: Thu, 28 Aug 2014 21:01:33 GMT
Content-Length: 33115
Content-Type: text/html; charset=iso-8859-1
<!DOCTYPE html PUBLIC "-//W3C//DTD XHTML 1.0 Strict//EN" "http://www.w3.org/
TR/xhtml1/DTD/xhtml1-strict.dtd"> <html xmlns='http://www.w3.org/1999/
xhtml'> <head><title>Hypertext Transfer Protocol -- HTTP/1.1</title></
head><body>…</body></html>

The first line of the HTTP response is the status line, which consists of the status code
and a corresponding reason phrase, which is a short description of the code. In this
case, the HTTP response has a message body, which is in HTML.

1.6.1

Response status code
As mentioned earlier, the status code in an HTTP response indicates what type of
response it is. There are five classes of HTTP response status codes, depending on the
first digit of the code (see table 1.2).
Table 1.2

HTTP response status codes

Status code class

1.6.2

Description

1XX

Informational. This tells the client that the server has already received the request
and is processing it.

2XX

Success. This is what clients want; the server has received the request and has
processed it successfully. The standard response in this class is 200 OK.

3XX

Redirection. This tells the client that the request is received and processed but
the client needs to do more to complete the action. Most of the status codes in
this class are for URL redirection.

4XX

Client Error. This tells the client that there’s something wrong with the request.
The most widely known status in this class is 404 Not Found, where the server
tells the client that the resource it’s trying to get isn’t found at that URL.

5XX

Server Error. This tells the client that there’s something wrong with the request
but it’s the server’s fault. The generic status code in this class is 500 Internal
Server Error.

Response headers
Response headers are similar to that of request headers. They are both colonseparated name-value pairs in plain text, terminated by a CR and LF. Just as request
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headers tell the server more about the request and what the client wants, the response
headers are the means for the server to tell the client more about the response and
what the server wants (from the client). Some commonly used response headers are
shown in table 1.3.
Table 1.3

Common response headers

Header field

1.7

Description

Allow

Tells the client which request methods are supported by the server.

Content-Length

The length of the response body in octets (8-bit bytes).

Content-Type

The content type of the response body (when there is a response body).

Date

Tells the current time (formatted in GMT).

Location

This header is used with redirection, to tell the client where to request the next
URL.

Server

Domain name of the server that’s returning the response.

Set-Cookie

Sets a cookie at the client. Multiple Set-Cookie headers can be added to the
same response.

WWW-Authenticate

Tells header the client what type of authorization clients should supply in their
Authorization request header. The server usually sends this along with a 401
Unauthorized status line. This header also provides the challenge information
to the authentication schemes that are accepted by the server (for example, the
basic and digest access authentication schemes described in RFC 2617).

URI
When Tim Berners-Lee introduced the World Wide Web to the world, he also introduced the idea of a location string representing a resource on the internet. In June
1994, Berners-Lee published RFC 1630, which defined the URI. In it he described the
concepts of a string that represents the name of the resource (uniform resource name, or
URN) and a string that represents the location of the resource (uniform resource locator,
or URL). The URI is an umbrella term that includes both the URN and the URI, and
they have similar syntax and format. This book uses only URLs, so for all purposes,
both the URI and URL can be used interchangeably.
This is the general form of a URI: <scheme name> : <hierarchical part> [ ? <query> ]
[ # <fragment> ]
The scheme name is the name of the URI scheme that defines the rest of the URI
structure. A large number of URI schemes are in use, because URI is a popular way of
identifying resources. But the one we’ll be using mostly in this book is the HTTP
scheme.
The hierarchical part contains the identification information and should be hierarchical in structure. If the hierarchical part starts with a double slash (//), then it’ll

URI
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contain optional user information that ends with an @, followed by the hierarchical
path. Otherwise, it’s just the path. The path is a sequence of segments, separated by a
forward slash (/).
Only the scheme name and the hierarchical parts are mandatory. The query, which
starts with a question mark (?), is optional and contains other information that’s not
hierarchical in nature. The query is often organized as a sequence of key-value pairs,
separated by an ampersand (&).
Another optional part is the fragment, which is an identifier to a secondary resource
that’s part of the URI that’s defined. The fragment starts after the hash (#). If a URI
has a query, the fragment will follow the query. The fragment is meant to be processed
by the client, so web browsers normally strip the fragment out before sending the URI
to the server. But it doesn’t mean that as a programmer you won’t get the fragment;
you can always include it in a GET request through JavaScript or some HTTP client
libraries.
Let’s look at an example of an HTTP scheme URI: http://sausheong:password
@www.example.com/docs/file?name=sausheong&location=singapore#summary
The scheme is http, followed by the colon. The segment sausheong:password followed by the at sign (@) is the user and password information. This is followed by the
rest of the hierarchical part, www.example.com/docs/file. The top level of the hierarchical part is the domain name of the server, www.example.com, followed on by docs and
then file, each separated by a forward slash. Next is the query, which begins after the
question mark (?). The query consists of two name-value pairs: name=sausheong and
location=singapore, joined by a single ampersand (&). Finally, the fragment follows
after the query, starting after the hash (#).
The URL is a single string, so spaces within the URL aren’t permitted. Also, certain
characters like the question mark (?) and the hash (#) have special meaning within
the URL and so can’t be permitted for other purposes. To get over this limitation, we
use URL encoding (also called percent encoding) to convert those special characters
into something else.
RFC 3986 defines a set of characters that are reserved or not reserved. Everything
in the reserved list needs to be URL encoded. URL encoding encodes a character by
converting the character to its corresponding byte value in ASCII, then representing
that as a pair of hexadecimal digits and prepending it with a percent sign (%).
For example, a blank space’s byte value in ASCII is 32, which is 20 in hexadecimal.
Therefore, the URL encoding of a space is %20, and this is used in a URL instead of a
space. This example shows the URL if I’d used my name with the space between sau
and sheong: http://www.example.com/docs/file?name=sau%20sheong&location=
singapore.
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Introducing HTTP/2
HTTP/2, the new version of HTTP, focuses on performance. HTTP/2 is based on
SPDY/2, an open networking protocol developed primarily at Google for transporting

web content, though over time there have been a number of changes.
HTTP/2 is a binary protocol, unlike HTTP/1.x, which is text-based. This makes
HTTP/2 more efficient to parse, and it is more compact and less prone for errors. But
that means you can no longer send HTTP/2 messages directly through the network,
through applications such as telnet, and so it is harder to debug if you’re used to
HTTP/1.x.
Unlike HTTP/1.x, which only allows a single request on a connection at a time,
HTTP/2 is fully multiplexed. This means multiple requests and responses can be using
the same connection at the same time. HTTP/2 also compresses the header to reduce
overhead and allows the server to push responses to the client, generally improving
performance.
As you can see, HTTP/2 generally improves the communications performance of
the protocol. What is not changed, are the HTTP semantics; for example, the HTTP
methods, status codes, and so on. This is because HTTP is so widely used, and any
change to the semantics would break the existing web.
In Go 1.6, if you’re using HTTPS, you’ll be automatically using HTTP/2. For earlier
versions of Go, the golang.org/x/net/http2 package implements the HTTP/2 protocol. You will see how it can be used in chapter 3.

1.9

Parts of a web app
From the previous sections you’ve seen that a web application is a piece of program
that does the following:
1

2
3

Takes input through HTTP from the client in the form of an HTTP request
message
Processes the HTTP request message and performs necessary work
Generates HTML and returns it in an HTTP response message

As a result, there are two distinct parts of a web app: the handlers and the template
engine.

1.9.1

Handler
A handler receives and processes the HTTP request sent from the client. It also calls the
template engine to generate the HTML and finally bundles data into the HTTP
response to be sent back to the client.
In the MVC pattern the handler is the controller, but also the model. In an ideal
MVC pattern implementation, the controller would be thin, with only routing and
HTTP message unpacking and packing logic. The models are fat, containing the application logic and data.

Parts of a web app

17

Model-View-Controller pattern
The Model-View-Controller (MVC) pattern is a popular pattern for writing web applications—so popular that it’s sometimes mistaken as the web application development
model itself.
MVC was introduced in Smalltalk in the late 1970s (more than 10 years before the
World Wide Web and HTTP) at Xerox PARC. The MVC pattern divides a program into
three parts: model, view, and controller. The model is a representation of the underlying data, the view is a visualization of the model for the user, and the controller uses
input from the user to modify the model. When the model changes, the view updates
automatically to show the latest visualization.
Although originally developed for the desktop, it became popular for writing web applications, and many web application frameworks—including Ruby on Rails, CodeIgniter, Play, and Spring MVC—use it as their foundation pattern. The model is often
mapped to a database using structures or objects, the views are the returned HTML,
and the controllers route the requests and manage access to the models.
Many novice programmers who build their web applications with MVC-based web application frameworks often mistake the MVC pattern as the only way to develop web
applications. In fact, web applications are simply applications that interact with users
over the HTTP protocol, and any pattern (or no pattern) that allows such applications
to be written can be used.

Sometimes service objects or functions are used to manipulate the models, freeing the
model from being too bloated and enabling reuse of code. In this case, service objects
can be reused on different models and the same logic can be placed in single service
object instead of being copied in different models. Service objects, though, are not
strictly speaking part of the MVC pattern.
As you may realize by now, web applications don’t necessarily need to follow the
MVC pattern. It’s perfectly fine to have the handler perform all the processing and
simply return a response to the client. It’s not necessary to split the work into controllers and models.

1.9.2

Template engine
A template is code that can be converted into HTML that’s sent back to the client in an
HTTP response message. Templates can be partly in HTML or not at all. A template
engine generates the final HTML using templates and data. As you may recall, template
engines evolved from an earlier technology, SSI.
There are two types of templates with different design philosophies:
■

Static templates or logic-less templates are HTML interspersed with placeholder
tokens. A static template engine will generate the HTML by replacing these
tokens with the correct data. There’s little to no logic in the template itself. As
you can see, this is similar to the concepts from SSI. Examples of static template
engines are CTemplate and Mustache.
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Active templates often contain HTML too, but in addition to placeholder tokens,
they contain other programming language constructs like conditionals, iterators, and variables. Examples of active template engines are Java ServerPages
(JSP), Active Server Pages (ASP), and Embedded Ruby (ERB). PHP started off as
a kind of active template engine and has evolved into its own programming
language.

We’ve covered a lot of the fundamentals and the theories behind web applications so
far in this chapter. If it appears an excessive overload of technical minutiae to you,
please hang in there! As we get to the chapters ahead, you’ll start to realize why it’s
necessary to understand the fundamentals covered in this chapter. In the meantime,
let’s switch gears, hold our breath, and jump into the cold waters of Go programming—it’s time to get some hands-on experience. In the next few sections, I’ll start
you on the road of developing web applications with Go.

1.10 Hello Go
Let’s write our first Go web app. If you haven’t installed Go, read appendix A and follow the installation instructions. Don’t worry if you don’t know the net/http package
that is being used—you will learn it in the next few chapters. For now, just type out the
code (listing 1.1), compile it, and then see how it works. If you’re accustomed to a
case-insensitive programming language, remember, Go code is case sensitive.
All source code in this book is in GitHub at https://github.com/sausheong/gwp.
Listing 1.1

A Hello World Go web app

package main
import (
"fmt"
"net/http"
)
func handler(writer http.ResponseWriter, request *http.Request) {
fmt.Fprintf(writer, "Hello World, %s!", request.URL.Path[1:])
}
func main() {
http.HandleFunc("/", handler)
http.ListenAndServe(":8080", nil)
}

Create a subdirectory in your workspace src directory and name it first_webapp. Now
go to that subdirectory and create a file named server.go. This will be your source file.
Then from a console (or command-line interface or command prompt), execute this
command:
$ go install first_webapp
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You can do this in any directory. If your GOPATH is set up properly, this will create a
binary executable file in your $GOPATH/bin directory named first_webapp. Run the
executable file from the console. Because you have the $GOPATH/bin directory in
your PATH you should be able to just run it from anywhere. This will start up your Go
web application at port 8080. That’s it!
Now fire up your browser and go to http://localhost:8080. Figure 1.3 shows what
you should see.

Figure 1.3 First web
application screenshot

Take a closer look at the code. The first line declares what kind of program you’re
writing. The package keyword is followed by the name of the package. An executable
program must always be in a package called main, and this is the same for a web app. If
you have any experience with web application programming in some other languages
(such as Ruby, Python, or Java) you might notice the difference right away. In those
languages you often need to deploy the web application to an application server that
provides an environment for your web applications to run. In Go, this environment is
provided by the net/http package and is compiled together with the rest of your code
to create a readily deployable standalone web app.
The next line imports the necessary libraries. You import standard Go libraries
(packages) very much the same way you import other third-party libraries. Here
you’re importing two packages: fmt, which allows formatted I/O (allowing you to do
stuff like Fprintf) and http, which is the main package for interacting with HTTP:
import (
"fmt"
"net/http"
)

This is followed by a function definition. You define a function named handler. The
term handler is often used for callback functions triggered by an event, and that’s what
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it’s used for here (though technically, at least in Go, this isn’t a handler but a handler
function—we’ll explore this in chapter 3).
func handler(writer http.ResponseWriter, request *http.Request) {
fmt.Fprintf(writer, "Hello World, %s!", request.URL.Path[1:])
}

The handler function has two input parameters—a ResponseWriter interface and a
pointer to a Request struct. It takes information from the Request to create an HTTP
response, which is sent out through the ResponseWriter. The Fprintf function is
called with the ResponseWriter, a format string with a single string format specifier
(%s), followed by the path information extracted from the Request. Because you went
to the address http://localhost:8080, there’s no path information and so nothing is
printed out. If you’d gone to the address http://localhost:8080/sausheong/was/here,
figure 1.4 shows how it would’ve looked in the browser.

Figure 1.4 Web application
screenshot with path

Every program that compiles into a binary executable file must have one function
named main, where the execution of the program starts:
func main() {
http.HandleFunc("/", handler)
http.ListenAndServe(":8080", nil)
}

The main function in this program is straightforward. First, you set up the handler you
defined earlier to trigger when the root URL (/) is called. Then you start the server to
listen to port 8080. To stop the server, simply press Ctrl-C.
And there you have it: a working hello world web app, written in Go!
We started off with an explanation of concepts at the beginning of this chapter and
ended up in a code rush where we wrote a simple (and useless) web application in Go.

Summary
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In the next chapter, we’ll jump into more code and show how a more realistic (though
still not production-ready) web application can be written with Go and its standard
libraries. Although chapter 2 might still be a bit of a code rush, you’ll see how a typical
Go web application can be structured.

1.11 Summary
■

■

■

■

■

■

■

■
■

Go is a programming language that is well suited for web programming because
it allows web applications that are scalable, modular, maintainable, and highly
performant to be written relatively easily.
Web applications are programs that return HTML to the calling client through
HTTP, so understanding HTTP well is very important when learning how to write
web applications.
HTTP is a simple, stateless, text-based client-server protocol used in exchanging
data between a client and a server.
HTTP requests and responses are structured with similar formats—they start
with a request (or response status) line, followed by one or more headers and
an option body.
Every HTTP request has a request line that contains an HTTP method that indicates the action asked of the server, the two most popular being GET and POST.
Every HTTP response has a response status line that tells the calling client the
status of the request.
There are two major parts of any web application that correspond to requests
and responses—handlers and the template engine.
Handlers receive HTTP requests and process them.
The template engine generates HTML that is sent back as part of the HTTP
response.
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