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Part 1
 

The Linked Data Web 

What is Linked Data? What is the Resource Description Framework (RDF)? 
What is the relationship between RDF and Linked Data? How is data expressed 
using RDF? Why is publishing 5-Star Linked Data beneficial? Where do you find 
Linked Data, and how can you use it in your own applications? 

 In these first three chapters, we’ll explore these questions and others. We’ll 
introduce you to Linked Data, place it in context, outline its principles, and 
show you how to use it by walking you through your first Linked Data applica
tion. We’ll expose you to the multiple facets of consuming Linked Data from the 
Web. We’ll find Linked Data on the Web both manually and through the use of 
special tools. We’ll illustrate how you develop programs that retrieve Linked 
Data from one source and use those results to retrieve additional data from a dif
ferent data source. 



 
 
 
 
 
 
 
 
 
 
 
 
 



Introducing Linked Data 

This chapter covers 
■ An introduction to Linked Data 
■ The Linked Data principles 
■ Linked Data foundations 
■ Anatomy of a Linked Data application 

What would you do if your boss told you to produce web pages for 1,500 television 
and radio programs each day, in multiple languages and character sets, with a staff 
of a handful of people? What if you needed to publish web content for every band 
and the songs they record, updated each day? How about web pages for each ani
mal species and its habitat, inclusive of its endangerment status, when your organi
zation doesn’t have that information?

 The development team at the British Broadcasting Corporation (BBC) faced all 
three challenges at once during a period of budget cuts. Very soon we’ll show you 
how they solved all three using Linked Data.

 Linked Data makes the World Wide Web into a global database that we call the 
Web of Data. Developers can query Linked Data from multiple sources at once and 
combine it on the fly, something difficult or impossible to do with traditional data-
management technologies. Imagine being able to gather any data you require in a 
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4 CHAPTER 1 Introducing Linked Data 

single step! Linked Data can get you there. We know this may seem impossible, and it 
is with traditional techniques, but we’ll demonstrate how it works.

 In this chapter, assuming that you have a basic familiarity with fundamental web 
technologies such as HTML, URIs, and HTTP, we introduce you to Linked Data, place 
it in context, outline its principles, and show you how to use it by walking you through 
your first Linked Data application. 

 We may reference resources that you don’t instantly recognize, such as 
MusicBrainz—the open music encyclopedia. Don’t worry. We provide URLs to help 
you gather the context you’ll need to be productive. 

1.1 Linked Data defined 
The World Wide Web is full of data. Data is published in formats such as PDF, TIFF, 
CSV, Excel spreadsheets, embedded tables in Word documents, and many forms of 
plain text. These files are linked to and from HTML and other documents. They are, 
in a sense, data that you can link to. But this kind of data has a limitation: it’s format
ted for human consumption. It often requires a specialized utility to read it. It’s not 
easy for automated processes to access, search, or reuse this data. Further processing 
by people is generally required for this data to be incorporated into new projects or 
allow someone to base decisions on it.

 We’d rather have a universal way for anyone to read and reuse data on the Web. 
You don’t want to just link to the files that data comes in; you want data that you can 
link into. You want your data to link to related data. You want to foster reuse between 
people who may never meet.

 This book will introduce you to a new way to consume, reuse, and publish data on 
the Web so that it may be reused by automated processes on either side of enterprise 
firewalls. The way to do this is called Linked Data. The term Linked Data refers to a set 
of best practices for publishing and connecting structured data on the Web using 
international standards of the World Wide Web Consortium.

 You already know some of the techniques we use for Linked Data because you 
understand HTTP, URIs, and hyperlinks. You want to publish data on the Web, and you 
use URIs to identify data elements and the relationships between them. You can use 
those URIs to hyperlink between data elements the way web pages are hyperlinked. 
Linked Data is just data but it’s on the Web and structured the way the Web is struc
tured. These ideas are collected into the Linked Data principles, described in more 
detail in section 1.4.

 The more principles you adhere to, the better your Linked Data. The 5-Star scor
ing system of Linked Data is: 

★	 Data is available on the Web, in whatever format (for example, a 
scanned image). 

★★	 Data is available as machine-readable structured data (for example, an 
Excel spreadsheet). 

http://sindice.com
http://sindice.com
http://sindice.com
http://www.w3.org/DesignIssues/LinkedData.html
http://www.w3.org/DesignIssues/LinkedData.html
http://w3.org/
http://w3.org/
http://dbpedia.org/page/Bonobo
http://dbpedia.org/page/Bonobo
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★★★ Data is available in a non-proprietary format (for example, CSV). 

★★★★	 Data is published using open data standards from the World Wide Web 
Consortium. 

★★★★★ All of the above apply, plus links to other people’s data. 

The 5-Star system is cumulative. Each additional star presumes that your data meets 
the criteria for the previous steps. Linked Data developers pride themselves on creat
ing 5-Star Linked Data. Anything less gives you more work to do, perhaps in convert
ing data into 5-Star format, creating additional links, or trying to convince your data 
sources to create better data. By creating 5-Star Linked Data, you’re making the world 
a nicer place.

 The World Wide Web Consortium (W3C) defines standards for the Web, including 
an open data model and several formats for that model. This chapter will introduce 
you to the Resource Description Framework (RDF), which is used for the best quality 
Linked Data.

 A paraphrasing of the 5-Star system is 
given on the W3C coffee mug shown in fig
ure 1.1.

 Linked Data (pardon the repeated defi
nition) is a set of techniques for the publica
tion of data on the Web using standard 
formats and interfaces. We also call data that 
conforms to those techniques Linked Data.

 For example, much of the content in Wiki
pedia can be thought of as structured data. A 
Wikipedia article may have a box in the upper 
right of the page with information like names, 
dates, places, and links to other content. The 
DBpedia project (http://dbpedia.org) 
extracts this structured data from Wikipedia 
articles and puts it on the Web. Once the data 
is published in accordance with the Linked 
Data principles, it is Linked Data and may be 
used by others who have access to the data.

 Linked Data has one amazing property: it may be easily combined with other 
Linked Data to form new knowledge. That is the best reason to explore and use  
Linked Data. Traditional data-management techniques have resulted in separation of 
most of our data into silos that can’t be readily recombined. We need to write pro
grams to find, access, convert, and combine data from silos before we can get on with 
any particular job. Linked Data makes that sort of work much easier because it’s easy 
to combine Linked Data from multiple sources. 

Figure 1.1 The 5-Star Linked Data mug, avail
able from cafepress.com. The mug may be or
dered either with the “Open” and “Open 
license” labels or without them; Linked Open 
Data uses both, Linked Data uses neither. 
Sales of the mugs benefit the W3C. 

http://dbpedia.org
http://dbpedia.org/page/Love
http://dbpedia.org/page/Love
http://dbpedia.org/page/Love
http://dbpedia.org/page/War
http:cafepress.com
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 Another useful feature of Linked Data is that it’s self-documenting. You can imme
diately figure out what a term means by resolving it on the Web. This makes Linked 
Data a wonderful new technique for data sharing.

 So, imagine that you’re gathering data from a variety of sources to perform an 
analysis or make a mash-up. You could grab data from DBpedia and other Linked Data 
from elsewhere on the Web and throw it all together to make the data set you want.

 The rest of this chapter presents programming ideas from the public Web, but 
don’t let that convince you that all Linked Data needs to be public. Linked Data tech
niques are also widely deployed behind enterprise firewalls on private networks. 
Everything you learn in this book can be deployed with public or private data or a mix 
of the two. 

1.2 What Linked Data won’t do for you 
You might be wondering whether Linked Data is too good to be true. It’s not. Linked 
Data is built on the Web and has the same benefits and problems that the Web does.

 Linked Data is no silver bullet. It won’t protect you from issues of data quality or 
from service failures. Nothing inherent to Linked Data improves the efficiency of dis
tributed queries. The same goes for changing definitions of schema terms. If the 
meaning of your terms changes in time, your data might be more difficult to under
stand in the context in which it was developed.

 But Linked Data does provide you with new ways to manage these existing data-
management challenges.

 Data quality is a problem in every data-management system. Dirty data in a rela
tional database or on a website can very rapidly be turned into dirty Linked Data. 
You’ll find that Linked Data is most often published in ways that aren’t specific to a 
particular application. That can expose data cleanliness issues that weren’t previously 
transparent and at the same time make them easier to spot. Many sites structure their 
reuse of Linked Data so that it may be reviewed and even curated before it’s used, as 
you’ll see with the BBC example later in this chapter. Others don’t and put up with 
dirty data as a consequence. As always, the choice is yours.

 What will you do if you’re using Linked Data from a service on the Web and that 
service shuts down or becomes temporarily unavailable? Most people won’t build pro
duction services that query distributed data in real time, for issues of both reliability 
and efficiency. You can treat your local copy of some remote data as a sort of cache. 
The failure of a remote service just means that your data may not be up to date until 
the service returns to operation or a replacement is found.

 What about changing schema terms? Linked Data schema terms are identified 
using HTTP URIs, so it’s relatively easy to migrate to another URI if the meaning of a 
term changes. Even if you don’t change a URI for a term, you can (and should) gener
ally record some information about where and when the definition of terms was valid. 
There are even ways to check for equivalent terms. Linked Data offers several layers of 
flexibility to help you with changing schemas. 

http://dbpedia.org/resource/Galway_Airport
http://en.wikipedia.org/wiki/Galway_Airport
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 You might think about these challenges in the context of the Web. Early hypertext 
systems were implemented on single machines and could therefore ensure that each 
link resolved to a valid resource. A resource that was being linked to, that was aware it 
was being linked to, could count those links and automatically link back. Hypertext 
researchers were nearly unanimous in their dislike for the early Web precisely because 
it didn’t have those handy features. Instead, the Web had frequent 404 error messages 
when links failed to resolve. But the Web had some important features that other 
hypertext systems didn’t have, especially scalability and distributed authorship. Those 
features turned out to be much more important to us than link management.

 Linked Data is analogous because it doesn’t resolve long-standing problems with 
distributed data management. Worse, it even introduces new problems, such as 
requiring that at least some data elements be named with complex-looking web 
addresses that make data formats harder to read and write. As with the Web, we’re 
going to make the case in this book that the benefits strongly outweigh the detri
ments. Specifically, we’re going to show you how Linked Data can be used to maintain 
the context that’s so often lost when you publish data via other mechanisms. You can 
even layer that context back onto your data after the fact, which in turn allows new 
ways for your data to be used by people you may never meet. As with the Web, we 
think you’ll come to love it once you understand it. 

1.3 Linked Data in action 
The techniques of Linked Data give us a new answer to an age-old question: how can 
we share our knowledge with others? Linked Data is a general-purpose concept. Liter
ally anything can be described by Linked Data. 

 Linked Data places structured data on the World Wide Web so that it may be  
found, shared, and combined with other people’s data. Linked Data frees structured 
data from proprietary containers so anyone may use it. 

1.3.1 Freeing data 

For most of history we confused information with the containers it came in. Even 
though all we really cared about was the information inside the containers, we built 
institutions dedicated to the preservation of the form, not the information. The earli
est libraries protected scrolls, rolls, and books, not the words inside. Librarians limited 
access to the containers so they would last longer.

 Eventually, we freed content by turning it into bits of information that could be 
shipped around the internet. That has many advantages, but we recognize that libraries 
and bookstores will never be the same. This book was being written during the year that 
Borders, one of the largest bookstore chains in the United States, declared bankruptcy 
and shuttered hundreds of stores. Local libraries have drastically changed their offerings, 
now providing, in addition to books, internet access, as well as music and videos and audio 
books for checking out. Libraries hold classes, rent space to clubs, and desperately try to 
maintain relevance to constituents in the face of Google, Apple, and Amazon. 

http://www.w3.org/wiki/SweoIG
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 Music has undergone the same transition, from selling containers to selling bits of 
information that may be played on a variety of devices, from iPods to computers to 
home stereos. All of these things happened because of the World Wide Web.

 Where is your data in the age of the Web? Your data, like the books and music of a 
few years ago, is mostly stuck in proprietary containers, such as relational databases 
and spreadsheets. Your data is generally read via the containers in which it was cre
ated, whether relational databases or spreadsheet programs. Your data is hierarchical, 
and so are the systems that support it. The BBC worked around this problem in a novel 
way by both pulling information from the Web and curating it to ensure its accuracy.

 Yet, because hierarchical data doesn’t combine easily, you have information silos. 
Artificially separating information into containers means you have to combine the 
information in your head when you want to use data from more than one source. If 
you try to combine information from various sources, you generally lose track of 
where the components came from.

 Sometimes you want your data to be in proprietary containers and protected from 
prying eyes. Your personal financial information is a good example. But you still want 
to perform financial transactions via the Web, and it would be easier if your bank used 
common formats to move your data, just as they already use HTTP to serve web pages. 
Other times you want your data to be open and free, such as when you wish to determine 
which factories near your house are polluting or which artist produced a new hit song.

 How can you free your data like you freed your books and music? One answer is to 
move data to the World Wide Web. Just as the Web enables you to link related docu
ments, it allows you to link related data, especially if everyone shares a common data 
format and means of accessing it. 

1.3.2 Linked Data with Google rich snippets and Facebook likes 

You have almost assuredly seen the benefits of Linked Data, although you may not 
have realized that Linked Data was behind them. Facebook’s Like button,1 Google’s 
enhanced search results, and the BBC’s beautiful wildlife and music pages are all 
examples of Linked Data in action.

 For instance, Google introduced rich snippets2 (figure 1.2) in 2009, which provide 
enhanced search results. 

Figure 1.2 Google’s rich snippets provide nicely formatted search results that increase 
user click-through rates by 15–30%. 

1 Facebook developers, Like button plugin, https://developers.facebook.com/docs/reference/plugins/like/. 
2 Google webmaster tools, “About rich snippets and structured data,” June 5, 2013, https://support.google.com/ 

Webmasters/bin/answer.py?hl=en&answer=99170. 

https://support.google.com/webmasters/bin/answer.py?hl=en&answer=99170
https://support.google.com/webmasters/bin/answer.py?hl=en&answer=99170
http://openstreetmap.org/
http://openstreetmap.org/
https://developers.facebook.com/docs/reference/plugins/like/
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The rich snippets program is powered by a form of Linked Data known as the Resource 
Description Framework in Attributes (RDFa). RDFa is a way of encoding meaning in web 
pages and will be covered later at length. It’s one format for Linked Data. For example, 
a telephone number on a web page is readable by people, but by marking up the num
ber with HTML attributes that are hidden in a browser’s display, Google’s search engine 
can also determine that it is a telephone number. Google can use that information to 
construct more targeted search results. Best Buy, the large consumer electronics 
retailer, has reported that the use of RDFa resulted in the a 15%–30% increase in click-
through rate for its Google results.

 Facebook introduced its Like button in April 2010. When a user clicks a Like button 
on a web page, that user’s Facebook profile is updated to show that they liked the thing 
that page talks about—be it an 
article, a movie, or a restaurant. 
The Like button (figure 1.3) is 
powered by RDFa. 

Figure 1.3 The Facebook Like button can be placed on any 
RDFa is part of a family of stan- page on the Web. Facebook uses this to connect pages out

dards for describing structured side Facebook to the Facebook social graph. 

data known as the Resource 
Description Framework (RDF). RDF is not a data format; RDF defines a simple way of 
expressing relationships between arbitrary data elements that may be serialized in a 
variety of standard formats. RDF provides a common data model for Linked Data and 
is particularly suited for representing data on the Web. Linked Data uses RDF as its 
data model and represents it in one of several syntaxes. There is also a standard query 
language called SPARQL. The RDF data model will be described later in this chapter 
and more fully in chapter 2. Later chapters will show you how to use both the data for
mats and the query language in your Linked Data projects. 

1.3.3 Linked Data to the rescue at the BBC 

Now let’s turn our attention to the BBC and how its development team used Linked 
Data to gather information from the Web, ensure its accuracy, and reuse it to automat
ically create deep and complex websites.

 The data needed by the BBC already existed on public services scattered around 
the Web. The BBC realized that it could collect and repurpose some of this data to 
more rapidly build its new sites.

 The BBC uses Linked Data to generate web presences for three of its web properties: 
BBC Programmes (http://www.bbc.co.uk/programmes), BBC Music (http:// 
www.bbc.co.uk/music), and Wildlife Finder (http://www.bbc.co.uk/nature/wildlife). 
Web presences for more than 1,500 daily television and radio broadcasts are created in 
BBC Programmes alone. To make such a tall order practical, the development team uses 
public data that already exists on the Web.

 The BBC collects, filters, and reuses Linked Data from various sources, including 
the World Wildlife Fund, MusicBrainz (http://musicbrainz.org/), and the DBpedia 
project. For example, DBpedia extracts structured data from Wikipedia (the parts of a 

http://www.bbc.co.uk/programmes
http://www.bbc.co.uk/music
http://www.bbc.co.uk/music
http://www.bbc.co.uk/nature/wildlife
http://musicbrainz.org/
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Wikipedia page you see in the upper-right corner of their pages) and converts it into 
Linked Data, as shown in figure 1.4. The BBC then uses DBpedia’s Linked Data to 
enhance information presented about musical artists and wildlife species discussed in 
its broadcasts. Linked Data gathered from other sites is managed in a similar way. 
Because Linked Data shares a common data model (discussed in chapter 2), the data 
from those sites may be immediately combined.

 In using Linked Data, the BBC has turned traditional content-management con
cepts on their heads. If BBC editors find an error or need to make a change, instead of 
making the change on their own site, they often make the change on someone else’s 
website. BBC editors curate third-party Web content to make their own site more factu
ally correct, while improving our common knowledge resources. Of course, the BBC 
editors can do this only because they are allowed to write into sites like Wikipedia. 

The BBC’s use of the Web of Data is both innovative and immensely useful to its 
audience. Before BBC Programmes started using Linked Data, only a few of the net
work’s most popular broadcasts had a Web presence.

 Developers outside the BBC also benefit from the organization’s approach by 
being able to access and reuse Linked Data published by the BBC. Have you ever 
wanted to make a new web page from information you found on multiple web pages? 
Linked Data gives you a standard way to do just that.

 The self-descriptive nature of Linked Data has many positive side effects. A not-so
obvious one is that of serendipitous reuse. A Linked Data publisher might expose 

<http://en.wikipedia.org/wiki/Bonobo> 
<http://rs.tdwg.org/dwc/terms/class> 

Figure 1.4 DBpedia converts structured information from Wikipedia’s info boxes into 
Linked Data. The BBC uses content from DBpedia and other Linked Data sources to 
create three of its web properties (BBC Wildlife Finder is shown). 

http://rs.tdwg.org/dwc/terms/class
http://en.wikipedia.org/wiki/Bonobo
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their data with a certain goal or purpose in mind, but it’s up to you to determine how 
and in which way you want to use the data.

 The Wikimedia Foundation, which operates Wikipedia, didn’t know that the BBC 
wanted to use their data. The volunteer editors of Wikipedia didn’t think about the 
BBC when they created an article about bonobos. The BBC didn’t coordinate with 
DBpedia in order to use their data, nor did the academics who created DBpedia coor
dinate with Wikipedia when they created DBpedia. We say that Linked Data enables 
cooperation without coordination.

 The BBC found the data they wanted to use on the Web, probably via a traditional 
full-text search engine like Google or perhaps using a Linked Data search engine like 
Sindice (http://sindice.com ). Linked Data made their job relatively easy once they 
found the information they needed.

 The remainder of this book will show you how organizations large and small can 
use Linked Data to enhance their content, integrate data from other sites, and allow 
their data to be reused by others. 

1.4 The Linked Data principles 
Linked Data uses the Resource Description Framework data model and other stan
dards related to RDF, just as it uses HTTP. Linked Data is built upon RDF but is not the 
same as RDF. Linked Data is separated from RDF by the four Linked Data principles: 

■	 Use URIs as names for things. 
■	 Use HTTP URIs so that people can look up those names. 
■	 When someone looks up a URI, provide useful information, using the standards 

(RDF*, SPARQL).3 

■	 Include links to other URIs, so people can discover more things. 

NOTE Tim Berners-Lee, the inventor of the Web and the progenitor of the 
Linked Open Data project, proposed the four Linked Data principles. You 
can read more about his thoughts at http://www.w3.org/DesignIssues/ 
LinkedData.html. 

Let’s look at each of the four rules in order. 

1.4.1 Principle 1: Use URIs as names for things 

The first Linked Data principle deals with identifying things. If you can’t identify a 
thing, you can’t talk about it. The underlying technology we’ll use to identify things is 
probably already familiar to you. You may know it by its full name: Universal Resource 
Identifiers (URIs). URIs used to name things in Linked Data are a generalized version of 
the URLs used to locate web pages in the browser. In other words, all URLs are URIs 
but not the other way around. A URI is a universally unique name; a URL is a special 
type of URI that resolves on the Web. 

The term RDF* is sometimes used to refer to the entire family of RDF standards. 3 

http://www.w3.org/DesignIssues/LinkedData.html
http://www.w3.org/DesignIssues/LinkedData.html
http:http://sindice.com
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 You’re already familiar with HTTP URLs. They’re the type of URLs most commonly 
found on the Web. You type one into your browser’s address bar, and you get a web 
page back. Your browser can also handle other types of URLs, such as those for the File 
Transfer Protocol (FTP), whose URLs start with ftp://. You might also have seen the 
file: URL used for accessing files on your local disk.

 Just as URLs unambiguously locate web pages so that everyone arrives at the same 
document when typing in a certain URL, Linked Data’s use of URIs provides the 
means to name things unambiguously. 

NOTE When you look at the URI specification (RFC 3986, available via 
http://tools.ietf.org/html/rfc3986), you might wonder why it’s called Uni
form Resource Identifier there rather than Universal Resources Identifier. 
This has historical reasons, and if you’re interested in the details, read Tim 
Berners-Lee’s design document, “Web Architecture from 50,000 feet,” 
www.w3.org/DesignIssues/Architecture.html. 

To sum up, in order to be able to talk about things, you must be able to identify them. 
You use URIs to identify things in Linked Data. A thing can be virtually anything: con
crete things like a book, a person, or a gene, but also more abstract things like love or 
war, or even other data representations such as a certain row in a CSV file or a table in 
a relational database.

 You can actually find a URI for the concepts love and war. The DBpedia project has 
modified URLs from the Wikipedia entries to create http://dbpedia.org/page/Love 
and http://dbpedia.org/page/War. Linked Data describing those concepts can be 
found via links at the bottom of those pages. 

1.4.2 Principle 2: Use HTTP URIs so people can look up those names 

It’s good to be able to talk about things on a worldwide scale and unambiguously. But 
you could be tempted to use other identification schemes to name things. For exam
ple, books are commonly identified by International Standard Book Numbers (ISBN). 
The ISBN for Charles Dickens’ The Old Curiosity Shop is 0140437428. You could make a 
URI out of that like isbn:0140437428. Now, try to paste this URI into your browser and 
see what happens. The browser will complain that it doesn’t know how to handle it, 
because it isn’t a type of URI that it implements. This is what the second Linked Data 
principle is all about. If you use HTTP URIs, you can choose to make them resolvable 
on the Web. 

1.4.3 Principle 3: When someone looks up a URI, provide useful information 

Any HTTP URI can be typed into a web browser, and the browser will know what to 
do with it. It parses the URI to find the host and port number to use and then 
attempts to establish an HTTP connection. It requests the resource identified by the 
path portion of the URI. If the remote server responds affirmatively by returning a 
resource representation such as a web page, then that particular URI is also a URL. 
It’s resolvable on the Web. The third rule recommends that your identifiers resolve 

http://tools.ietf.org/html/rfc3986
http://dbpedia.org/page/War
http://dbpedia.org/page/Love
www.w3.org/DesignIssues/Architecture.html
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on the Web often, if not all the time. When you create a URI to name a thing, you 
should either refer to an existing web resource or make up your own. In either case, 
you want your URIs to resolve to useful descriptions about the thing you’ve named.

 For example, consider Galway Airport. Listing 1.1 gives the URI for the Galway Air
port as http://dbpedia.org/resource/Galway_Airport. Try putting that into a web 
browser, and you’ll get redirected to a human-readable version of an RDF document 
that describes the airport. If you’d like a much friendlier version of the same informa
tion, scroll to the bottom of the page and you’ll see a link to Wikipedia: http:// 
en.wikipedia.org/wiki/Galway_Airport. 

Listing 1.1 Example schema for the figure 1.6 spreadsheet in Turtle format 

@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> . 

@prefix rdfs: <http://www.w3.org/2000/01/rdf-schema#> . 

@prefix dc: <http://purl.org/dc/terms/> . 

@prefix loc: <http://www.daml.org/2001/10/html/airport-ont#> . 

@prefix eg: <http://example.com/> . 

@prefix qb: <http://purl.org/linked-data/cube#> . 

@prefix xsd: <http://www.w3.org/2001/XMLSchema#> . 


Prefix information 
(to abbreviate the 

way you write long 
URIs) 

@prefix sdmxa: <http://purl.org/linked-data/sdmx/2009/attribute#> . 

@prefix sdmx-measure: <http://purl.org/linked-data/sdmx/2009/measure#> .
 

The 
location 
(Galway 
Airport) 

The 
precise 

definition 
of what 

you mean 
by “day” 

1.4.4 

<http://example.com/my_temperature_data>
 The spreadsheet’s URL 
rdfs:label "Temperature observations"; 

rdfs:comment "Temperature observations at Galway Airport";


 loc:location <http://dbpedia.org/resource/Galway_Airport>;

 dc:creator "Michael Hausenblas".
 

The author’s, or 
creator’s, name eg:day a rdf:Property, qb:MeasureProperty;


 rdfs:label "day"@en;

 rdfs:subPropertyOf sdmx-measure:obsValue;

 sdmxa:unitMeasure <http://dbpedia.org/resource/Day> ;

 rdfs:range xsd:date .
 

eg:temperature a rdf:Property, qb:MeasureProperty;

 rdfs:label "temperature"@en;

 rdfs:subPropertyOf sdmx-measure:obsValue;

 sdmxa:unitMeasure <http://dbpedia.org/resource/Celsius> ;

 rdfs:range xsd:decimal .
 

A short human-
readable label 

A longer human-
readable comment 
describing the 
resource 

The precise 
definition of what 
you mean by 
“temperature” 

The DBpedia project turns structured data in Wikipedia into RDF. Later we’ll show you 
how to access the RDF. For now, notice that we used a URI to name the airport, that we 
used an HTTP URI, and that it resolves to a readable description of the place in question. 

Principle 4: Include links to other URIs 

What makes Linked Data “linked”? Just as web pages are more useful if they contain 
hyperlinks to related information, data is more useful if it links to related data, 
documents, and descriptions. The fourth rule makes this idea explicit: Your data 
becomes Linked Data when it links to related resources. Because you used resolv
able HTTP URIs to publish your data (you did, right?), other people can link to your 

http://en.wikipedia.org/wiki/Galway_Airport
http://en.wikipedia.org/wiki/Galway_Airport
http://dbpedia.org/resource/Celsius
http://dbpedia.org/resource/Day
http://dbpedia.org/resource/Galway_Airport
http://example.com/my_temperature_data
http://purl.org/linked-data/sdmx/2009/measure
http://purl.org/linked-data/sdmx/2009/attribute
http://www.w3.org/2001/XMLSchema
http://purl.org/linked-data/cube
http:http://example.com
http://www.daml.org/2001/10/html/airport-ont
http://purl.org/dc/terms
http://www.w3.org/2000/01/rdf-schema
http://www.w3.org/1999/02/22-rdf-syntax-ns
http://dbpedia.org/resource/Galway_Airport
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data. The ability to follow these links allows people to surf the Web of Data just as 
they can surf the Web of Documents.

 An example of this principle at work can be seen in listing 1.1. That listing includes 
links to the DBpedia description of Galway Airport and the unit of measure for days. 

1.5 The Linking Open Data project 
Most of the data that we’ll use in this book is freely available on the Web. It’s rather 
amazing to think that open-content projects as diverse as encyclopedias and dictionar
ies, government statistics, information regarding chemical and biological collections 
and endangered species, bibliographic data, music artists and information about their 
songs, and academic research papers are all available using the same data format and 
reachable using the same API! This is all due to the Linking Open Data (LOD) project.

 The LOD project4 is a community activity started in 2007 by the W3C’s Semantic 
Web Education and Outreach (SWEO) Interest Group (www.w3.org/wiki/SweoIG). 
The project’s stated goal is to “make data freely available to everyone.”

 The collection of Linked Data published on the Web is referred to as the LOD 
cloud. A recent attempt at visualizing the LOD cloud is shown in figure 1.5. 

NOTE LOD is typically pronounced by saying each letter, like “ell oh dee.” 

Here are some quick facts regarding the LOD cloud. 

■	 The LOD cloud has doubled in size every 10 months since 2007 and currently con
sists of more than 300 datasets from various domains (http://lod-cloud.net/ 
state/). All of this data is available for use by developers! 

■	 As of late 2011, the LOD cloud contained over 295 datasets from various 
domains, including geography, media, government, and life sciences. In total 
the LOD cloud contained over 31 billion data items and some 500 million links 
between them. 

■	 The LOD cloud has grown so large that no attempt was made to visualize it in 2012. 
■	 More than 40% of the Linked Data in the LOD cloud is contributed by govern

ments (mainly from the United Kingdom and the United States), followed by 
geographical data (22%) and data from the life sciences domain (almost 10%). 

■	 Life sciences (including some large pharmaceutical companies) contribute 
over 50% of the links between datasets. Publication data (from books, journals, 
and the like) comes in second with 19%, and the media domain (the BBC, the 
New York Times, and others) provides another 12%. 

■	 The original data owners themselves publish one-third of the data contained in 
the LOD cloud, whereas third parties publish 67%. For example, many universi
ties republish data from their respective governments in Linked Data formats, 
often cleaning and enhancing data descriptions in the process. 

“Linked Data—Connect Distributed Data across the Web,” http://linkeddata.org/. 4 

http://lod-cloud.net/state/
http://lod-cloud.net/state/
http://linkeddata.org/
www.w3.org/wiki/SweoIG
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Figure 1.5 The Linked Open Data cloud in late 2011. The circles represent freely available datasets 
and the arrows represent links between them. 

1.6 Describing data 
The LOD cloud is not just a collection of data silos. Linked Data offers something not 
found in systems like relational databases or content management systems: discover-
ability. Imagine your client provides you with a spreadsheet that contains certain data. 
In order to use this data in your application, you’d need to know what the columns 

http:totl.net
http:data.gov
http:data.gov
http:data.gov
http:data.gov
http:data.gov


 

 

16 CHAPTER 1 Introducing Linked Data 

Figure 1.6 Example web data 
found in a spreadsheet, listing 
temperatures over a time period 

represent. Typically, looking at a column header gives you an idea of what’s going on, 
as shown in figure 1.6.

 The problem with the data in the figure is that without more information from the 
person who created it, you really don’t know what it means.

 You could call your client and ask if the temperature is given in Celsius, or you might 
guess it from the range of the values. Too often the information you seek is no longer 
available—it was lost or the person who knows is not around. Descriptive column headers 
would help but still not give you all the information you’d like to have, such as where 
the data was collected and who collected it. You’d rather have the sort of schema infor
mation shown in figure 1.7.

 Whereas figure 1.6 demonstrates a problem with most spreadsheet data—its lack 
of context—figure 1.7 solves that problem with annotations that provide sufficient 
context for some new person to understand the author’s intent.

 Linked Data can provide the schema information for your spreadsheet and also 
allow you to publish the data itself in an open, extensible format. It also provides you a 
way to link to other, related data, anywhere on the Web, in an unambiguous way. Deref
erenceable identifiers, web addresses, are used for both schema information and data 
resources. Web addresses provide you a way to get to schema documentation and to 
related data. You simply follow the links, just like on the rest of the Web. This is discov
erability in action.

 Linked Data places itself in context by following the precepts of the Web: data ele
ments are named using HTTP URIs, and those URIs can be resolved to discover more 
information about them. Importantly, and it bears repeating, Linked Data should con
tain links to other information on the Web. These Linked Data principles are dis
cussed in detail in section 1.4. 

Figure 1.7 Example schema informa
tion for the data in figure 1.6 
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The Linked Data principles provide a common API for data on the Web. This is much 
more convenient for developers than the many separate (and differently designed) 
APIs currently published by major websites such as Flickr, Twitter, or Amazon.

 Listing 1.1 demonstrates how you might use Linked Data to create a schema for 
the spreadsheet data shown in figure 1.6. Don’t worry that it looks unfamiliar or even 
complicated! It’s actually quite easy, and we’ll show you how it’s created and read. 
Once you get used to it, it’s much easier to understand than, say, XML or other peo
ple’s code. You only need to follow a few simple rules.

 You needn’t go through listing 1.1 character by character quite yet (unless you 
want to). We presented it to give you a feel for what Linked Data looks like and how 
it’s published (as a file or in a database, either of which may be queried via the 
SPARQL query language).

 Let’s dive more deeply into the code. We mentioned that Linked Data uses RDF as 
a data model. A single RDF statement describes two things and a relationship between 
them. Technically, this is called an Entity-Attribute-Value  (EAV) data model, although 
Linked Data people often call the three elements in a statement the subject, the predi
cate, and the object. Those terms correlate directly to an entity, an attribute, and a 
value. For example, we might want to say that the title of this book is Linked Data. Fig
ure 1.8 shows how that can be done in RDF by using the URI for the book, a well-
known relationship defining the title property, and a literal string for the name. 

Figure 1.8 Example RDF statement 
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An entity (or subject) can be anything that we can name by a URI, such as a person, a 
book, a car, or a web page. In this case, the subject is the URI that uniquely identifies 
this book. An entity’s attribute (or predicate) relates the subject to another entity or 
provides information about the entity itself (which we call a property of the subject). 
In this case, we’re using a relationship for the book’s title as the predicate and the 
book’s title as the object. Relations and properties are the objects of an RDF statement. 
Through this standardized data model, an API is created that’s consistent over all 
Linked Data sources. In other words, you only have to learn the Linked Data model 
once and you can use any kind of data source that complies with it. Anytime you want 
to know what a predicate means, you can type its URI into a web browser and look for 
information about it.

 This statement excerpted from listing 1.1 shows a simple “triple,” or RDF statement: 

<http://example.com/my_temperature_data> rdfs:label "Temperature observations";
 

<http://example.com/my_temperature_data> is a URI representing and perhaps 
pointing to our sample spreadsheet, which forms the entity (subject) of an RDF state
ment. The two components in rdfs:label "Temperature observations"; are the 
attribute (predicate) and the property (object) of the first RDF statement. In this case, 
we’re saying that the spreadsheet may be given a human-readable label of "Tempera
ture observations". 

rdfs:comment "Temperature observations at Galway Airport"; provides another 
attribute and property for the same subject, which forms another RDF statement. We 
can keep adding information about our spreadsheet that way until we’re finished.

 There’s no restriction in RDF about what you can link to or describe. That’s why 
RDF is a framework for describing resources. RDF statements tend to create graphs of 
metadata. In other words, they needn’t form hierarchical relationships. You’ll often 
hear the term RDF graph because of this. 

1.7 RDF: a data model for Linked Data 
Linked Data is structured data. To be more precise, we’re talking about structured 
data based on a certain data model: the Resource Description Framework data model 
as defined by the W3C  (http://w3.org/). As a convention, we identify things using 
HTTP URIs and then provide information about them when an HTTP URI is resolved.

 Just like on the “normal” Web (which we tend to call the Web of Documents to sep
arate it from the Web of Data), resolving an HTTP URI generally means to perform an 
HTTP GET request on it. A GET request is the simplest of the actions that a client can take 
using HTTP. A GET request is issued by a client to say to a server, “Please send me back 
whatever you know about the URI I’m giving you.” You could use a web browser to do 
that or a command-line web client such as the curl utility, which is an abbreviation for 
“Client for URLs.”5 You can get the DBpedia page for a bonobo (based on the Wikipedia 
page for the same subject) in HTML format at http://dbpedia.org/page/Bonobo. 

5 The download wizard for curl, a cross-platform command-line web client, http://curl.haxx.se/dlwiz/. 

http://curl.haxx.se/dlwiz/
http://dbpedia.org/page/Bonobo
http:http://w3.org
http://example.com/my_temperature_data
http://example.com/my_temperature_data
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DBpedia allows you to download the Linked Data about a bonobo by changing “page” 
to “data” and appending the appropriate file extension: 

$ curl -L http://dbpedia.org/data/Bonobo.n3
 

In this case, the file extension .n3 is one of several used for Linked Data. The publisher 
of a URI has the right to create it however they like, subject only to certain rules in the 
HTTP specification regarding legal characters. In the previous code snippet, DBpedia 
decided to call its server dbpedia.org. The commonly used style www.dbpedia.org redi
rects to dbpedia.org. The organization chose to put all its HTML entries under the page/ 
path and to assign each entry the same identifier used in Wikipedia (in our snippet’s 
case, Bonobo). They also chose a convention to construct their Linked Data URLs.

 The curl command means “Resolve the URI and put whatever comes back from 
the server onto the standard output (the –L means to follow any HTTP redirects 
encountered).” If you execute this command in a console, it will print RDF data 
describing a bonobo in a serialization called N3. That’s because the given URI identi
fies the concept of a bonobo, and you expect to get back a Linked Data description of 
a bonobo when you resolve it.

 You’ll see a lot of Linked Data in this book, and almost all of it will be in a format 
known as Turtle. Turtle is a minimal syntax for representing the RDF data model and 
is meant to be easy to read. Turtle is a subset of N3, so DBpedia chooses to use the .n3 
file extension for both formats. Chapter 2 covers more detail on RDF data formats.

 The entire data dump is too big and not interesting enough to show here, but in 
the following listing you can see an excerpt that will give you an idea of what it looks 
like. Just be aware that if you try the given curl command, the data you will get back 
will be larger and you may need to look through it to find the part we extracted for 
this example. 

Listing 1.2 Excerpt of the Linked Data about bonobos in Turtle format 

@prefix dbpedia: <http://dbpedia.org/resource/> .
 
@prefix dbpedia-owl: <http://dbpedia.org/ontology/> . 

@prefix foaf: <http://xmlns.com/foaf/0.1/> .
 

dbpedia:Bonobo rdf:type dbpedia-owl:Eukaryote ,

 dbpedia-owl:Mammal , Name of the animal in 
dbpedia-owl:Animal . English (“A Bonobo has 

dbpedia:Bonobo foaf:name "Bonobo"@en ;
a name of ‘Bonobo’”) 

foaf:depiction <http://upload.wikimedia.org/wikipedia/
 
commons/a/a6/Bonobo-04.jpg> ;
 

If you’re familiar with key-value structured data (as you find in configuration files), 
then you might already have guessed how it works. 

 We deal with a thing in listing 1.2 called dbpedia:Bonobo. That thing has a name of 
“bonobo” in the English language. There is a picture (a “depiction”) of it at a URL on 
Wikimedia.org, and it’s of several types: It’s an animal, a mammal, and a eukaryote.

 The prefixes at the top of listing 1.2 are just ways to shorten URIs for easier reading. 

http:Wikimedia.org
http://upload.wikimedia.org/wikipedia
http://xmlns.com/foaf/0.1
http://dbpedia.org/ontology
http://dbpedia.org/resource
http:dbpedia.org
http:www.dbpedia.org
http:dbpedia.org
http://dbpedia.org/data/Bonobo.n3
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foaf:namedbpedia:Bonobo 

http://upload.wikimedia.org/wikipedia/commons/a/a6/Bonobo-04.jpg 

foaf:depiction 

dbpedia-owl:Eukaryote 

dbpedia-owl:Animal 

dbpedia-owl:Mammal 

rdf:type 

rdf:type 

rdf:type 

"Bonobo" 
@en 

The name of the animal in 
English (“The Bonobo species 
has a name of ‘Bonobo’”) 

Figure 1.9 Excerpt of the Linked Data about bonobos shown as a graph 

Another way to represent this RDF data snippet is shown in figure 1.9, this time visual
ized as a graph. In RDF, you either have literal values, such as the animal’s name, or 
you have a link to another thing, such as its picture.

 The take-home message from this section is simple. When looking up an HTTP URI 
for a Linked Data resource, you can expect to receive structured data in some RDF 
serialization format. We’ll mostly show you data in the RDF serialization format called 
Turtle because it’s easiest to read. 

1.8 Anatomy of a Linked Data application 
Now that you’re equipped with the Linked Data principles and an overview of RDF, it’s 
time to peer beneath the covers of a Linked Data application. You’ll look closely at an 
existing Linked Data application published on the Web and examine the publicly 
accessible information about it, such as its HTTP endpoints, HTML source code, and 
associated JavaScript.

 The application you’ll explore is the U.S. Environmental Protection Agency’s Linked 
Data service. As of this writing, the EPA publishes data about 2.9 million facilities in the 
United States and roughly 100,000 chemical substances as Linked Data. About 1% of the 
facilities have reported annual estimates of pollution for more than 25 years, and that 
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information is also available as Linked Data. Figure 1.10 shows a typical facility page.6 

This one is for the Browns Ferry nuclear power plant near Decatur, Alabama. 

NOTE The Linked Data application described in this section was in quality 
control testing at the time this book was printed.  A portion of the EPA 
Linked Data site has been duplicated at http://linkeddatadeveloper.com so 
you can see how it was created. 

The first thing to note is that the underlying data comes from several different sys
tems. The Wikipedia Foundation has collected pictures and abstracts about many of 
the larger facilities, including Browns Ferry. The EPA doesn’t hold that information 
itself. The page also contains general information about the facility, such as its mailing 
address and reports of pollution it generated. Mailing addresses and pollution infor
mation are held in different EPA databases, and they weren’t designed to work 

Registry 
System 

Wikipedia 

Open Street 
Map 

Wikimedia 
Commons 

Registry 
System 

Release 
Inventory 

Source Data! 

EPA’s Toxics 

EPA’s Facilities 

EPA’s Facilities 

Figure 1.10 A Linked Data application published by the U.S. EPA. The page shown describes 
the Browns Ferry nuclear power plant near Decatur, Alabama. Note the different data sources 
combined to form the page. 

Source of the page reproduced in figure 1.10, http://linkeddatadeveloper.com/facilities/110000589355?view. 6 

http://usepa.3roundstones.net/facilities/110000589355?view
http:http://linkeddatadeveloper.com


 

 

                        

                

22	 CHAPTER 1 Introducing Linked Data 

together. Linked Data was used as a common data language, a lingua franca, to facili
tate combining that information. 

1.8.1 Accessing a facility’s Linked Data 

Next, you should try clicking the links in the upper-right corner of the page under the 
heading Linked Data. All three links will show the data used to create the page, each 
one using a different Linked Data format.

 The top link is labeled Describe Data and goes to an HTML view of the raw data 
that’s nicely laid out. This view is not a standard Linked Data mechanism, so you can 
safely ignore it for now. It comes from a Linked Data server called Callimachus that we 
use for our examples in chapter 9. The next two links give you access to the underly
ing Linked Data in two commonly used standard formats: RDF/XML and Turtle. RDF/ 
XML is, unsurprisingly, an XML format. Turtle is a much less verbose syntax and is eas
ier for people to read.

 If you look at the HTML source code for the Browns Ferry page, you’ll see how the 
Linked Data is accessed. The following listing shows the relevant HTML and listing 1.4 
shows the JavaScript click handlers. 

Listing 1.3 HTML for Linked Data elements shown in figure 1.10 

<h3>Linked Data</h3>
 
Link to “Describe<ul>

Data” function<li><a href="?describe">Describe Data</a></li>


 <li><a href="#" id="rdfxml">View Data as RDF/XML</a></li>

 <li><a href="#" id="turtle">View Data as Turtle</a></li>
 Link to RDF/XML 

click function</ul>
 
Link to Turtle click handler 

function handler 

Listing 1.4 JavaScript click function handlers for HTML elements shown in listing 1.3 

jQuery(function($) {

 $('#rdfxml').click(function(event) {


 event.preventDefault();

 var request = $.ajax({
 Set the HTTP 

request header for 
RDF/XML format

url: '?describe',

 headers: { Accept : "application/rdf+xml" }


 });


 request.done(function() { 

var win = window.open('', document.URL);


 win.document.write('<pre>\n' + request.responseText.replace(/</g, 


➥ 	'&lt;').replace(/>/g, '&gt;') + '\n</pre>');
 });

 request.fail(function() { 

             alert("We're sorry, the request could not be completed at this 


➥ time. Please try again shortly."); 
});


 });
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$("#turtle").click(function(event) {

 event.preventDefault();

 var request = $.ajax({
 Set the HTTP 

request header 
for Turtle format 

url: '?describe',

 headers: { Accept : "text/turtle" }

 });


 request.done(function() { 

var win = window.open('', document.URL);
 
win.document.write('<pre>\n' + request.responseText.replace(/</g,
 

➥	 '&lt;').replace(/>/g, '&gt;') + '\n</pre>');
 });

 request.fail(function() { 

         alert("We're sorry, the request could not be completed at this
 

➥ time. Please try again shortly."); 
});
 

});
 
});
 

A careful reading of listing 1.4 will show you that the Linked Data for the Browns 
Ferry page is accessed using the same URL. The URL was nearly the same as the URL 
used for the default HTML rendering of the page (the HTTP query string ?describe 
was added), but that’s an implementation detail of the particular server involved. The 
details of URL construction aren’t important here and may vary across sites.

 Different HTTP Accept headers were used in the three requests. 

■ For HTML, use Accept: text/html 

■ For RDF/XML, use Accept: application/rdf+xml 

■ For Turtle, use Accept: text/turtle 

Accept headers are used to inform a server what type of formats a web client can 
accept. This is known as HTTP content negotiation and is often referred to as conneg. 
Not all Linked Data sites provide data access via conneg, but many do.

 Conneg allows you to request the data directly instead of relying on a web page 
author to make links for you. You can get the Linked Data for the Browns Ferry page 
in Turtle format by performing an HTTP GET on the URL and using the Accept header 
for Turtle: 

$ curl –L -H 'Accept: text/turtle' 


➥ http://linkeddatadeveloper.com/facilities/110000589355?describe 

The ability to get access to the underlying data used to create a web page is a hallmark 
of Linked Data applications. Most Linked Data applications expose their data for fur
ther reuse. Users of a Linked Data site can decide whether they like the way informa
tion was presented or grab the data and create their own. They can even build a more 
complicated application by combining that data with data from other sites or other 
applications. Linked Data frees data from application UIs. 

http://linkeddatadeveloper.com/facilities/110000589355?describe
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1.8.2 Creating the user interface from Linked Data 

We said that the Browns Ferry page was built entirely from Linked Data. Let’s look at 
the data to see how the UI was created. A small extract of the Linked Data will be 
enough to prove the point. The next listing shows an extract that contains informa
tion used to create the map, show the picture of the plant, and show a URI used to get 
information about the street address. Again, if you try the given curl command, the 
data you’ll get back will be larger and you may need to look through it to find the part 
we extracted for this example. 

Listing 1.5 Extract from the Browns Ferry nuclear power plant Linked Data 

@prefix foaf: <http://xmlns.com/foaf/0.1/> .
 
@prefix place: <http://purl.org/ontology/places#> .
 Latitude and longitude
@prefix vcard: <http://www.w3.org/2006/vcard/ns#> .
 of the facility 

<http://linkeddatadeveloper.com/facilities/110000589355> place:point_on_map
 

➥ "34.710917,-87.112"^^place:latlong ; 
foaf:depiction 

<http://upload.wikimedia.org/wikipedia/commons/a/ab/Browns_ferry_NPP.jpg> ;
 
vcard:adr 
 Street URI of the 
<http://linkeddatadeveloper.com/addresses/
 address URI facility’s 
➥ shawrdatnuclearplantrdathensal35611usa> . picture on 

Wikimedia 
Commons 

The page uses OpenStreetMap (http://openstreetmap.org/) to draw the map. The 
OpenStreetMap API uses a latitude and a longitude to create a map for a point. The 
latitude and longitude are available in the data, and that makes it easy to make the call 
to the OpenStreetMap API.

 The picture is even easier to include because the URL for the image we want is also 
in the data. A simple HTML image tag using that URL in its src attribute is all we need 
to include the image.

 Now for the fun part. We want to display the street address and can see on the page 
that the address is Shaw Rd. at Nuclear Plant Rd., Athens, AL 35611. But the data only 
shows a URL for the street address. How can we get to the details of the information 
for the address? By resolving its URL! Try this: 

$ curl –L -H 'Accept: text/turtle' http://linkeddatadeveloper.com/addresses/
 
shawrdatnuclearplantrdathensal35611usa
 

Resolving the address URL returns all the data for that address, including information 
that wasn’t used in the UI. This illustrates another good reason for using Linked Data: 
more data is often available than is used in a particular interface. Linked Data allows 
you to find and use that additional information much more easily than other struc
tured data technologies.

 The full street address information is shown in the next listing. Note that it con
tains a county name (Limestone), a country name (USA), and other information that 
we didn’t previously know. 

http://linkeddatadeveloper.com/addresses
http:http://openstreetmap.org
http://linkeddatadeveloper.com/addresses
http://upload.wikimedia.org/wikipedia/commons/a/ab/Browns_ferry_NPP.jpg
http://linkeddatadeveloper.com/facilities/110000589355
http://www.w3.org/2006/vcard/ns
http://purl.org/ontology/places
http://xmlns.com/foaf/0.1
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Listing 1.6 Linked Data for the Browns Ferry nuclear power plant street address 

@prefix rdf: <http://www.w3.org/1999/02/22-rdf-syntax-ns#> .
 
@prefix foaf: <http://xmlns.com/foaf/0.1/> .
 
@prefix vcard: <http://www.w3.org/2006/vcard/ns#> .
 
@prefix frs: <http://linkeddatadeveloper.com/id/us/fed/agency/epa/frs/schema#> .
 

<http://linkeddatadeveloper.com/addresses/
 
shawrdatnuclearplantrdathensal35611usa> a vcard:Address ;


 vcard:street-address "Shaw Rd At Nuclear Plant Rd." ;

 vcard:locality "Athens" ;

 vcard:region "Alabama" ;

 frs:county_name "Limestone" ; 
 The county name 
frs:fips_county_code "01083" ;


 frs:state_code "AL" ;

 frs:state <http://linkeddatadeveloper.com/states/AL> ;

 vcard:postal-code "35611" ;

 vcard:country-name "USA" ; 
 The country name 
foaf:based_near <zip:35611> , <zip:35611> .
 

Next, let’s look at how Linked Data applications can be distributed across multiple 
servers. There are lots of ways to segment data and applications. One of the easiest is 
by using the humble hyperlink to good advantage.

 The Browns Ferry page contains reports of pollution in the lower right of the page 
under the heading Released. Click the link that reads “Lead in 2001.” That’s a report 
of lead pollution that was filed by the owners of the facility in 2001. Figure 1.11 shows 
the resulting page. 

Registry 
System 

EPA’s Substance 

Figure 1.11 An HTML rendering of the 2001 lead pollution report from Browns Ferry nuclear power plant 

http://linkeddatadeveloper.com/states/AL
http://linkeddatadeveloper.com/addresses
http://linkeddatadeveloper.com/id/us/fed/agency/epa/frs/schema
http://www.w3.org/2006/vcard/ns
http://xmlns.com/foaf/0.1
http://www.w3.org/1999/02/22-rdf-syntax-ns
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Figure 1.11 summarizes the amount of lead pollution released from Browns Ferry dur
ing 2001. You can see a hyperlink to Lead circled in the upper left of the page. That 
link leads to a page describing the chemical properties of lead and synonyms for the 
chemical name. Chemical information comes from a completely different dataset and 
therefore forms a natural segmentation point for scaling.

 The point here is subtle and intentionally hard to see: the page about the sub
stance lead could be on any server. The humble web hyperlink allows you to segment 
your data and your Linked Data applications in any way you wish. They could all be on 
the same server or they could be on hundreds or thousands of servers. All you would 
need to do is to link to the appropriate locations. You could use the hyperlinks on 
your web pages directly from the Linked Data or redirect them as you wish by building 
new links from the Linked Data URIs. All the standard web tools and techniques apply 
to the creation of Linked Data applications. 

1.9 Summary 
Linked Data is a set of techniques for publishing and consuming structured data on 
the Web. It uses the Resource Description Framework as a data model and RDF serial
izations to express data representations. But Linked Data is not just RDF. Links play a 
central role in Linked Data. A Linked Dataset should (indeed, must) link to other 
Linked Data on the Web. 

Linked Data uses HTTP URIs to identify things and HTTP to send descriptions of the 
things from a dataset to a Linked Data consumer, such as a browser or an application.

 Linked Data is a general-purpose concept. Literally anything can be described 
using Linked Data. This chapter showed examples of Linked Data being used by large 
organizations on the Web and discussed the components of a real-world Linked Data 
application. Don’t forget that Linked Data can also be used in private settings.

 Writing applications using Linked Data is no more complicated that using native 
JSON or XML data sources, but Linked Data is more flexible and limits how many new 
APIs you need to learn. 
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