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welcome 
Thank you for purchasing the MEAP for Fusion in Action.  

One thing you will find as you begin your way through this book is that I am passionate 
about search. I believe we need to make it easy for our data consumers to find the relevant 
data they need with very little effort on their part. I believe, given enough interaction with a 
data consumer, that we can learn their needs and begin to deliver relevant data to them 
without them even asking. I believe that the marriage of search and AI are the best and 
easiest way to accomplish this. This is why I am so enamored with Fusion. While the data 
platform space may seem saturated right now, Fusion stands out as a mature and lean 
platform that puts search first. 

It is my goal to provide you with practical knowledge to help you gain the most from your 
data and provide the best data interaction experience to your users. If you are new to search, 
I will cover the concepts in enough detail that you should have a good understanding of what 
is going on under the hood in Fusion. If you are coming to Fusion with a background in search, 
I intend to draw into focus some newer features that will help you take search to the next 
level. 

As a part of Manning’s “In Action” series, this book focuses on getting you to use the 
product and implement solutions from which you can extrapolate solutions to your data 
problems. I strongly encourage you to follow along with the examples and experience for 
yourself the power of search. 

As you make your way through Fusion in Action, I hope you will stop by the Author Online 
forum. I will be frequently reading comments and responding. Throughout this MEAP process I 
will be working for you to create the best product I can. Anything you share may help many 
other readers. I sincerely appreciate you taking time to ask questions and provide feedback. 

 
—Guy Sperry 
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1  
Meet Fusion 

This chapter covers 

• Understanding data platforms 
• How is search different 
• Introducing Fusion 
• Fusion’s features at a glance 

1.1 The power of search 
Every day, interaction with data becomes progressively more central to most aspects of 
modern life. As technology has progressed, the tools we use to access and consume data have 
diversified. Perhaps as you read this you can feel a buzz notification from a smartwatch on 
your wrist or a smartphone in your pocket. Maybe, like me, you have a device nearby quietly 
listening for a wake phrase; eager to answer a question or take an order. As computing 
devices and our use of them has evolved, search has emerged as the most common and 
preferred method of interacting with data. Search has become so ubiquitous that we quite 
often interact with search engines and don’t even know it. 

This is not to say that more traditional methods of data access have become irrelevant; 
quite the contrary. As data grows and becomes more important to our lives, the need to 
search, analyze, process, and store data in all its forms has become even more critical. These 
needs have led to the development of integrated data platforms. With the emergence of data 
platforms, single-paradigm databases and search engines have given way to products that we 
can use to ingest, store, process, and access diverse kinds of data in the ways that make 
sense for a given need. We can now use one product to ingest and store heterogeneous data 
like database tables, text documents, log files, and NOSQL databases. Once ingested, we can 
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process the data if necessary and access it by any of the methods that make sense for our 
business need. Ultimately, what we get is a single platform where we can funnel all of our data 
to be consumed using a variety of data access paradigms. 

Fusion is an integrated data platform that is unique in that it takes a search-first 
perspective. Rather than storing data by traditional means and then adding processing and 
access features on top of that, Fusion uses search as its foundation. Fusion uses the Solr 
search engine as its data storage and retrieval mechanism to form the base for other features. 
The result is a data platform that provides SQL for business intelligence, analytics and insight 
features, big data processing, machine learning, and of course full-text search with relevancy-
ranked results. 

 
Figure 1.1  Fusion ingests many forms of data and delivers it in the way that makes sense for a given need. 

1.1.1 Search is the most powerful method of data interaction 

The evolution of computing technology can in some ways be measured by the evolution of the 
ways we interact with data. I’ve worked with people who proudly display coffee-stained 
punch-cards in their offices as art. Some of the best engineers still around today got their 
start communicating with a mainframe by teletype, then later by green-screen terminals. Soon 
enough, green-screen terminals were on their way out and the personal computer was taking 
over. Not long after this came the internet and the true dawn of the information age. 
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With the emergence of the personal computer came client/server programs and the need 
for databases and query languages. To fill this need, the relational database (RDBMS) and 
structured query language (SQL) were created. As computing power grew, the need to analyze 
and report on data grew as well. Business-focused software companies developed data 
warehousing and business intelligence (BI) reporting systems to fill this need for businesses. 
Data remained highly structured in predefined schemas. This allowed for efficient filtering, 
calculation, and transformation with the available technologies for storing and processing data. 
These systems typically scaled vertically with bigger and more expensive hardware providing 
additional capacity. While the world of business systems was working hard on these problems, 
pioneers working on the fledgling internet were innovating in other ways. It was the arrival of 
the search engine that forever changed the way we interact with data. 

Search engines were the beginning of truly democratized data interaction. They inverted 
the responsibility of understanding both data and the interfaces to it. No longer are data 
consumers forced to attend classes to learn languages, syntaxes, and tricks to get to the 
information they need. Search engines are expected to understand what we want to know and 
provide a relevant response. If they do not, it is viewed as a shortcoming of the search 
engine, not the user. 

Even before the internet gained popularity, the bulk of information amassed was 
unstructured. As humans, we typically digest information better in articles and books than we 
do in tables and spreadsheets. For centuries, scribes recorded, monks copied, and scholars 
noted. While traditional tables and schemas certainly have their uses, it is search that has 
made all of the information in books, letters, and documents readily available. 

As of 2018, the top four publicly traded companies in the world by market capitalization 
are Apple, Alphabet, Microsoft, and Amazon respectively. Each of these companies relies 
heavily on their own search and AI technology to compete in their space. Whether you’re 
talking to Siri, Google, Cortana, or Alexa, you’re talking to a search engine. It’s clear that with 
modern technology, data powers the world. It requires search and AI in a data platform like 
Fusion to properly power your data. 

1.1.2 Scale and data growth 

It’s not just the way we interact with data that makes search so powerful, but also the amount 
of data we can use search to interact with. Data growth over the past couple decades has 
become completely staggering. Search engines and databases are both expected to keep pace 
with this growth by easily scaling to sizes that always seem like they were mere fantasy only a 
couple years prior.  

Experts disagree about the specifics of data growth and how we should plan for the 
“zettabyte era”, but one thing they all agree on is that we ignore data growth and the value it 
can provide at our peril. As the flood of data pours in, we call on search engines in particular 
to index the entire sum of human knowledge and make it searchable by billions of users; 
providing relevant results in mere milliseconds. That statement may sound completely crazy, 
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but there are today several internet search giants that actually do it; so, it’s certainly not 
impossible. 

Modern search engines like Fusion use highly advanced data storage and indexing 
mechanisms to make indexing new data and accessing indexed data remarkably efficient and 
highly scalable. Many improvements have been made in how searches and queries are 
performed against indexed and stored data to provide efficient and relevant results. Recent 
advances have also introduced machine learning and artificial intelligence (AI) into the mix to 
further enhance the performance and the relevancy of responses. 

1.1.3 Integrated data platforms 

A search engine is an extremely powerful way to store and retrieve data, but it is certainly not 
the only one. As data growth has outpaced the capacities of traditional systems, many 
products have emerged that have brought about new data system paradigms. They have 
combined search with numerous other data tools and technologies to create integrated data 
platforms. The market space these new products make up is most often referred to as big 
data. Big data products make use of novel storage and processing methods to provide a 
system that can perform well with mind-boggling volumes of data.  

These products typically lay a foundation of flexible and scalable distributed data storage 
and then add on many other features like SQL query processing, general purpose data 
processing like MapReduce and Apache Spark, NOSQL databases, and of course search. Figure 
1.2  depicts how distributed data systems abstract storage and processing to scale across 
hardware. In this case, data storage is distributed across four servers, but is abstracted and 
presented as a single data-store. Data processing is also distributed across the same hardware 
but acts as a single processing engine. With this architecture, additional hardware can be 
added over time to scale storage, processing, or both. The result is a system often referred to 
as a big data platform or data lake.  
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Figure 1.2  Distributed data systems abstract storage and processing to scale horizontally across commodity 
hardware. 

In a data lake, both structured and unstructured data are stored together. The data can be 
processed, aggregated, and accessed by any number of methods. Imagine all your 
documents, spreadsheets, photos, databases, and web content being stored together in a 
system that provides the means to do key-value lookup, traditional SQL queries, pore over 
with a processing engine, and full-text search all of it with relevancy ranked results. 

Many data platforms such as Apache Hadoop based systems use a distributed file system 
to store data in various formats for consumption by additional products and features. Fusion 
uses the Apache Solr search engine as its storage system. This provides similar flexibility in 
terms of scalability and storage of diverse data but adds versatility in the way data is 
retrieved. While this doesn’t allow the storage mechanism to be used specifically as a file 
system, for other purposes it can offer efficiencies that provide better performance and 
features. 

Many products take a kitchen sink approach when incorporating products and components 
in their data platforms. Perhaps you’ve heard people rattle off many of these products in what 
is sometimes jokingly referred to as the big data zoo. This is the encyclopedia of products 
(many having animal names) that make up the components of the big data space. Having all 
of these components on hand may let you fill every nook and cranny of your potential data 
needs but can come at the expense of high learning curves, excess cost, and sometimes 
difficulty in picking the right tool for the job. 

Fusion takes a different approach. Fusion is comprised of best-of-breed components to 
cover the vast majority of business cases in a simpler platform that is easier to implement 
than more complex products. With the power of search planted at the core of Fusion, whether 
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you are using SQL queries, Spark jobs, or key-value lookups, you know your data is also ready 
to be searched with best-in-class full-text search features.  

Fusion was developed by Lucidworks to provide a broad set of scalable data features in a 
simpler and more cohesive stack than many competitors. With search at the heart of its data 
platform, Fusion adds carefully selected components from the big data space to create a data 
platform that is: 

• Lean  
• Performant 
• Flexible 
• Scalable 
• Resilient 

1.2 Fusion Overview 
Fusion brings together multiple data technologies to create an integrated data platform. As we 
progress through this book and learn all that Fusion has to offer, I’m certain you will feel 
liberated by its flexibility to meet diverse data challenges. As data practitioners, we need to be 
able to meet business needs with quick access to relevant data.  

While Fusion offers a comprehensive set of data technologies to meet a variety of use 
cases, it should be clear by now that I am enthralled by how relevant search can draw value 
out of almost any data. So even if you’re only interested in Fusion because you want a cost-
effective and efficient way to run SQL queries against many billions of records, my goal is to 
get you excited about search along the way. 

Figure 1.3  shows the layout of the Fusion architecture. Let’s take a high-level look at 
Fusion’s components and services to see what Fusion can do for you and why you should care 
about it. 
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Figure 1.3  The Fusion system architecture; core services built on an open-source foundation for ingesting data 
and delivering it in a flexible way.  

1.2.1 Built on an open-source foundation 

Fusion takes advantage of the industry-leading and battle-hardened features of Solr, Spark, 
and Zookeeper. It ties them together with all of the features necessary to quickly implement 
and gain immediate value. 

SOLR 

Fusion is built on the foundation of Apache Solr. Solr is an Apache licensed open source search 
engine. It has an exceptionally active developer community and continues to be the search 
platform of choice for most big data vendors. You will find it included with offerings from both 
Cloudera and Hortonworks. In these products, search is a bolt-on feature to an existing 
platform. Data is stored and processed by other means and resulting datasets are then 
indexed into Solr collections for searching.  
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Fusion goes about search differently. Fusion uses Solr as its storage mechanism for all 
data. This way, data is stored in a distributed and resilient way, but has the added benefit of 
always being ready to be searched. 

SPARK 

Apache Spark is a general-purpose data processing engine. It was initially developed for use 
with Hadoop as an enhancement to MapReduce. Spark has since been shown to be the world’s 
fastest and most scalable general-purpose data processing engine. Spark is included in most 
of the major big-data platforms. It is known for its speed, resiliency, and ability to handle 
extremely large volumes of data. 

Fusion has long used Apache Spark internally as the processing engine for several canned 
features. However, starting in version 3, Fusion began exposing Spark endpoints as a feature 
for users to process their data in Fusion. Now in Fusion 4 Spark is a first-class citizen. All of 
the interfaces and underlying integrations are in place for you to use it to process your data 
according to your needs.  

If you are familiar with Spark on systems like Hadoop, this will feel very familiar. If you are 
new to Spark, then you are in for a treat. In chapter 11 we will cover using the power of Spark 
in Fusion to process large volumes of data to create aggregations. Spark is incredibly 
versatile; that’s kind of its thing. So, my hope is to give you a couple general enough 
examples that you will be able to extrapolate the concepts to your own data needs. We will 
talk more about the details of Spark in chapter 11, but for now, just know that Spark is 
responsible for Fusion’s SQL, deep analytics, and AI features.  

ZOOKEEPER 

Apache Zookeeper is a distributed cluster management system. Originally, it was a sub-
project of Hadoop, but as it proved itself and became battle-hardened and extremely well 
tested, it was adopted by many other products. Eventually, Zookeeper was promoted to be a 
top-level Apache project. Zookeeper maintains configuration and state information for 
clustered products. It is extremely performant and reliable.  

Since Zookeeper is widely regarded as the leader in these features and is already used by 
Solr and Spark, it was the natural choice for the rest of the Fusion platform. Zookeeper is 
mostly abstracted from the user in Fusion. Configuration changes are handled via interaction 
with Fusion’s admin user interface or API’s. That said, it may be helpful to understand that 
Fusion, Solr, and Spark all manage their configuration and state using Zookeeper. 

1.2.2 Fusion Core Services 

Along with integrating some of the most powerful and well-regarded open source search and 
big data software, Fusion provides a host of core services to round out the feature list into a 
cohesive product. You can see Figure 1.3  that Fusion abstracts Solr, Spark, and Zookeeper by 
placing APIs and core services between users and those components. Fusion’s core services 
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interact with each other, with external systems, and with open-source services to provide 
users with a consistent, cohesive experience. 

CONNECTORS 

You may be looking at Fusion to drive single-purpose search for your product or perhaps you 
may be interested in an enterprise data platform where you can bring together all of your 
documents and data. While Fusion does have a comprehensive set of APIs that can make it a 
compelling option to be a system of record for many use cases, in many cases, you will want 
Fusion to integrate with existing systems to provide data features. Fusion has a well-appointed 
set of connectors that provide simple integration to your source systems. You can use 
connectors to easily bring data into Fusion from: 

• File systems, network shares, and cloud storage providers 
• Content Management systems and document repositories 
• Web sites and team sites 
• Hadoop 
• Relational and NOSQL databases 

Fusion’s library of connectors is ever-growing. If you have a system for which Fusion does not 
have a connector, Lucidworks provides an API you can use to easily create a connector to your 
source system. 

PARSERS 

Alright. So, you have a connector pulling data from a data source or have a data source 
pushing data to Fusion, but the data may not be arriving in a usable format. You may have 
data coming in CSV or XML. You may be inputting files with text data in PDF or Office formats. 
You may even have several files being input in a single zip archive. Fusion’s parsers are 
designed to extract and transform data from dozens of data and file formats. 

You can create parsers with a set of stages; each configured to handle a specific format. 
Each stage will attempt to parse data according to its configuration. Anything that the stage 
cannot handle will simply fall through to the next stage. This way you can use a single parser 
to handle multiple formats coming from a single data source. 

INDEX PIPELINES 

Parsing data is usually not the only thing you need to do to data on its way in to a system like 
Fusion. Whether you use a connector to pull data or you post raw data to a collection, you 
may have some transformations or enrichment you want to do to the data before it is indexed 
and stored. 

Fusion’s index pipelines provide an extensive set of stages you can select from and 
configure to create a comprehensive pipeline that each incoming document will go through on 
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its way to be stored in Solr. You can transform your data and enrich it to provide better value 
to data consumers. 

QUERY PIPELINES 

Once you have your data in Fusion in the format that makes sense for your needs, you will 
want to allow consumers to access it. We need to keep in mind that our consumers are 
human. They often do things in ways we never thought of and sometimes they don’t know 
what they want or how to get to it. 

Much like index pipelines, query pipelines are a set of stages that can be configured to 
improve both the query on its way in as well as the results on their way out. You can even 
incorporate data from other systems at query time. 

SCHEDULER 

Many operations in your data environment are periodic or batched. Fusion provides a 
scheduler that you can use to manage jobs. This can be everything from scheduling index jobs 
to keep data fresh, to periodically running Spark jobs to generate aggregations on your data. 

This may seem a simple thing to add to a system but having a single place to automate 
operations and maintenance of data can help prevent data entropy over time. Having it as a 
part of the system rather than using something like crontab ensures that the service is 
distributed across the same hardware as the other services giving it added reliability. 

SIGNALS 

Machine learning requires a rich set of data from which it can learn. One of the more common 
ways this can be accomplished is by capturing user activity, called signals, and feeding it back 
to the system so it can learn from the users. Imagine a simple scenario where users 
repeatedly search for a term that returns a results list sorted according to state-of-the-art 
relevancy algorithms. However, for some reason, after some amount of hunting around, users 
find what they are looking for at the bottom of the results page, or even worse, on the second 
page (gasp!). No single algorithm can possibly get it right all the time, but if we can feed that 
user activity as signals into a Fusion AI, the system will automatically adapt over time to get 
better and better. 

RECOMMENDERS 

Fusion’s Recommender service can help you create a more personalized user experience. 
Signals from user actions can be fed to signals processors that will create a personalized list of 
recommendations. This same data can be used for predictive search which can select relevant 
documents or data before a user even enters anything in the search box. This is especially 
useful in eCommerce solutions but can be valuable in almost any search scenario. 

You’ve likely seen recommenders any time you begin to frequent an eCommerce site such 
as Amazon. When you visit these sites. your click, search, and purchase history are fed 
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through carefully designed machine-learning models to develop a set of recommendations for 
you. These are then provided to you immediately upon your return to the site. This concept 
has even further removed the responsibility of data interaction from the user to the product. 
We are now coming to the point where we expect the system to offer us relevant data without 
our even asking for it. As the technology advances and more interactions are fed into these 
models, there are times that it can be difficult to mentally make the leap from the information 
we think a system has about us and the perfect recommendations they sometimes make. It 
can feel like magic; and that’s the point. There are times I could swear Google or Amazon are 
reading my mind. If you’re like me then you want to be able to offer your users that same 
experience with your applications. 

MACHINE LEARNING 

Fusion includes some pre-trained machine learning models you can use to create a better 
search experience. These models can be used to determine query intent as well as classifying 
and clustering documents. Understanding intent can lead to results that focus on the 
information a user wants rather than just the documents most relevant to the search terms. 

Fusion also makes Spark’s MLlib available for you to create your own custom machine 
learning models. Once the models are trained, you can store them in Fusion and they can be 
used to classify documents. While this is the most common use case for machine learning in 
Fusion, with the full features of Spark available, you can do more generalized machine 
learning on your Fusion cluster if that makes sense for you. 

NATURAL LANGUAGE PROCESSING 

Many cutting-edge products are now adding features to enable natural language processing 
(NLP). Fusion contains several components that provide natural language processing features 
to extract data from your data when entered into the system. 

OpenNLP models can be used in Fusion to extract information based on language. The 
OpenNLP stages understand sentence structure and can extract named entities from text. For 
example, if you were to use Fusion to index a set of case reports for automobile accidents. A 
properly trained model could extract the location of the accident and perhaps even the cause. 

Gazetteer and regular expression extraction are useful for identifying specific entities from 
text. This method is more suited to identifying specific entities that are a part of a known list. 
This is useful for attributes that come from a controlled list like color or brand. 

The named entity values that NLP can extract for you can be stored as fields on each 
document. This can be valuable at search time if you add some additional relevance weight to 
the field that was extracted. Also, storing the entity field separate from the text of a document 
can provide better sorting and filtering. When displayed in search results, the field value can 
help a user identify the data they want more quickly than having to read through the text of a 
document.  
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1.2.3 REST API 

REST is the default for communication between modern services and clients. Developers 
understand it and it is easy to interface with. While Fusion and its underlying components are 
all written in Java, all of Fusion’s APIs have been developed as HTTP REST APIs. This makes 
writing applications to use Fusion very simple and easy. Applications interfacing with Fusion 
can be developed with any technology stack with no Java requirements. All communication is 
done via HTTP.  

Without question, HTTP is right now the preferred protocol for network communication 
between components of modern systems. Network administrators know it, they understand it, 
and they can secure it. HTTP is necessary for communication with cloud services. It is 
commonly used for server communication and perhaps most important of all, HTTP is the 
modern protocol of choice for web developers.  

All features and administrative functions in Fusion are exposed through HTTP REST APIs. 
Consequently, while Fusion has a perfectly adequate administrator user interface, all 
administrative functions can be accessed and performed by simple cURL commands. Fusion’s 
online documentation describes all REST API functions, their purposes, and provides sample 
JSON payloads to indicate input and output formats. 

Throughout this book I will mostly make use of cURL HTTP commands to demonstrate 
configuration and administration of Fusion. I will, however, also make every attempt to tie 
each given API and its features to its location in the Fusion UI. This should provide you with 
experience administering Fusion from the terminal and some idea on how to conduct the same 
activities in the UI if that is more to your liking. 

1.2.4 Security 

Security is a difficult set of features to add into any product. One of the challenges with 
security is that you have to get it right. It has to be perfect or nearly so on day one. For this 
reason, many search and big data products do not natively provide security. The focus is 
rather spent on engineering innovative features. In some situations, this works well enough. If 
you have a product that provides its own security features and you can hide the data store 
(Solr, Hadoop, Cassandra, etc.) behind a firewall that can limit access strictly to the front-end 
system. In effect, you then have a secure system. Most of these platforms have commercial 
counterparts (Lucidworks Fusion, Cloudera CDH, DataStax DSE) and these counterparts 
provide powerful and flexible security features. 

ROLES AND PERMISSIONS 

Fusion’s security features are at once simple, powerful, and flexible. Fusion is designed to 
provide every resource and API endpoint available via REST. Since this is consistent 
throughout the entire system, Fusion can use a combination of URI and HTTP verb as a means 
to secure any resource. 
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SECURITY REALMS 

The added benefit of providing realm security with integrations to means that this relatively 
simple security architecture can be very detailed and flexible. Fusion offers integrations to the 
following realm types: 

• Native – Users are created and managed in Fusion. 
• Kerberos – Kerberos is used for authentication. LDAP is then used as the authorization 

mechanism. 
• LDAP – LDAP compliant directory service for authentication and authorization. 
• SAML – any SAML 2.0 compliant IDP can be used for authentication and authorization 

with the added benefit of single sign-on functionality. 

DOCUMENT-LEVEL SECURITY 

Fusion has the ability to match each document in a collection to the security credentials of a 
user at query time. This is useful for many enterprise search scenarios. Several of Fusion’s 
connectors can extract security information from a source system. Fusion can also accept 
credentials at query time. When configured properly Fusion will verify whether or not the 
credentials supplied at query time have permissions to see each document. Any documents to 
which the querying user does not have access are removed from the result prior to providing 
them to the requestor. 

Document-level security can open a wide array of search uses. Whether it’s replacing an 
out of support Google Search Appliance, adding best-of-breed search to your ECM document 
repositories, or providing a cross-repository search, document-based security is almost always 
necessary. We’ll cover configuring document-level security in detail in chapter 5. 

FIELD-LEVEL SECURITY 

In chapter 6 we will cover this topic in detail. You will learn to secure Fusion resources and 
data as well as define what data may be accessed by any given role. This includes field-level 
security where documents may generally have more permissive access but may need specific 
fields or properties to have restricted access. 

1.3 When Fusion is the answer 
You likely encountered Fusion while looking for a solution to a particular data challenge. 
Fusion’s focus on search has historically cast it strictly as a search engine. However, like many 
data technologies, it has been rapidly maturing and its unique features are being applied to 
more diverse applications.  

 Apache Solr is a world-class search engine. It is used by many of the most advanced 
cluster computing systems in the world. Spark is a supremely fast and scalable general 
processing engine. It processes as much as 100 times faster than its predecessors. If you are 
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looking for a platform that combines the power of these products together with many others to 
make a well-rounded data platform, Fusion is the answer.  

 Think of all of the features available in the most advanced proprietary internet search and 
e-commerce sites. For us as practitioners, we want to be able to develop and deliver these 
features quickly and at a low cost. Let’s take a look at some of Fusion’s use cases so you can 
see the ways Fusion can empower your data. 

1.3.1 Fusion full-text search 

Here it is, the bread and butter of Fusion. Relevancy-ranked full-text search is now and always 
has been at the core of Fusion. Whether you are new to search or have used Solr or the like, 
this book will get you into the weeds of creating top-notch search applications. 

ENTERPRISE SEARCH 

In almost any corporate environment there seems to be no escaping data and documents 
ending up in all sorts of places. Even if you have a well-curated content management system, 
you almost certainly have data in other systems that could be correlated to bring additional 
value to your content. Enterprise search solutions bring life to your data wherever it lives. 

Fusion has recently seen a swell in popularity as an enterprise search solution. It was one 
of the few solutions ready to fill the gap left when Google retired their Google Search 
Appliance. Fusion has the connectors to pull in documents and data from wherever it lives. It 
can also preserve the security context of each piece of data. The result is a single place to 
search through all of your corporate intellectual property without compromising the security 
that was put in place in source systems. 

ECOMMERCE 

Ecommerce is the second largest use case for search globally; coming in only behind web 
search. When purchasing something online, you may try to navigate a site to filter down a list 
of products, but eventually, you will wind up searching. If you run an eCommerce site, you are 
doubtless familiar with tirelessly poring over query logs to identifying click-throughs, 
conversions, and abandoned sessions. No other search use case has such a direct link between 
making sure users can find what they are looking for and dollars in revenue. 

Fusion offers features to help with analyzing query logs. Query logs can be fed back into 
Fusion and its analytics tools can then help you identify products that aren’t being found 
properly as well as search terms that you perhaps haven’t previously taken into consideration. 
Using these tools, you can manually boost or block items for particular searches ensuring that 
results lists make sense to your users. 

While manual manipulation of search results is a necessary and valuable part of curating 
an ecommerce experience, automating that process can greatly increase efficiency and overall 
quality of search results. Fusion’s signals features can do this for you. Signals are bits of user 
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action that are fed back into Fusion. Fusion processes these signals to automatically boost and 
block results. Over time, users’ search terms and click activity on your site will cause results to 
adapt and evolve to what users most likely want to see for any given search term. 

 
Figure 1.4  The search/signals cycle incorporates user behavior to improve search results over time. 

SITE SEARCH 

Site search has become a reasonably mature offering from several providers. However, the 
space was shaken up a bit by Google shutting down their site search service. There are plenty 
of providers out there that will offer you a service to crawl your website and give you a vanilla 
search endpoint. Some web content management products toss in search as a bolt-on feature.  

However, if you want control of your site search, if you want your results to evolve and 
adapt to the desires of your users, you need an intelligent search engine like Fusion that can 
give you the tools to give visitors to your site what they are expecting.  

If your website is a simple online presence limited to some corporate and product 
information, then Fusion is certainly overkill. However, if you have extensive product 
documentation, a knowledgebase, or any other significant set of documents you want site 
visitors to be able to access quickly, Fusion is a good choice.  

1.3.2 Fusion for insight 

Many of us have spent frustrating hours grepping log files to find out exactly what is 
happening in our applications or what went wrong. Fusion provides compelling insight features 
for log and other time-series data. Fusion matches time-series partitioning with processing 
and visualization features that gel together to create a first-class insight engine. 
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OPERATIONAL INTELLIGENCE WITH LOG ANALYTICS 

As an example, let’s say you have an application on which you want to get some more 
detailed operational intelligence. Perhaps it is an internet-facing application and you need to 
identify conditions that are triggering errors; some usage trends would be helpful as well.  

Most logging frameworks can be quickly adapted to funnel log entries into Fusion in 
addition to their current destinations without too much effort. As each log entry enters Fusion, 
it is indexed and its attributes can be searched individually and used in aggregate to identify 
trends. 

Once your log data is directed to Fusion, you can quickly create an analytics dashboard like 
the one shown in Figure 1.5. Dashboard visualizations offer insight into the behavior and 
operations of your application. Dashboard widgets let you slice up and navigate your data until 
you find data that is interesting and important to you. As you investigate and drill down into 
the details, you can also make use of full-text search to find anything of interest among any of 
the log messages. This kind of insight is helpful in any application, but it can be especially 
useful for logs where millions or billions of entries make other methods impractical. 
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Figure 1.5  Ingest, analyze and gain insight from Fusion’s insight engine features. 

Insight features can also be effective in creating a more holistic view of larger integrated 
systems. If you have several applications that interact through integration services or rely on 
sharing of critical infrastructure, directing logs from all of the applications as well as 
infrastructure components to Fusion can give you a big-picture view to help identify 
instabilities or bottlenecks that are affecting your operations. 

Fusion makes use of its own insight features. Fusion’s log dashboard is available in 
provided for visualizing, searching, and analyzing Fusion’s log data. As shown in Figure 1.5, 
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you can select time filters, search log entries, filter on event priority and see event details in 
the results list. Not only does it provide for operational intelligence of the Fusion system, but 
also serves as a good example for creating dashboard solutions for your other enterprise 
systems or custom applications. Like any of the Fusion dashboards, you can change it to tailor 
it to your needs. 

 
Figure 1.6   Fusion’s default log analytics dashboard shows details on Fusion’s log data. 

HIGH-VOLUME PERFORMANCE WITH TIME-SERIES PARTITIONING 

Many types of data; especially log data, are a part of a time-series. For this purpose, Fusion 
provides some additional performance benefit. It takes the abilities presented by Solr and 
adds the power of Spark. This marriage is what is behind Fusion’s time-series partitioning 
feature. This feature exponentially increases performance for extremely large volumes of time-
series data. 
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Solr by itself has been used for many years as an insight engine in its own right. While Solr 
will definitely scale well past the trillion-document mark, it does require some very serious 
hardware to do so. Fusion’s time-series partitioning makes these large document count 
scenarios just as performant with a fraction of the hardware.  

When a collection is configured for time-series partitioning, Fusion creates new collections 
on a regular schedule. As new entries arrive for indexing, they are routed to the correct 
collection based on a predefined timestamp. Usually this means log data is entered into the 
system in real-time. Figure 1.7  shows an example of how Fusion partitions time-series data. 

 
Figure 1.7  Fusion abstracts smaller time-based partitions, exposing all partitions as a single collection. 

Data sent to the parent collection in Fusion is routed to the appropriate underlying Solr 
collection based on the configured time-series field. When queries are submitted to the parent 
collection, Fusion analyzes the query and only sends the query to the underlying Solr 
collections that are appropriate based on the date filter. 

Keeping collections smaller makes indexing operations much more efficient. This scenario 
also takes advantage of the fact that typical queries will be performed against more recent 
data. Fusion can then limit the number of collections the query is sent to according to a query 
filter placed on the timestamp used for collections splitting. The result is faster indexing, faster 
searches, and more available system resources to serve higher volumes of both. 

In chapter 8 we will go deeper into the topic of using Fusion for insight. We’ll even index 
some log data and create an analytics dashboard to show just how easy it can be to monitor 
log data and gain intelligence on the operations of systems. 

1.3.3 Big data processing with Fusion 

One of the more important features of a proper data platform is the ability to process large 
amounts of data. Fusion exposes the Apache Spark engine in such a way that you can use it to 
perform complex operations on large sets of data in your Fusion system. Whether you need to 
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create aggregations or transform data, Spark jobs are scalable and efficient enough to process 
all of your data quickly. 

Fusion makes all its stored data accessible to Spark. This means you can access it with 
Spark’s DataFrame libraries as well as more recent paradigms like SQL and Streaming. If you 
already have experience with Spark using Scala, R, Python, or Java; great, they all work well 
with Spark in Fusion.  

1.3.4 Analyze data with Fusion SQL 

SQL remains the dominant language for business data. Most reporting and data visualization 
systems still expect to communicate with databases via SQL. Many of the data operations 
necessary for SQL are right up the alley of search. Search engines providers have begun to 
realize the power that can come from adding SQL to their data access methods. Users can 
gain the value of a distributed system with much more available hardware than a traditional 
RDBMS and often BI solutions are enhanced with easy access to full-text search. 

REPORTING 

It is no longer a common practice to use your production database to run reports. Most 
companies use database replication and offline processing to create data warehouses for 
business intelligence purposes. Fusion SQL can act as a reporting engine behind most SQL -
based report suites. However, Fusion goes beyond just providing an analytics engine. It 
provides its own visualization features with analytics dashboards and Fusion App Studio.  

Many reporting systems lack the ability to easily scale like search engines can. This can 
give Fusion an edge in providing a performant SQL engine for reporting at a reasonable price. 
Where it begins to really shine, though, is when you branch out from traditional SQL 
statements and add in full-text search to return results ranked by relevancy. Being able to 
issue SQL statements that incorporate full-text search on a dataset of potentially trillions of 
records is both useful and unique to Fusion. 

BUSINESS INTELLIGENCE 

Fusion uses Apache Hive to carefully orchestrate the best and most efficient features of Solr 
and Spark to create a full-featured, ANSI compliant SQL engine. Fusion comes with a JDBC 
driver you can use to access data in Fusion with SQL. With JDBC Fusion can serve as a back-
end for your visualization studios like Tableau, PowerBI, LogiAnalytics; especially those 
focused on analytics that don’t require other features like stored procedures and distributed 
transactions. Fusion also has a HTTP interface to the SQL engine. For those wanting to issue 
SQL queries through a REST interface, this API has you covered. We will dive much deeper 
into this in Chapter 10 where we will use Fusion SQL to create a BI dashboard. 
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1.3.5 Fusion for data at scale 

Fusion’s use of Solr for data storage means that data can be stored in a distributed manner 
and replicated throughout a cluster to host literally trillions of documents across petabytes of 
storage. Fusion’s Spark jobs will scale to make use of as many Spark workers as are added to 
the cluster. Fusion core services are all independent and talk to Zookeeper to distribute work. 
This means that all Fusion components can scale as much as necessary to match your specific 
needs and as your needs grow, Fusion can scale to additional hardware to meet them. 

While Fusion can be run as a single node for development or demo purposes, production 
systems will always want to run a minimum of two node. Figure 1.8  shows an example 
minimal Fusion deployment. This scale would work well for enterprise search or site search 
scenarios depending, of course, on load. Figure 1.9  shows a larger corporate data lake 
implementation. This system could have many billions of records for analytics, provide, 
enterprise search, and be an effective data warehouse to back-end a BI suite. Because of 
Fusion’s distributed and scalable architecture, you can start with the minimum system 
topology shown in Figure 1.8  and grow to an enterprise-scale platform like the one shown in 
Figure 1.9  without having to re-index data or experience any downtime. 

 
Figure 1.8  A minimal two node Fusion deployment. 
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Figure 1.9   An 11-node deployment layout 

1.3.6 When Fusion isn’t the answer 

While Fusion is great for data consumption and delivery, there are a few things for which it is 
not well-suited. Fusion’s eventual consistency ACID model makes it a poor choice for 
transactional data systems. While it can be used as a system of record in some circumstances, 
that is not its strong suit. 

Another consideration is that many companies have already made huge investments in 
data platforms like Hadoop. For these circumstances, it likely makes sense to leave your big 
data features alone and use a product like Fusion as a bolt-on for search. Fortunately, Fusion 
has connectors to integrate easily with the leading Hadoop platforms. 

1.4 Summary 
• Search has become the most prolific and capable way of interacting with large volumes 

of data. 
• Data platforms provide a way to integrate structured and unstructured data in a single 

system from which we can process and access data by many means. 
• Fusion has developed a robust data platform based on the power of search and the 

carefully selected best-of-breed big data components Solr, Spark, and Zookeeper. 
• Fusion provides many features to implement search and analytics with full-text 

relevancy-ranked search, SQL, NOSQL, and more. 
• Fusion provides a comprehensive set of secure APIs to use and administer its core 

services. 
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In Chapter 2 we’ll get right into practical uses for Fusion by building a fully functional search 
application. 
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