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welcome 
Thank you for purchasing the MEAP for Big Data Warehousing. I’m excited to see the book 
reach this stage and look forward to its continued development and eventual release. This is a 
book for new comers to the Hadoop ecosystem who have some familiarity with SQL and 
Unix/Linux. It’s designed to help you understand how to use various tools within the Hadoop 
ecosystem to carry out data warehousing tasks.  

Hopefully, this book will show you how to do things within the Hadoop ecosystem, give you 
a big picture view of how all the tools within the ecosystem fit together, and highlight how the 
Hadoop ecosystem differs from traditional data warehousing solutions.  

We’re releasing the first three chapters to start. Chapter 1 will introduce you to the Hadoop 
ecosystem and attempt to map the capabilities of the various tools within the ecosystem to 
functionality that you may be used to. Chapter 2 walks you through a few examples using 
Hive and Impala. In the process, we hope you’ll get a flavor for how these tools work. In 
chapter 3 we’ll introduce you to the Hadoop Distributed File System. By the end of Chapter 3 
you will know how to upload and manipulate data with HDFS. Looking ahead, Chapters 4, 5, 
and 6 will go into detail on how to use the Hadoop ecosystem to ETL data.  

As you’re reading, I hope you’ll take advantage of the Author Online forum. I’ll be reading 
your comments and responding, and your feedback is helpful in the development process. 

 
—Karthik Ramachandran 
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This chapter covers:  

 What is a “data warehouse”? 
 What is big data? 
 The Hadoop ecosystem 

Hadoop is a powerful tool for managing and analyzing your data. But it is a complex tool 
surrounded by an even more complex ecosystem. For most people, it’s hard to figure out how 
to implement even the most basic data management workflows in the world of Hadoop, let 
alone how to use the tools within the Hadoop ecosystem to replicate the functionality of a 
traditional data warehouse.  

This book will show you how to use open-source tools within the Hadoop ecosystem to 
carry out basic ETL and analytics workflows as well as how to integrate those workflows in 
repeatable pipelines. In short we’ll present a simple data warehouse architecture that uses 
only the tools within the Hadoop ecosystem: we’ll identify the key capabilities that data 
warehouses have; map those capabilities to the various tools within the Hadoop ecosystem; 
and show you how to use those tools together to replicate the functionality of traditional data 
warehouse tools.  More concretely, by the end of this book you’ll know how to extract data 
from operational systems – like point-of-sale systems; store the data in the Hadoop 
Distributed File System (HDFS); use tools like Hive, Spark SQL, and Impala to transform and 
query it; and create and manage workflows using Apache Oozie and Apache Falcon. 

Not only will we show you how to replicate the functionality of a data warehouse using 
tools within the Hadoop ecosystem, we will show you how to do so without resorting to Java 
programming. At its core Hadoop is a set of tools for building distributed systems that store, 
analyze, and transform massive quantities of data. Historically, highly skilled Java 
programmers have been the primarily users of the tools within the Hadoop ecosystem. In 
recent years the Hadoop community has tried to build tools that are more accessible to those 
coming from the world of relational databases. As a result, it’s now possible for SQL-literate 
users to use these technologies to replicate the functionality of a traditional data-warehouse at 
a fraction of the cost of traditional data warehousing products.  

In addition to being cost effective, the Hadoop ecosystem offers a number of other 
advantages over traditional data warehousing solutions: scalability and flexibility. The major 
draw of the Hadoop ecosystem is its focus on scalability. You’ll find that a data warehouse 
built on top of the Hadoop ecosystem is able to handle more data, more cost effectively than 
many closed-source data warehousing solutions. You’ll also find that the Hadoop ecosystem 
gives you a great deal of flexibility – you can mix and match components to suit your needs, 
evolve schemas quickly and easily, and work with many types of data.  

While much of the functionality of traditional data-warehouses now exists within the 
various tools within the Hadoop ecosystem, these products are still relatively immature by the 
standards of venerable data-warehousing products such as Oracle. You’ll find that the tools 
don’t work together as smoothly as you would like; they lack slick use-interfaces; and their 
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documentation leaves a lot to be desired. But once you get to know the tools, you’ll find that 
they are more than sufficient for most data warehousing workflows. 

This chapter will lay the groundwork for the rest of the book – it will make clearer what we 
mean when we talk about data warehouses and the Hadoop ecosystem. Most importantly this 
chapter will identify the key capabilities of a data warehouse; and how we think those 
capabilities map to different parts of the Hadoop ecosystem.  

1.1 What’s a Data Warehouse?  
A data warehouse is an information system designed to support business decision making by 
presenting a clear, consistent view of an organization’s data. Let’s image that you were 
running a nationwide chain of retail stores. To effectively run this chain, you might want to 
know: 

 Which products are selling well?  
 What are the top selling products by store?  
 What are the top selling products by store by time of day?  
 How much overtime are you employees charging?  
 What are the current inventory levels for every product?  
 What products tend to be sold with what other products? 

In many companies the information needed to answer these questions is spread out over 
multiple systems. The sales information might be captured within a point-of-sale system; 
inventory levels are captured in another system; employee hours in a third, and so on. The 
role of a data warehouse is to make the information from each of these disparate systems 
accessible in a way that allows business analysts to ask any question they can imagine about 
the state of the business and be confident that they will receive accurate answers.  

The concept of a data warehouse is notoriously hard to define and authors attempting to 
do so have denuded entire forests. In this section, we will add slightly to that arboreal 
carnage. We will try to give you a pragmatic view of what the role of data warehouse is by: 

 Discussing how data warehouses differ from operational systems. 
 How operation and analytic systems fit together. 
 And finally we’ll describe the expectations that users have of the information within the 

data warehouse as well as the expectations they have of how a data warehouse 
functions.  
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Figure 1.1 – A data warehouse is meant to allow business users to have a single coherent view of all the 
data within an organization.  

1.1.1 Operational vs. analytic systems.  
There are really two types of database systems in large organizations – operational and 
analytic. Operational systems are those that carry out the core business of an organization: 
they take orders, update inventories, record payments received etc. These systems are 
transactional, focused on maintaining accurate records while being optimized to process 
events as quickly as possible. Analytical systems – like data warehouses – are designed to 
evaluate the performance of an organization by allowing business analysts to answer question 
like: 

 How many orders were placed? 
 Which sales staff is most effective? 
 Which products tend to be sold with which other products? 

Operational and analytic systems have different sets of users with different requirements. 
The users of operational systems are focused on latency and throughput – they want the 
system to handle as many transactions as possible as quickly as possible. For example, we 
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want a point-of-sale system to be able to handle as many sales as possible, as quickly as 
possible. A slow system means unhappy customers, which in turn means lost sales. In 
practice, this means that operational systems are often highly normalized allowing them 
implement efficient create, retrieve, update, and delete (CRUD) operations by minimizing data 
duplication.  

 In analytic systems, on the other hand, we value flexibility. Users expect the ability to run 
any query they can conceive of and a get a result back. Good analytic systems are designed to 
respond to simple questions quickly, but are flexible enough to enable people to ask any 
questions they can imagine. As a result analytic systems are optimized for data-read 
operations, such as full table scans. This means that they are often highly de-normalized, 
accepting the cost of data duplication in exchange for faster reads and queries.  

In short operational and analytic systems have very different requirements; and as a result 
these systems are built very differently. They model data differently, they use different 
hardware, and they use different software.  You need both types of systems in your 
organization.  But analytic systems are useless unless you can figure out how to populate 
them with data from operational systems.  

1.1.2 Extract, transform and load 
Data is generally captured in operational systems and analyzed in analytic systems, which 
means that at some point the data has to get from the operational to the analytic system. This 
process is generally referred to as the extract, transform, and load (ETL) process (see figure 
1.2). At regular intervals, perhaps in real time, a copy of all the information collected by the 
operational system is extracted from the operational system. It is then transformed into a 
format that makes it easily to query; and finally it is loaded into the data warehouse. 

 
Figure 1.2 A traditional ETL work flow, where data is extracted from multiple operational systems 
transformed via set of scripts and the loaded into a relational database where it can be queried.  
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Moving data from the operational systems to the analytic system is vitally important. 
Attempting to run analytic queries within transactional system seldom ends well. In the best 
case you will simply slow down the operational system. In the worst case you bring it down.  

Another drawback to running analytic queries on operational systems is that you’re limited 
to the data captured and retained in the system you’re querying. For example, most point-of-
sale systems don’t retain a lot of historical data, and they don’t have access to information in 
other systems like the inventory control system or the HR system. Ideally your data 
warehouse should have both a significant archive of historical data as well as data from 
multiple operational systems.  

The transformation step is key to both the performance of your queries and to your ability 
to query across the data from multiple operational systems. The transform step encompasses 
a whole host of operations including type conversions, date time normalization, and in many 
cases converting the data from a normalized schema into a de-normalized schema such as a 
star schema. These transformations will make it possible to join data from different systems; 
as well as speed up queries by shifting the underlying schema to one optimized for read 
operations.  

The load operation in the case of traditional databases is to load the transformed data into 
tables within the database. This step actually makes it possible to query the data. A common 
complaint of many users of traditional data warehouses is that it isn’t possible to query the 
data until it’s been properly transformed and loaded; and that the transform step can take a 
considerable amount of time both in terms of compute and in terms of human times. As we 
will see, the tools within the Hadoop ecosystem actually offer an alternative to this workflow, 
which makes it possible to query data before you identify the ideal schema and transform it 
into that schema.  

Much of this book is about how to use the tools available within the Hadoop ecosystem to 
ETL data from operational systems into Hadoop based data warehousing tools; and the rest of 
the book is about how to query and secure the data once there.  

1.1.3 Data Requirements 
The point of getting data into a data warehouse is to query it. More specifically we want to use 
the data warehouse to periodically answer a set of well-known questions (reports) as well as 
answer any questions you can dream up (ad-hoc queries). To enable this you have to ensure 
that the information in the data warehouse is accurate, up-to-date, and that it provides the 
necessary historical context to identify log term trends.  

ACCURATE 

Two people show up to a meeting about sales of a particular product only to find that they 
have dramatically different statistics on how that product is selling. As you probably know, this 
is a common occurrence in most large enterprises. More often than not, after a few such 
meetings users lose confidence in the accuracy of their data warehouse and stop using it.  

For a data warehouse implementation to be successful, business users have to trust the 
data in the data warehouse. Usually, this means they want to know where the data came 
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from, when it was extracted, and how it’s been transformed. Most importantly, they need to 
be able to access the original raw data to resolve any discrepancies. In practical terms, this 
means that your ETL process should always keep a copy of the raw data somewhere in your 
data warehouse  

UP TO DATE 

User expectations of timeliness can differ widely. Some users need data that is accurate to the 
millisecond, while others are okay with data that is a few minutes, hours or even days old. For 
example, users in IT operations may need an up to the millisecond view of server utilization to 
identify and prevent system failures; while the folks in payroll may not care that employee 
hours are consistently up-to-date just as long as they are accurate by the time they have to 
submit the payroll.  

Accuracy and timeliness are often at odds with one another. To provide a truly up-to-date 
picture you may need to expose data that could be subsequently amended or corrected.  For 
example, if you are ensuring that your data warehouse captures every sale within a few 
seconds of when it was made then your data warehouse may temporarily reflect transactions 
that are later voided. 

HISTORICAL 

 Much of the value of a data warehouse is in its ability to help analysts identify trends over 
time, and understand correlations between events and business performance. In 2004 Wal-
Mart mined their massive stock of historical data to determine what products people want 
before a hurricane; and found that in addition to stocking up on flash lights and water, people 
stocked up on beer and strawberry Pop-Tarts. Wal-Mart was able to act on this analysis and 
increase, in real time, the stock of these items in stores that were in the paths of hurricanes. 
As a result, not only did they sell more stuff, their customers weren’t faced with shortages of 
their favorite emergency supplies.  

Table 1.1  To support  the full range of user queries the data warehouse should be accurate, up-
to-date, and contain sufficient historical data.  

Requirement Description 

Accurate The data warehouse should be an accurate reflection of the state of the business. Any 

transformations applied to the data should be transparent and easily understandable, and 

the raw data should always be available.  

Up to Date The information in the data warehouse should reflect user expectations of timeliness. If 

users expect the data warehouse to reflect the state of the business as of an hour ago it 

should. 

Historical The data warehouse should contain historical data. This is often critical for long-term trend 

analysis.  
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1.1.4 Baseline Requirements. 
So far we have argued, as shown in figure 1.1, that a data warehouse needs to be able to: (1) 
ingest data from a number of different sources; (2) transform or clean up that data; (3) store 
the data; and (4) enable users to query the data. Beneath those high-level requirements is a 
set of baseline requirements – things that most people simply expect from data warehouses: it 
needs to be secure, resilient to failures; accessible to business users; and it needs to enable 
the automation of common workflows.  

SECURE 

Users expect that a data warehouse will ensure that only those who are supposed to have 
access to a particular piece of data have access. But the devil is in the details, different 
organizations want data protected at different levels of granularity, some only worry about 
access controls while others want the data to be encrypted, or require that user activity be 
monitored. Adding further complexity are any regulatory requirements that an industry may 
face. In the last section of this book we’ll explore the various security tools available within the 
Hadoop ecosystem.  

RESILIENT 

Most users expect that data warehouses can handle various forms of failure gracefully  - that 
is either keep functioning at a reduced capacity or shutdown in a predictable way. Further 
most users expect that data loss within a data warehouse is an incredibly rare event. One of 
the advantages of the approach we will advocate in this book is that the underlying technology 
– Hadoop – was built was resiliency in mind. Unfortunately, beyond highlighting the features 
of the Hadoop ecosystem that improve a systems resiliency, we won’t spend a whole lot of 
time talking about resiliency in this book.  

ACCESSIBLE 

Business users should quickly be able to figure what data is in their data warehouse, and be 
able to query it themselves. Imagine you are a business analyst on her first day of work, 
someone asked you to generate a report of sales of a product by store, and they gave you 
access to the company’s data warehouse. Would you be able to figure out which tables contain 
sales data? Would you have a means of querying that data? Now imagine how frustrated you 
would be if the answers to both questions was no.  

AUTOMATED 

Most data warehousing workflows are repeated on a regular basis. Every month someone may 
request report of sales by product based upon data from the point-of-sale system. Or 
someone way want a report correlating total sales to the number of over times hours booked 
by various types of employees. Given the commonality of this requirement, most data 
warehousing system have some capability to create workflows that are run automatically on a 
periodic basis.   
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Table 1.2: Users generally expect the data warehouse to be secure, resilient, accessible and 
automated.   

Requirement Summary 

Secure A data warehouse should ensure that only those who are supposed to have access can 

access the data. 

Resilient A data warehouse should be able to deal with hardware and software failures without the 

loss of data; and in a predictable way. 

Accessible Business users should be able to figure out what data the system contains and have tools 

to query it.  

Automated The systems should have simple mechanisms for automating common processes.  

 

1.1.5 A traditional data warehouse architecture 
Traditionally, data warehouses aren’t viewed as one monolithic system, but as set of 
components that work together. The high level requirements we just outlined imply that a 
data warehouse really consists of about 9 different components, as show in figure 1.3: ETL 
processes, raw data stores, transformed data stores, a data catalog, security modules, query 
engines, user interfaces, and pipeline management systems. By the end of this chapter, we 
will show you how Hadoop changes this picture; and which parts of the Hadoop ecosystem 
map to which components.  For now, let’s focus on understanding the role of each component. 
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Figure 1.3 : A data warehouse is really composed of at least 8 differed components, which have to work 
together to provide the functionality that users expect.  

ETL PROCESSES 

The ETL processes, which we split up into two different components, are responsible for 
getting data from operational systems into a format that can be queries. In traditional data 
warehouses the basic pattern is to extract the data from operational systems into files. A 
separate set of processes will then convert these files as required by the transformed data 
store, traditionally a relational database like MySQL or Oracle. Finally, a third set of processes 
will be responsible for loading them into the transformed data store. The work flow we will 
introduce you to in this book will be slightly different: data will be extracted from operational 
systems, loaded into the Hadoop distributed file system, and then transformed as necessary. 
In other words the transform and load steps are switched.  

RAW DATA STORES AND TRANSFORMED DATA STORES 

The raw data stores and the transformed data store are responsible for actually storing the 
data within the data warehouse. It is a good idea to keep the raw data that enters your data 
warehouse because inevitably there will be bugs in your ETL process, or other sources of error 
in your system. Having the raw data available makes it possible to track down and fix these 
errors. However, by-and-large your users will conduct their day-to-day queries against the 
transformed data set. If you have done your job well, this data will be structured in a way that 
makes the most frequent or important queries fast.  
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Your raw data store and your transformed data store don’t have to use the same set of 
software or hardware. In traditional data warehouses the raw data store is often just the local 
file system, with raw data being organized into directories based upon when and from where 
the data was extracted; and the transformed data store is often some type of relational 
database. In the Hadoop based architecture we’ll present a little later in the chapter both the 
raw and transformed data stores are HDFS. But there will be significant difference between the 
raw data and the transformed data including the file formats used to store them and the level 
of normalization of their schemas. 

A DATA CATALOG  

The data catalog is meant to provide an inventory of the data in the data warehouse. It should 
enable a user to quickly figure out what types of data are stored where, how different data 
sets are structured, and even when they were last accessed or updated. Finally it should also 
give you a sense of how data has been manipulated and transformed. A good data catalog is 
key to making users feel like the system is accessible.  

QUERY ENGINES 

This component is responsible for actually executing user queries. In most relational database, 
this is the database itself. Alternatively, it could be an OLAP cube that you import data into at 
fixed intervals. In the Hadoop ecosystem the query engine and the storage engine are 
considered to be separate things – so there are several query engines to choose from:  
Apache Hive on MapReduce, SparkSQL, and Cloudera’s Impala.  

In this section we’ve attempted to define what a data warehouse is by contrasting it with 
operational systems; and by describing the expectations users have of both the information 
within the data warehouse as well as of the basic capabilities of the data warehouse.  But this 
is all old-hat; data warehouses have been around for a long time.  Even the architecture we 
presented dates back to the 1970s.  

What’s changed that makes it worth shifting way from traditional database tools towards 
Hadoop? The answer is that buzziest of buzzwords - Big Data. Traditional relational databases 
are no longer able to cost-effectively handle the amount of data that many organizations are 
faced with. The Hadoop ecosystem, on the other hand, was invented for the express purpose 
of dealing with large volumes of data cheaply.  In the next section, we are going to try and be 
a little bit more specific about what is Big Data. 

1.2 Defining big data - volume, velocity, variety and veracity 
Defining Big Data is hard; perhaps it is easier to start with the promise and origin of big data. 
Big data is a by-product of the explosive growth of the Internet. As more and more real-world 
interactions have moved online, it has become possible to collect more and more information 
about almost every aspect of the human experience. For example, social media sites like 
Facebook and Twitter have made it possible to collect information on the every day lives and 
interests of billions of people. Likewise, Amazon collects information on the shopping habits of 
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consumers’ worldwide. As technology continues to evolve there will be more and more 
opportunities to collect information. 

For your users, the ability to collect more information means that they have more insight 
into their business. The explosion of data in the world offers companies the chance to build 
better products, to more effectively market their existing products, and to truly understand 
the state of their own operations.  

As some of you may have noticed we have not yet actually managed to define Big Data. 
One common approach to defining Big Data is by talking about the 4Vs: 

 Volume – The sheer amount of data that exists in the world is growing rapidly in part 
because our ability to collect information is rapidly evolving. If one were to just 
consider the amount of information people share on Facebook alone the numbers are 
daunting. As of 2014 Facebook was collecting over 500TB a day on more than 950 
million users.  

 Velocity – Refers to the frequency of events that we care about – sales, trades, 
measurements from various sensors etc. On Cyber Monday 2013, Amazon sold 426 
items each second. Being able to handle these events rapidly could mean the difference 
between a sale and a frustrated customer moving onto another vendor. It could also 
allow your customers to optimize their supply chains in real time, reroute shipments to 
the places where they are most needed. In short: minimize costs and maximize sales.  

 Variety – Companies are now forced to deal with a huge variety of data sources: 
relational databases, NoSQL stores, flat files of every variety, XML files, machine logs, 
pictures, video, and audio. New data formats and sources are created every day.  

 Veracity – It shouldn’t be shocking that given the amount of data available, not all of 
it is accurate – sensors malfunction, data vendors make mistakes, there are bugs in 
your order processing system.  

Data warehouses have always dealt with Big Data problems. What has changed over the last 
few years is that relational database systems – the foundational technology for many data 
warehouses – are no longer able to cost-effectively handle the volume, velocity, variety, 
veracity of data that organizations are now encountering. While there are tools within the 
Hadoop ecosystem for grappling with each of the 4Vs, from the perspective of this book, the 
biggest attraction of the Hadoop ecosystem is it’s ability to handle very large volumes of data.  

 The tools within the Hadoop ecosystem are able to handle larger volumes of data than 
relational database system, because they distribute both data and computation. This begs the 
question: why is distributed computing the key to large data volumes? 

1.2.1 The need for distributed computing 
Imagine that your boss came to you today and asked you to find how many times the word 
‘ERROR’ occurred in 10TB worth of web logs. The straight forward way to solve the problem of 
determining how many times the word ‘ERROR’ occurs in 10TB of web logs, is to look at each 
word in the web logs and count up every occurrence of the word ‘ERROR.’ To do this 
computation you would have to at some point read your entire dataset into memory. For the 
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sake of argument, let us say that most modern systems have a data transfer speed from disk 
to memory of around 100 MB per second. This means that on a single machine it would take 
277 hours to simply read 10TB of data off of disk and into memory.  

If we split the data up among 10 different computers we could cut the amount of time this 
operation takes to 27 hours. If we divide the dataset across 10 computers, each computer 
would have 1TB of data to process. Each computer could independently and in parallel count 
the number of times the string ‘ERROR’ appears in its share of data, and at the end of the 
computation you could add up the counts from each computer.  In this case each computer 
should be able to read its 1TB of data in about 27 hours. Since all the computers are working 
in parallel, as illustrated by figure 1.4, the total time will be about 27 hours. 

 
Figure 1.4– You can reduce the time it takes to carry out a computation by distributing it across many 
computers.  

This pattern is linearly scalable – we can keep reducing the amount of time a task takes by 
simply increasing the number of computers we use: if we use a 100 computers we can do this 
task in 2.7 hours and so on. The core insight behind the Hadoop ecosystem is that any 
computation that can be broken up into smaller parts where each part works on an 
independent subset of the data, and the global result of the computation is a combination of 
the results of the individual parts can be parallelized and distributed across computers.  

1.3 What is the Hadoop Ecosystem? 
The Hadoop ecosystem is a collection of open-source projects and products that make it easier 
to build distributed systems for large-scale data processing. In late 2014, there were at least a 
20 open source projects, and a dozen closed-source products that could reasonably considered 
part of the Hadoop ecosystem. All of these projects and products are tied together by (1) a 
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common view of how distributed systems should work and (2) a dependency on some part of 
Apache Hadoop. 

In this section, we are going to try and articulate the Hadoop ecosystem’s philosophy on 
distributed computing; give you an embarrassingly high-level overview of Apache Hadoop; 
and then give you a whirlwind tour of the Hadoop ecosystem.  

1.3.1 What is Apache Hadoop?  
While the Hadoop ecosystem now consists of much more than Apache Hadoop, it is still 
necessary to begin any description of what the Hadoop ecosystem is with a description of 
Apache Hadoop. As shown in figure 1.5, Apache Hadoop actually consists of three different 
components: (1) the Hadoop Distributed File System (HDFS), (2) YARN – a resource 
scheduling framework and (3) MapReduce a distributed processing framework. Together these 
components make it easy to build distributed systems by hiding the complexity of building 
distributed systems from the programmer.  

 
Figure 1.5 Apache Hadoop consists of three components – (1) the MapReduce distributed processing 
framework; (2) the resource schedule YARN: and (3) a distributed file systems (HDFS) 

THE HADOOP DISTRIBUTED FILE SYSTEM 

The Hadoop Distributed File System is responsible for taking your data and splitting it up 
among the computers, or nodes, in your cluster. As shown in figure 1.6, when you upload 
data into HDFS three things happen automatically:  

1. You files are split up into blocks.  
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2. These blocks are distributed across the computers within your HDFS cluster.  

3. The blocks are replicated so that multiple copies of each block exits within the cluster 
on different machines.  

As showing figure 1.6, if you had a 256 MB file and a four-node cluster then, by default, when 
you uploaded the file into your cluster  

 HDFS would split this file into four 64MB blocks, 
 make three copies of each block,  
 and distribute the blocks across the nodes in cluster—ensuring that no two copies of 

any block lived on the same node.  

This simple algorithm for distributing data is key to the success of the Hadoop ecosystem, 
it makes HDFS clusters remarkably resilient to hardware failures and it enables the 
MapReduce computing framework, which we will discuss in the next section.  

 
Figure 1.6: The Hadoop Distributed File System (HDFS) automatically splits up files into blocks, and 
distributes those blocks across the various computers in your cluster; and as it distributes blocks it replicates 
them.  

HADOOP MAPREDUCE 

Hadoop MapReduce is a framework for writing distributed programs. Somewhat confusingly, 
MapReduce is also the name of a programming pattern, which Hadoop MapReduce requires a 
programmer to conform to. Let’s start by discussing how the logic of the MapReduce pattern, 
and then we’ll describe how it’s implemented in Hadoop MapReduce.  
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The idea behind MapReduce is that you map your data into a set of key, value pairs; and 
then you reduce over all the pairs with same key. A slightly more concrete way of thinking 
about the pattern is as a two-part process:  

1. Map. In this step you identify, extract, and possibly transform something you care 
about from each record in your data. The logic for identifying the thing you care about 
in any particular record should be independent of every other record.  

2. Reduce. In the reduce step you aggregate, summarize, and filter the information you 
extracted in the map step.  

To get an intuitive understanding for the programming pattern, let’s reconsider the task of 
calculating the number ERRORs that show up in 10 TB of weblogs. More specifically, your 
website outputs all of its logs to a set of text files. Each line in the text file is an event that 
begins with one of three words  - ERROR, WARN, or INFO. The rest of the line consists of a 
date time stamp and a description of the event:  

INFO 1/1/2015 11:00:11 User A has logged in.  
INFO 1/1/2015 11:00:12 User B has logged in.  
WARN 1/1/2015 11:00:13 Memory is low. 
ERROR 1/1/2015 11:02:11 Out of memory. 

We can count the number of ERRORs in these web logs quite easy using the MapReduce 
pattern. As shown in figure 1.7, in the map step we would identify any lines that begin with 
the word ERROR and output a key, value pair: <ERROR, 1>. In the reduce phase we would 
just count the number of <ERROR, 1> pairs we emitted in the map phase. 

 
Figure 1.7:Using the MapReduce pattern you could easily count up the number of times an ERROR appears 
in a set of web logs.  
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For fun, let’s extend this example slightly. Let’s say we now wanted to count the number 
ERRORs, WARNs, and INFOs found in the logs. As shown in figure 1.8, in the map phase we 
would examine each line and emit a key, value pair: <INFO, 1> if the line begins with INFO, 
<WARN, 1> if the line starts with WARN and <ERROR, 1> for lines opening with INFO. In the 
reduce phase, for each of the unique keys –INFO, WARN, and ERROR- we would count the 
number of key values pairs that were emitted in the map phase.  

 
Figure 1.7b  It’s relatively straightforward to count the number of times each event level appears in the logs.  

Now that we have an understanding of how the MapReduce programming pattern works, let’s 
look at how Hadoop MapReduce implements it. As shown in figure 1.9, Hadoop MapReduce 
implements the MapReduce pattern in four steps: split, map, shuffle, and reduce. The 
developer is expected to encode the logic of the map and reduce phases in Java classes known 
as Mappers and Reducers. The framework does the rest of the work: 

1. It splits up the data (leveraging HDFS).  

2. Requests compute resources form YARN to create instances of the mapper. 

3. Creates instance of the Mapper on the provided nodes. 

4. Shuffles the outputs of the mappers, ensuring that all the values for a given key go to 
the same reducer.  

5. Requests resources form YARN to create instances of the reducer.  

6. Creates instance of Reducer on the provided nodes. 
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At first glance, it may seem like MapReduce is a limited way of thinking about the world. 
But it turns out we can express most SQL operations as chains of MapReduce operations. 
Fortunately for us, the tools we use in this book will automatically translate your SQL like 
queries into MapReduce programs meaning that, at least for the purposes of this book, you 
won’t have to implement a Mapper or Reducer.  

 
Figure 1.8:  Hadoop MapReduce implements the MapReduce pattern in 4 steps: Split, Map, Shuffle, and 
Reduce.  

YARN  

The final, and newest, component of Apache Hadoop is the resource management system 
YARN. The Hadoop ecosystem now has a number of applications, in addition to Hadoop 
MapReduce, that manipulates the data stored in HDFS. The resource management system is 
responsible for making it possible for multiple ‘jobs’ to be run by multiple such applications at 
the same time.  For example, on a single cluster different users maybe submitting queries as 
MapReduce jobs, while other users maybe submitting queries as Spark jobs. The role of the 
resource manager is to ensure that both computational frameworks get access to the 
resources they need; and that if multiple people submit queries at the same time those 
queries are serviced in some reasonable way.  
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1.3.2 The rest of the Hadoop Ecosystem 
While the Hadoop ecosystem started with HDFS and Hadoop MapReduce, it’s grown quite a bit 
since then. It now contains a number of different distributed processing engines in addition to 
MapReduce. It also contains a bunch of auxiliary tools for moving data, managing clusters. In 
the next section we are going to propose a simple data warehouse architecture that will utilize 
a number of these products together to meet the requirements that we enumerated in section 
1.3  

Three things tie all of these seemingly disparate products together. First all them depend 
on some part of Apache Hadoop – YARN, HDFS, and MapReduce. Secondly they are all focused 
on dealing with large amounts of data, providing the various pieces of functionality that are 
necessary to build end-to-end data workflows. Finally, they all share a philosophy of how 
distributed systems should be built.  

1.3.3 The Hadoop Ecosystem’s Philosophy on Distributed Computing  
The Hadoop ecosystem is opinionated when it comes to the design of distributed systems.  It 
believes that distributed systems should:  

1. Utilize commodity hardware. The entire Hadoop ecosystem is capable of running on 
relatively inexpensive, commodity hardware. Commodity hardware being defined as 
standard servers that can be purchased from multiple vendors. This is in contrast to 
some distributed systems that require specialized hardware, available from only a single 
vendor.  

2. Scale out, not scale up. A closely related theme is that the Hadoop ecosystem prefers 
to scale through the addition of machines, as opposed to making any particular 
machine beefier. A lot of relational database systems take the opposite approach and 
recommend adding memory, cores, or storage to a single machine as your data 
volumes or user volumes increase.  

3. Be Fault Tolerant. Every component within the Hadoop ecosystem assumes that 
hardware failures are the norm and places a premium on responding to these failures 
without losing data and completing any active queries or tasks when ever possible. 

4. Move Code to Data. In Hadoop Ecosystem, the assumption is that each node will carry 
out a part of the global computation primarily using data found on that node. The 
rationale is that moving data from node-to-node can be quite slow, so if possible we 
should collocate each part of a computation with the data that computation needs.  

These themes are universal within the Hadoop ecosystem and you will keep running into 
them as we talk about various components.  

1.3.4 Hadoop Distributions 
Hadoop distributions are a key element of the Hadoop ecosystem that we’ve glossed over. 
Hadoop distributions are commercialized versions of the open-source products within the 
Hadoop ecosystem. The major distributions provide two sources of value: (1) they package 
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and test the various components of the Hadoop ecosystem for compatibility; and (2) they 
have built tools to simplify the installation of a Hadoop cluster.  

One of the major challenges with the open source versions of Hadoop is figuring out which 
versions of which components are compatible with each other. It’s proven difficult for the open 
source community to stay in-sync across the dozens of related projects within the Hadoop 
ecosystem. In fact, compatibility between tools changes on a version, by version basis. 
Keeping track of these dependencies, and understanding which versions work together isn’t 
easy. To make deploying the Hadoop a smoother experience various companies have stepped 
in and packaged together the various components.  

Cluster setup and management is another major challenge. It’s hard to install a cluster, 
and when it’s installed monitoring its health can be challenging. Another way that the major 
distributions of Hadoop add value is by providing various tools to make installing and 
managing a cluster significantly easier.  

In an effort to differentiate them selves the major distributions have slightly different sets 
of components. For example, Cloudera ships with Impala; while Horton Works does not.  
These differences can make selecting a distribution a bit tricky- - not all the tools within the 
Hadoop ecosystem are shipped with each distribution.  

 

 Hive Spark SQL Impala 

Cloudera X X X 

Horton Works  X X  

MapR X X  

 

1.4 Putting it all together: a Big Data warehouse architecture. 
The profusion of open-source projects and products has made it difficult for even experienced 
Hadoop professionals to figure out how to fit all the pieces together. No single product 
encompasses all the functionalities that a traditional data warehouse provides. Furthermore, 
the appropriate mix of projects and products changes depending upon an organization’s 
specific requirements.  

A few sections ago, we decided that it makes sense to divide up a data warehouse into 10 
different types of components –data ingest processes, ETL processes, raw data stores, 
transformed data stores, the data catalog, security modules, query engines, an auditing 
system, a monitoring system, and one or more user interfaces. These components map well 
onto more open-source projects within the Hadoop Ecosystem. 
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Figure 1.9  A mapping of Hadoop ecosystem components to data warehouse components 

EXTRACT 

The key data ingestion tools within the Hadoop Ecosystem are Apache Sqoop.  Apache Sqoop 
is designed to support the transfer of data from relational databases, while Flume is designed 
to capture the flow of data on a streaming basis – primarily from log files.  With these two 
tools it’s possible to create all four types of data ingest process that we discussed previously. 

TRANSFORM AND LOAD 

In this book you will be using Hive to load and transform data. Hive is really a veneer on top 
of map reduce, that makes it possible to write complex MapReduce jobs in a SQL like 
language.   

PROCESS MANAGEMENT 

The primarily open-source ETL tools within the Hadoop Ecosystem is Apache Falcon.  Apache 
Falcon considers itself a data governance tool, which allows you establish well-defined ETL 
pipelines. In addition to Falcon, there are a number of great ETL products with the Hadoop 
ecosystem such as Paxata and Trifacta that attempt to make ETL more accessible. 

DATA CATALOG   

The primary Data catalog within the Hadoop ecosystem is the Hive Metastore. The Hive 
metastore store a wealth of metadata about each ‘table’ that is accessible via Hive or Impala. 
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While it’s a good source of information about what data resides in your data warehouse, it’s 
not necessarily the user-friendliest tool.   

SQL OVERLAYS & EXECUTION ENGINES  

Facebook was one of the first companies to realize that writing MapReduce code in Java was 
difficult, so they built a system that would automatically translate SQL like queries into 
MapReduce jobs. Facebook then contributed this tool to the Apache foundation, and it is now 
know as Apache Hive. Apache Hive can actually use three of the four computation frameworks 
– Apache Tez, Apache MapReduce, and Apache Spark to execute SQL-like queries.  

The other prominent SQL overlay in the Hadoop Ecosystem is SparkSQL. SparkSQL is 
actually a subset of the Scala programming language that happens to have function names 
that will be familiar to SQL users.  As it’s name suggests, it uses Apache Spark as its 
underlying computational framework.  

1.5 Who should read this book? 
This book is aimed at those who will design, build, and use the next generation of data 
warehouses. We expect that you will have a strong familiarity, and affinity, for traditional 
RDBMS and related technologies like OLAP cubes. More specifically, we expect that you will be 
comfortable with SQL, can configure software by editing configuration files in XML or similar 
markup languages, and can navigate the Unix/Linux command line.  

Most of the code samples in this book will be in SQL-like languages. While we will not go 
into depth into the syntax and functionality available in each of tools we show, we will provide 
enough explanation of the syntax to help you understand the examples, and to give you a 
sense of the capabilities of the tools we are discussing. 

1.6 What is not covered: BI Tools.  
While we cover much of what an SQL/Unix literate user needs to know to leverage the Hadoop 
Ecosystem to build a data warehouse, we do not cover more traditional business intelligence 
tools like Tableau. Many of these tools are able to interface with Hadoop in one way or 
another, however we wanted to keep this book focused on open-source tools and to date an 
open source BI tool does not exist. The closest open-source tool is Hue, which we use 
extensively in this book as the user interface for many of the tools we discuss. 

1.7 Summary 
The goal of this chapter was to ensure that we all were on the same page when we talked 
about data warehouses, Big Data, and the Hadoop Ecosystem. 

 A data warehouse is an analytics system that supports business decision-making by 
providing a holistic, accessible, and coherent view of an organization’s data.  

 Big Data can best be defined in terms of the 4Vs – Volume, Velocity, Variety, and 
Veracity. In the end this definition is a bit unsatisfying in that there are no hard limits 
or thresholds associated it with it. However, the key is that when the magnitude of one 
of these dimensions reaches some level, traditional relational database technologies are 
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no longer sufficient.  
 The core of the Hadoop Ecosystem is Apache Hadoop, which consists of three 

components: (1) HDFS, (2) YARN, and (3) MapReduce. Together these components 
make it easy for to develop distributed data processing applications without having to 
deal with all the details of large sale distributed systems.  

 The Hadoop ecosystem consists of more than 20 different projects and dozens of 
products, which deal with every part of the data lifecycle. These components all 
depend, in some way, on Hadoop; and they share a common philosophy of how 
distributed systems should be built.  

 In this book we will show you how to use various components of the Hadoop ecosystem 
to implement a typical data warehousing workflow.  
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