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welcome 
Thank you for purchasing the MEAP for Voice-First Development: Designing, developing, and 
deploying conversational interfaces! With this book, we want to help you build great voice 
applications. We’ve been designing and developing voice applications (many great, some not 
so great) for a long time, and we're excited to see today’s explosion of voice via Alexa, Google 
Assistant and others. Today's easily available platforms and ever-evolving tools allows just 
about anyone to build a voice application. That's outstanding.  

With the current increasing interest in voice, we find ourselves getting lots of questions: 
what makes a good voice application, what's hard and what's easy, what do users want, how 
is it different from other interactions, why is some voice assistant responding in a weird way, 
what advice do we have for succeeding with voice, and so on. When trying to point people to 
resources, we found that current contributions focus primarily on tools and development 
within specific platforms, with some attention to design. So, we decided to create our own.  

We're addressing elements of the entire end-to-end process based on concrete best 
practices with reasons and examples of why some voice implementation works better in some 
cases than in others. The content focuses on recognizing common pitfalls in each phase, how 
to avoid them as well as address them when they happen. We believe strongly that this 
complete framework is the most reliable path to build successful voice apps that work well and 
that your users enjoy. Throughout, we draw on our experiences in services engagement and 
product development, using real-world examples to show what can go wrong and why it often 
does, and how issues can be avoided or solved. The result is a strategy of just-in-time 
actionable steps and success tips that benefit any voice application of any size on any 
platform. In a nutshell, we'll be teaching you a process of best practices for making great 
voice applications, no matter the scope, topic, or user population.  

Our book has four parts covering 22 chapters. Part 1 is foundational; Parts 2-4 follow 
roughly the three main phases of any voice-first engagement: planning, building (design and 
develop), and verifying leading to deploying.  

Part 1 provides a solid foundation for the technology used in most voice-first solutions 
today. You'll understand the reasons behind the VUI design best practices that the code 
samples, design details, and discussions build on. You'll also get a first round of experiences 
with voice interaction code samples. 

Part 2 focuses on the first of three phases of voice-first development: planning. Voice-first 
success depends on a three-way balance of business/product needs, system/technology 
dependencies and limitations, and understanding user needs and goals.  

Part 3 is the bulk of the book, covering the second phase of voice-first development: 
design-informed development. Each chapter introduces code and techniques addressing a 
specific characteristic of voice-first dialogs. 
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Part 4 covers the third path to voice-first development success: testing and fixing issues 
quickly and appropriately before and after production deployment. You'll learn techniques for 
collecting and analyzing data, and how to map your findings to appropriate solutions.  

We are incredibly honored that you have chosen to take this journey with us; we look 
forward to sharing our excitement for the field, and hope you end up enjoying building voice 
apps as much as we do. If you have any questions, comments, or suggestions, please share 
them in Manning’s Author Online forum for our book. 

 
—Ann Thymé-Gobbel and Charles Jankowski 
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1  
Voice-first development 

components 

This chapter covers 

• Definitions of voice-first and conversational voice 
• Common claims and beliefs of voice and the reality behind each 
• The technology and architecture of voice-first system components 
• The phases of voice-first development 
• The benefits of understanding all aspects of voice-first development 

Perhaps you've experienced it already: you build a website or an app, something you thought 
was great, but nobody ends up using it. You've tried using apps you didn't like for some 
reason and probably thought "I could have done this better." And now you see your chance to 
create something with a promising cool new technology, an application that users can talk to 
and that responds mainly with voice.  

You've heard that practically everyone uses voice technology so you better hurry or you'll 
be left behind. Your newsfeed reports on the growth of voice-first devices: millions of devices 
in everyone's home and thousands of apps already available. It must be true: commercials on 
TV show the smiling faces of happy users who seem to have adopted voice-first devices into 
their families, resulting in a perfect existence of clean well-organized homes where machines 
handle the dreariness of everyday life. And thanks to APIs and SDKs it shouldn't take more 
than a few hours to put it all together. What's not to love? So, you have an idea; maybe 
controlling everything in your own house with voice, or something simpler, like a restaurant 
finder and recommender. You pick a platform (in 2018, most likely Amazon Echo/Alexa or 
Google Home), follow some tutorials to learn how the tools work. You build your idea, you 
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deploy it, you wait for the users... and they either don't show up or they're angry and give you 
a low rating. 

What went wrong? Isn’t it “If you build it, they will come”? Sometimes, yes, but usually 
not. Here're a few likely reasons why nobody is using your voice app: 

• The app isn’t actually offering the functionality the users want 
• It has the functionality users want but the design or implementation makes it difficult 

or slow to use – maybe more so than other available options 
• The functionality is there, but users can’t find it 
• The app doesn't respond to the phrases the user says to the app; the app doesn’t 

understand the user 
• The wording of what the app says in response to the user, is confusing; the user 

doesn’t understand the app 
• Users don't like how the app responds, the voice or the wording or both 
• Users are understood but can't get to the resulting content they wanted 
• The app makes assumptions that the user can't customize or tries too hard to up-sell 
• The app doesn't integrate well with content or accounts that the user wants to access 
• For privacy reasons, users prefer silent interactions for what your app does  
• There are functional bugs in the app; it doesn't respond when it should or responds 

when it shouldn't! 

These reasons can be generalized into three categories:  

• not understanding the users: how they talk and listen, what they need and want 
• not understanding the technology: how it works, what's easy to do and what's not 
• not understanding a solution needs to work for both users and technology together 

Designers, developers, product owners - nobody wants to build something that ends up 
without users. We all get sad at such waste of effort. So, if you hope to create successful voice 
solutions you need to address all three of these categories. This book will help you do exactly 
that.  

1.1 Voice-first, voice-only, and conversational everything 
Enter voice-first development, a set of best practices and guidelines aimed specifically at 
maximizing your chance of success when creating a voice automation experience and 
minimizing risks of tripping into common pitfalls. Voice applications come in many flavors on 
different devices: apps on mobile phones, in cars, in-home virtual assistants, and so on. The 
apps may be generalists that answer your questions with Wikipedia snippets. They might be 
tied to a specific device, like a thermostat that can only change the temperature in one room. 
Or they might be able to access your calendar, make an appointment, play your favorite song, 
find movies made in 2001, or even transfer money from your checking account to pay your 
credit card bill. Some will assume only one user, others will give the same answer to 
everyone. Some only use voice, others have a screen. Most of what you'll learn in this book 
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applies across devices, topics, and contexts. They all have one thing in common: voice is the 
primary mode of interaction. 

First, let's define what we mean by voice-only and voice-first, and why those terms are 
important.  

We'll use voice-only to mean exactly what it sounds like: voice is the only mode of 
interaction, both for input and output. The user talks to the device, and it responds by voice or 
some other audio-only feedback. There's no screen, no buttons, no typing. There can be 
supporting lights that indicate if the device is listening, but those are secondary. We'll consider 
an Amazon Echo or Google Home as voice-only since any lights are only supporting the voice; 
you don't have to look at the device to interact. Many phone-based call center systems are 
also voice-only.  

Voice-first, to us, has two related meanings: Voice is the primary mode of interaction, both 
input and output, and it's the first modality you design and implement. In other words, you 
design and develop for voice-only with the option of additional modalities, such as a screen or 
buttons, now or in the future, but voice takes the lead rather than as an addition to something 
that already exists. Different interaction elements and different levels of feedback are needed 
for voice UI interfaces, or VUIs (pronounced "voo-ee," to rhyme with GUI). You'll learn more 
about this in Chapter 2. 

With those first definitions made, let's start with a look at some common beliefs about 
voice interactions today. Understanding the reality behind those beliefs is the first step 
towards understanding the technology and the voice modality, which in turn helps you create 
a better solution. 

Claim: Everyone has a smart voice device and uses it all the time 
Reality: It's true that millions of smart speakers have been sold and more are coming. Marketing reports aren't lying 
about the numbers of sold, but does that matter if the device is just collecting dust in a corner? One of the biggest 
issues facing Alexa and Google and others is low return use. A study by VoiceLabs of 2017 found that there's only a 3% 
chance that a user will still be active the second week. Voice is a mode of interaction; sometimes people want to talk to 
a device because it's practical and quick, sometimes they don't, but if you solve a problem for them and do it well, 
they'll want to use your solution. In this book, you'll learn how to minimize the risks and maximize the success of your 
voice-first app. 

When sales figures are high in November and December but usage is low in the months 
following, there's a problem. That's exactly what's happening: The VoiceLabs study shows the 
following graph of Alexa skill usage, where dark is repeat use and light is new users 
(https://alpine.ai/the-2017-voice-report-by-alpine) 
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Figure 1.1 VoiceLabs finding of new versus returning users shows poor retention 

Claim: You can just add voice and build onto what you already have  
Reality: You, or someone you work for, is bound to suggest "We already built this great device but now voice is hot – 
let's just add voice to it!" Unfortunately, it's not that simple. If you start with a physical device that has a screen or 
buttons and slide controls and you want to turn it into something that fully incorporates voice, forget it. Even if you want 
to just add some voice commands, you'll need to revisit all of your existing design and be ready to throw out some or all 
of it. Assuming your original design worked well for the original modality, that design is unlikely to be appropriate for 
voice without changes. We learned from voice-first IVR development that it's even non-trivial to combine voice and 
touchtone input. Simply 'adding speech' never works well, it doesn't take advantage of the strengths of voice for quickly 
completing a task in natural language. You'll learn how VUI and GUI differ from each other and how it impacts how you 
implement search and navigation and other core functionality. 

So, throw out (or be willing to throw out) what you have and start from scratch, focusing on 
voice-first from Day 1. You can't add any interaction mode after the fact and proclaim it to be 
the new primary interaction mode. It won't work well. No time or money will ultimately be 
saved by trying to shoe-horn one modality onto another.  

Claim: Voice or chatbot, they're both conversational so basically the same 
Reality: Chatbots are seldom voice-first. Bots actually tend to be less free-form than well designed voice-only UIs. Some 
bots are glorified GUI versions of touchtone systems where a few options are presented as text-label buttons or canned 
responses, and the bot-side of the conversation is presented as text on a screen. Even if the user can speak to a bot, 
few bots provide voice output, making the interaction very different from one where both sides use voice. You'll learn 
how voice and text differs and why it matters. 

©Manning Publications Co. We welcome reader comments about anything in the manuscript - other than typos and 
other simple mistakes. These will be cleaned up during production of the book by copyeditors and proofreaders. 

https://forums.manning.com/forums/voice-first-development

4

https://forums.manning.com/forums/voice-first-development


  

Conversational has become a trendy word. You'll find it applied to both voice and text bots and 
there are similarities, but let's be clear: spoken and written conversations differ on many 
levels, including the words used, if and how sentences are complete, abbreviations, and so on. 
Conversational doesn't - or shouldn't - mean "chatty," but "natural." Natural means no special 
user training or strict limitations of the words and phrases that come naturally given the topic. 
Conversational also implies a back-and-forth, building on previously established information in 
the dialog. If all you can do is make one request and get a response, that's not much of a 
conversation, even if your one request was a long naturally worded sentence. So, truly 
conversational means a natural language spoken dialog between two individual participants 
(both humans, or human and computer) that may or may not have several rounds of 
information exchange towards some goal. Unless we say otherwise, we assume chatbot 
interactions primarily use text and voice assistants use voice. 

Claim: I speak the language, what more is there to VUI design? 
Reality: As you'll learn, there is a whole lot to designing and implementing for voice. At the end of a voice design tutorial 
one of us gave recently, one participant exclaimed "Even something as small as setting a timer has so many things that 
can go wrong. It's much more complex than I thought!" That participant got it. Design by committee is a common 
downfall and time sink in voice development. You'll learn how to think about what words imply and how to recognize 
ambiguity. This helps you make the right VUI choices for any situation as well as shorten unnecessary discussions. 

Another interesting aspect of writing dialog for voice interactions is that, in most cases outside 
pure entertainment, the goal is to get something done. You may be aware of the “form versus 
function” spectrum. Voice interactions that have task goals are often closer to the function end 
of the spectrum, which is not to say style doesn't matter. Far from it: it all matters because it 
all interacts and influences the user. But without function, form becomes irrelevant. And not 
everyone likes the same form.  

Claim: Our voice solution needs a strong personality 
Reality: Don't worry; everything with a voice has a personality, whether you want it to or not. But not everyone will react 
at your level of excitement to your choice of voice or jokes. And you can't control how people react. We recently did an 
online survey of voice users where we asked about likes and dislikes. While some like a quirky sense of humor, others 
are very clear about not wanting jokes. Friendliness that's perceived of as fake can be the kiss of death for a voice 
solution. But there are aspects of personality you do want to be careful about, like consistency and word choices. You'll 
learn how in this book. 

Companies have great difficulty these days keeping up with the demand to hire VUI designers, 
so they cast a broader net without often understanding what types of thinking or knowledge 
matter most when doing this work. 
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Claim: Hire a script writer, they can write conversations 
Reality: Script writing for theater or film is not the same as understanding how people naturally talk to each other or to 
machines. Some experienced script writers are also excellent VUI designers but not without also having in-depth 
exposure to voice technology and human cognition and speech perception and production. Whoever designs the voice 
UI needs to be interested in how people express themselves, how a seemingly minor difference in prompt wording, like 
"the" instead of "a" or "this" can result in a significant difference in how users respond. Designers and developers also 
need to understand the big picture to create a successful voice conversation. Voice responses can't be created in 
isolation without understanding the full flow, the technology characteristics and content access limitations. You'll learn 
why more effort is spent on handling error conditions than on the happy path. 

You'll soon start learning about the close relationship between planning, designing, and 
building in voice-first development, more so than in many other disciplines. One reason for 
this is that the underlying voice technologies still are not perfect, and all the parties involved 
need to account for the limitations each one has to deal with. 

Claim: Recognition is perfect today 
Reality: It should be obvious to anyone who uses any voice solution that recognition is far from perfect even with today's 
amazing recognition. In the survey previously mentioned, the two top dislikes given by voice assistant users were poor 
content (unhelpful responses or lack of information) and poor recognition (no understanding or incorrect 
understanding). Each was mentioned by a quarter of the survey participants. That's hardly a sign of perfection. 

This means that when you’re evaluating how your voice solution is doing, you can't just rely on the text result; you 
have to listen to and assess what users are really saying, what they intend, and what went wrong when things failed. If 
you can only see what's interpreted because it matches implemented functionality, you won't learn anything from all 
the possible wants and needs outside that functionality. 
Although recognition is impressive, there's still a difference in performance between speech by someone with a non-
regional accent U.S. English and someone with a strong regional accent or non-native accent. You'll learn how your user 
population impacts success and impacts your design and development choices. 

Creating conversations with responses that are not misleading or vague or weird or simply 
wrong takes a lot of effort and care. Figure 1.2 show just a few examples; you'll see many 
more throughout the book. There are three take-home messages here:  

• Designing for voice is complex. Seasoned experts still get it wrong. 
• Most odd responses can be avoided or at least handled more smoothly. 
• Responding well matters. You need to pay attention to the details and handle what you 

can handle instead of hoping it'll be good enough.  
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Figure 1.2 Transcripts of four actual smart speaker voice interactions and the reasons why they're suboptimal. 
Each one is avoidable; each one lessens users' trust in voice and the app that's speaking. 

Voice is not yet a technology that's accepted or standardized to a degree that you can just 
slap something together hoping users will keep trying if they're not successful. They won't. 
Unless they're voice experts who love to find out where something fails, but we're a strange 
bunch. Most people just won't bother using your voice application after trying a few times, and 
they'll happily share why on social media. Like this: 

User 1:  I'm annoyed that virtual assistants don't know the difference between a light system 
and a receiver both called living room. If I say "Play Coldplay in living room" why can't 
it figure out that the lights don't output audio? 

User 2:  I have a band called "Megahit" in my library, so [she] often says "ok, playing mega 
hits" and then plays pop garbage.1 

Worse yet, you might find yourself in a PR nightmare when you your voice app doesn't 
understand something with serious consequences to the users, maybe privacy, financial or 
health related. Examples immediately go viral. You probably heard about Alexa sending a 
private conversation to an unintended recipient, or the response to "Are you connected to the 

                                                           

 
1 Anonymized Facebook conversation between two acquaintances of the authors. 
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CIA?" or S Voice responding to "My head hurts" with "It's on your shoulders." You can easily 
find these and others online.  

Claim: AI takes care of understanding what people say 
Reality: Machine learning and deep neural nets make voice more powerful than ever, but AI does not yet "take care of 
everything." Today's voice interactions are still very limited in scope and world knowledge compared to humans. One 
reason is that there's no complete model of world knowledge that is part of today's available development frameworks. 
Focus is on smaller tasks, but as humans we bring with us knowledge of the world when we talk and listen2. One of the 
biggest issues for today's voice app creators is the lack of access to the data that could help them address gaps in 
handling. You'll learn about what you can do with what's available to you without training models on large amounts of 
data, and what you could do if you have more data.  

Any NLU in isolation also isn't enough, no matter how great it is at "understanding" the user. To communicate 
successfully with your users, you still need to convert that understanding into responses tailored to those specific users 
and their contexts. That complete start-to-end process is covered in this book. 
 

AI has made great strides, especially in the last few years, and voice-first development is a lot 
easier than it used to be. Voice automation has actually been broadly available for more than 
20 years, just not with Alexa or Google Assistant, but typically in the form of telephone-based 
Interactive Voice Response, or IVR, systems that you'll probably interact with still today if you 
call your bank or your airline. You may hear folks refer to those as “Voice 1.0,” implying that 
“2.0” (Alexa/Google Assistant, and so on) are new and improved.  

Claim: There's nothing to be learned from IVRs  
Reality: The bad rap IVRs have is mainly due to the all-too-many examples where voice is treated like touchtone and 
everything therefore is a tree of menus. No competent VUI designer allowed to do their job has created a "press or say 
1" IVR in decades. Voice is an interaction modality with specific strengths and limitations. Natural means users have 
leeway in how they express something, so not having to say "one" instead of "yes," but saying anything from "yes" to 
"umm I think so" and "that's absolutely correct." 

Having worked extensively with them, we’d never claim that IVRs are perfect, but there’s a lot to learn from them. 
IVRs are voice-first systems with where typically untrained users speak in their own words to technology in the cloud 
and hear generated responses. The core difference between IVRs and in-home systems today is the use cases, where 
IVRs are business relationships with companies and in-home systems are mainly for entertainment and household 
tasks. This difference is important because it impacts how users talk and interact and what they expect, as you'll see. 

Building something for voice as input and/or output means building something that suits the user needs and 
contributes to their success. Applied appropriately, voice makes some interactions easier for some people in some 
contexts. If not done well, the interaction becomes annoying and the technology becomes a convenient scapegoat for 

                                                           

 
2 Read more on this fascinating topic elsewhere by searching for "strong" versus "weak" or "narrow" AI. 
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corner-cutting and poor choices. The same is true today. You’ll learn how to apply it to your voice-first development in 
today's environment. 
 

While on the subject of “Voice 2.0,” you’ll notice already that we’re talking a lot about Alexa 
and Google Home; at the time of writing, these are the major players in that space. But 
they’re not the only ones, and they’re unlikely to remain the only main contenders. 

Claim: The ship has sailed; Alexa is the winner 
Reality: Maybe, maybe not. Alexa was first in the current field and tapped into a bigger market than even Amazon 
realized. Google is quickly catching up, and at the time of writing we're waiting to see what Apple has up its sleeve. And 
don't forget about Microsoft, Samsung, Facebook, and others. The somewhat heavy-handed control by these Big Guys 
on content access, raw user data and so on means that there's room for well-crafted native solutions that can be 
nimbler and better tailored for the end user. In addition, not all voice development is done for smart speakers. A 
significant amount of work is done today implementing voice in a wide set of devices and environments, especially 
expanding mobile apps. That's unlikely to slow down; on the contrary. Another reason for the agnostic goal of this book 
while still being practical and concrete, teaching you how to apply voice-first thinking to any platform or solution. 

1.2 Introduction to voice technology components 
Before you dive into creating your first application, it’s worth discussing the architecture of 
voice systems further in light of what you learned so far—what the core components are and 
how they fit together. You can see in figure 1.3 the general architecture of voice-first systems, 
starting at the upper left and ending in the lower left. The figure is somewhat abstract on 
purpose: the general components and interactions hold true across most types of systems on 
multiple platforms. In this example, imagine a user asking a voice system "What time does 
McDonald's close?" and the system finding the answer and responding, "McDonald's closes at 
11pm tonight." 

Before looking at each component in detail, let's get situated. Starting at the upper-left, 
notice the flow left-to-right at the top and right-to-left on the bottom. The components are laid 
out this way to highlight the two "halves" of a dialog: the top row represents the user saying 
something and the computer interpreting that utterance; the bottom row focuses on the 
computer's response. At the highest level: the user speaks, that audio signal is captured 
(automatic speech recognition) and converted to text (speech to text), the text is interpreted 
for meaning (natural language understanding) and context (dialog manager). Having settled 
on a result, the system determines how to respond (natural language generation) and 
generates a vocal response (text to speech). Acronyms for each component are captured in 
table 1.1 for your convenience. 
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Table 1.1 Acronyms for the components of a voice-first system 

Acronym Component 

ASR Automatic speech recognition 

DM Dialog manager, or dialog management 

NLG Natural language generation 

NLU Natural language understanding 

STT Speech to text 

TTS Text to speech 

 
Figure 1.3 Generic architecture of a voice-first system 

1.2.1 Speech to text 

The first component is speech-to-text (STT), highlighted in figure 1.4. The input to STT is the 
speech from the user, using ASR the resulting output is the recognized sequence of spoken 
words, or at least the interpreted version of those words. In this example, the output text is, 
“What time does McDonald’s close?” The user's speech string is typically referred to as an 
utterance. An utterance can be a word or one or more sentences, but typically in informational 
systems, it's no more than one sentence. The text result gets fed to the NLU, which is the next 
component of the voice system.  
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Figure 1.4 Speech-to-text, the beginning of the voice-first system pipeline. 

STT: Better than humans? 
Microsoft Research made a big splash a few years ago when they published a paper claiming they had achieved better 
than human performance on STT. Did that mean that all ASR engineers should change jobs? No.  

For starters, the Microsoft work was done in a lab on huge server farms; the STT used in production and serving your 
applications on Alexa and others can't both make use of models that complex and get you an answer in a timeframe 
that you’d find acceptable. You can frequently turn up the complexity and number of CPUs/GPUs and get better results, 
but it takes longer, and users have limits as to how long they’ll wait. Note that we’re only talking about English here; 
iFlyTek has great results in Mandarin Chinese for example. 

So, can computers understand speech better than humans? Under fairly defined constraints, there are scenarios 
where the answer is yes. But many of the scenarios and use cases that we deal with every day do not fall within those 
constraints, which is why companies still have large teams of ASR engineers. 

Having said that, especially in the last five years, things have gotten remarkably better. When both Siri and Alexa 
first came out, for example, the ASR was disappointing. Now, it’s much better. Why? 

First, the algorithms have improved. ASR has made great strides using deep learning, large networks using 
thousands of units. 

Second, computation is faster. By Moore’s law, the number of transistors per square inch doubles every year. That 
has started to fall off to where we’re running up against the limits of physics on chips. Compute power has dramatically 
increased; your smartphone currently has more compute power than the Apollo spacecraft did. Neural networks have 
been around since the mid-1950s, but computers were too slow to realize the full power of the algorithms until the last 
10—15 years. 
And third, data! Ask any experienced speech engineer if they’d rather have a slightly fancier algorithm or more data; 
they’d go with the data, because they know performance gets better with more data. And bigger deep-learning 
networks, running on faster servers, need to be fed the raw material that allows the networks to learn, and that is data. 
Real data, from deployed applications in the field. This is why, for example, Google deployed the free GOOG411 
application years ago: to collect data for ASR models. Once you get to a reasonable level of performance you can 
deploy real applications, and use that data to build better models, and this is why Alexa and Siri are so much better 
now. But you have to start with something that is at least usable, or you won't get good data. 
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1.2.2 Natural-language understanding 

Recognizing the words the user spoke is only the beginning. For the voice system to respond, 
it must determine what the user meant. Determining meaning is the domain of the natural 
language understanding (NLU) component, highlighted in figure 1.5. The input to NLU is the 
words from STT, and the output is some representation of the meaning.  

 
Figure 1.5 Natural language understanding, or NLU, component in a voice-first system 

You may ask what's meant by meaning. This is actually an interesting and open question, but 
for the purposes of this discussion, let's focus on two parts of meaning: 

• Intent: What does the user want to do? In this example, the user is asking when 
McDonald’s closes, so let's call the intent something like 'information'. 

• Slots (also called entities): Along with the core intent, there's often other important 
content in the utterance. In this example, there are three such content pieces: what 
type of information we're looking for (hours), refining detail on that information 
(closing hours), and which restaurant we're talking about (McDonald’s). 

Intents and slots are core concepts in voice-first development. There are various approaches 
to NLU and you'll learn about the differences later. At the highest level, NLU can be either 
rule-based or statistical. Rule-based approaches use patterns, or grammars, where recognized 
key words or complete phrases need to match to a pre-defined pattern. These patterns need 
to be carefully defined and refined based on user data to avoid not matching to what the user 
says. Their benefit is precise control, clarity in why something matched, and rapid creation. 
The other general approach is statistical, where matches are based on similarity to training 
data. The drawback is a need for lots of training data which slows down rollout in new domains 
and some level of unpredictability how specific phrases will be handled. The benefit is that 
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exact matches aren't needed. You'll learn how to create the former and how to combine 
multiple approaches. 

Does the NLU component apply to text chatbots as well? 
The answer is both yes and no. In its simplest form a chatbot is what you get if you strip off the audio and just use text 
for input and output. It’s not quite that simple, though. You could certainly start from what you had built for all 
components, but very soon you'd find that you'd need to make modifications. The main reason is that spoken and 
written language differ a lot at the levels that matter most. Your NLU models would have to accommodate that. At first 
cut, simple string replacement could accomplish some of this, but it's far from that simple. Nonetheless, some of the 
fundamental issues in voice-first systems are shared by chatbots, and many of the tools that have sprung up in recent 
years to build bots are essentially designed to craft these components.  

1.2.3 Dialog management 

Assuming you’ve recognized what was said and interpreted what it meant, what’s next? The 
reason for a voice system in the first place is to generate some sort of response to a request 
or question. This is where dialog management (DM) comes in, highlighted in figure 1.6. DM is 
responsible for taking the intent of the utterance and applying various conditions to determine 
how to respond. Did you get what you needed from the user to respond, or do you need to 
ask a follow-up question? What's the answer? Do you even have the answer? In this example, 
the content is not very complicated: you want to respond to the user with the closing hours for 
McDonald’s. Already you're spotting a complexity: how do you know which McDonald's? The 
answer might be the closest to the user's current location, but maybe not. Maybe you need to 
ask the user or offer some choices. Maybe you assume it's the one they've asked about 
before. There's no one single correct choice because it depends on many contexts and choices. 
As voice interactions become more complex, you’ll see how DM quickly gets more complicated.  

The output of DM is the abstract meaning of how the system should respond to the user 
given various conditions and contexts, as opposed to the meaning of what the user said.  
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Figure 1.6 Dialog management, or DM, component in a voice-first system 

You’re already getting a taste of the complexity involved, in that DM connects to no fewer than 
three important sources of information, highlighted in figure 1.7. In most real-world cases, 
this is never one database or even three, but a tangled network of web services (for example, 
going to the McDonald’s web site or web service) and logic (extracting closing hours from 
what's returned) that hopefully provides the necessary information. Even with much 
infrastructure built around making it easier to get at this information, it's often a weak point of 
a system since you probably won't be in control of all the access or content. 

• Application database: The source of information needed to answer the question. In this 
example, it's where you'd find information about closing hours for McDonald’s. The raw 
data source may come back with much more information, and DM will need to extract 
what's needed (closing hours) to craft the meaning of a sensible and informative 
response.  

• Conversation database: A data store that keeps track of the dialog context, what’s 
been going on in the current (or very recent) conversations with the voice system. It 
can be a formal database or simply in memory. For example, if your user asks, “Tell me 
a restaurant close to me that’s open now,” and McDonald’s is one result, the user might 
follow up with the question “What time does it close?” To be able to answer naturally, 
the system must remember that McDonald’s was the last restaurant in the dialog and 
provide a sensible answer accordingly. Humans do this all the time; the “it” in “What 
time does it close” is called anaphora, and it’s designed to replace “McDonald’s,” so 
people don’t have to keep saying the name of the restaurant. The conversation 
database is key to making anaphora work. No conversational dialog is natural without 
anaphora. 

• User database: Where information about the user is kept across multiple conversations. 
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The user database is the long-term context. It makes possible personalization; that is, 
knowing the user and responding appropriately. A voice system with personalization 
might respond to “What’s open now?” with a list of restaurants it knows the user likes. 
The user database might also track where the user is, to respond to “…close to me?” 
without having to ask. If the task involves payments or shopping or music streaming 
requests, the user's account information or access is needed. If something's missing, 
that also impacts the system's response. 

 
Figure 1.7 Data access components in a voice-first system: application, conversation, and user 
databases 

DM is often a weak point of today's more complex systems for a simple reason: it's hard to get 
right. It often involves interacting with information in "the outside world," such as external 
account access or meta data limitations, and current user context, such as user location, 
preceding dialogs, and even the precise wording of the utterance. DM is also the controller of 
any results that depend on what devices are available for the requested action, like turning 
something up. 

SUCCESS TIP 1.1 A detailed and accurate DM with functional links to external data sources and 

appropriate user data is your key to voice-first success and impressed users. Without it, your solution won't be 

able to respond in a natural conversational manner but will sound clunky, like it doesn't quite understand. 

Without it, you can't give your users what they ask for. If you master DM and create responses that capitalize 

on it, you'll create an impressive conversational voice-first system.  
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1.2.4 Natural-language generation 

Natural-language generation (NLG) takes the abstract meaning from DM and turns it into text 
that will be spoken in response to the user. In the pipeline, this is the fourth component in 
figure 1.8. In the example, your DM databases gave McDonald’s closing hours as "2300" so 
your NLG generates the text, “McDonald’s closes at 11 PM tonight.” Note how you convert 
“2300” to “11 PM” in the text; one of the functions of NLG is to turn formal or code-centric 
concepts into ones that are expected and understandable by the users. It's crucial for your 
voice system to sound natural, both for reasons of user satisfaction and for success. 
Unexpected or unclear system responses lead to user confusion and possibly responses your 
system can't handle. If your user population is general U.S. English speakers, you'd choose 
"11 PM"; if it's military, you might choose "2300 hours." 

 
Figure 1.8 Natural-language generation, or NLG, in a voice-first system 

It’s worth noting that NLG is not always a separate component of a voice system. In many 
systems, including those you’ll build here, language generation is built into dialog 
management, so that DM essentially provides the text of the response. We separate those 
functions here because it’s conceptually useful to think about systems as having text and 
meaning in, meaning and text out, and DM to bridge the two meanings. There are other 
systems, such as translation, that currently require separate NLG; the meanings are language-
independent, and you can imagine NLG and NLU being based on different languages. 

SUCCESS TIP 1.2 Treating the NLG as a separate component provides the flexibility to add other 

languages or even interaction modes without redoing your whole system from scratch. Even if you combine 

NLG and DM, get in the habit of separating abstract meaning from the resulting output and track both. 

©Manning Publications Co. We welcome reader comments about anything in the manuscript - other than typos and 
other simple mistakes. These will be cleaned up during production of the book by copyeditors and proofreaders. 

https://forums.manning.com/forums/voice-first-development

16

https://forums.manning.com/forums/voice-first-development


  

1.2.5 Text to speech 

There’s one last step in the pipeline; playing the audio of the response to the user. A verbal 
response can be prerecorded human speech or synthesized speech. Generating the response 
based on text is the role of text to speech (TTS), highlighted in figure 1.9. TTS is of course 
very language-dependent. TTS systems, or TTS “engines,” have separate models for not only 
each language, but also for different characters (male/female, older/child, and so on) in each 
language. The reason why you need separate models for each is that the highest-quality TTS, 
concatenative speech synthesizers, involves piecing together smaller segments of actual 
speech from a voice actor who actually reads the speech, and then smoothing out the 
transitions to make it sound natural. Creating these models is an expensive process and 
requires hundreds of hours of speech from the actor.  

The TTS component can involve looking up stored pre-generated TTS audio files or 
generating the response when needed. The choice depends on resources and needs. Cloud-
based TTS can use huge amounts of memory and CPU, so larger TTS models can be used with 
higher quality results but with a delay in response. On-device TTS uses smaller models 
because of limitations on memory and CPU on the device, so won't sound as good, but will 
respond very quickly and not need a connection to a cloud server.  

Today's TTS is almost indistinguishable from human speech (see sidebar). So why are 
many customer-facing voice systems still recording the phrases spoken by the system, instead 
of using TTS? Recording is a lot of effort, but still often provides the most natural output with 
the most control for stressing certain words or pronouncing names. For things like digits, 
dates, and times—and for example restaurant names — you'd need to record the pieces 
separately and string them together to provide the full output utterance. In the example, you 
might have separate audio prompts for “McDonald’s,” “closes at,” “11,” “PM,” and “tonight.” 
This is known as concatenative prompt recording, or CPR. Although we'll mainly assume TTS 
for output in this book, this last component is more general, and could be thought of as the 
"system verbal response." But there's no established acronym for that. :-) You'll learn more 
about CPR and the pros and cons of the different solutions later.  
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Figure 1.9 Text-to-speech or TTS, the final step in the pipeline of a voice-first system 

State-of-the-art in TTS: Indistinguishable from humans? 
As with all the other enabling core technologies, synthesized TTS has made great strides in the past few years. It has 
improved to the extent that a few years ago, the union representing voice actors recording audio books complained that 
the TTS on the Amazon Kindle was too good and might put them out of work! An exaggeration perhaps, but you know 
you’re making serious improvements in technology when this happens. Not only has the quality improved, but it’s also 
easier and faster to create new voices. 

In particular, WaveNet from Google DeepMind (https://deepmind.com/blog/wavenet-generative-model-raw-audio/) 
has been claimed to provide more natural-sounding TTS (as judged by human listeners) than existing TTS engines. It 
still requires hours of very high-quality studio recordings to get that result, but this is constantly improving. 

The improvements of TTS have (re)ignited a firestorm of social commentary around whether systems should be built 
that are indistinguishable from humans—moving closer to passing the Turing test, and forcing us to ask, “what's real?” 
in the audio world as in the past few years with images and video. The recent results are impressive, as judged by the 
Google Duplex demo at the 2018 Google I/O conference; you have to work to find where the virtual assistant’s voice 
does not sound mechanical. It even adds human-sounding “mm hmms,” which isn’t typically the domain of TTS but 
makes interactions sound more human. You'll learn more about the issues of this later. For now, suffice it to say that if 
people are asking if you should be doing something, there’s a good bet that you’ve achieved a certain level of success 
at doing it. 
 

Now you know the architecture and technology components of voice systems. Understanding 
what each component does and what the challenges and tradeoffs are help you understand 
limitations you encounter at each step and what your options are. Existing platforms for voice 
development are fairly complete for many uses, but as you build more complex systems, you'll 
find that you might not want to be shielded from some of the limitations each platform 
enforces. You could potentially modify any and all of the components and put together your 
own platform from separate modules.  
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So how difficult is each step and the end-to-end pipeline? In general, the further to the 
right in the voice pipeline diagrams, the harder the problem is. Not that STT and TTS aren't 
incredibly hard problems, but those areas have closer to human-level performance than NLU 
and NLG do. Fully understanding the meaning of a sentence from any speaker or crafting a 
natural-sounding response from an abstract representation of meaning, those are not solved 
problems yet today. Part of the problem is that NLU/NLG bridges the gap between words and 
meaning, and there's still less understanding at a theoretical level of “meaning.” The 
complexity of a complete model of human cognition and how people do it so well (or not) is 
hard to fathom and lacking in basically all voice systems, so any machines trying to emulate 
human behavior will be more of an approximation.  

Then there’s dialog. For NLU/NLG, you can get decent results; understanding the user's 
intent and generating a sentence that reflects its meaning without sounding completely 
computer-generated. But apply the same techniques to longer or more complex dialog with a 
back-and-forth between user and system, and it'll not be like two people in conversation. 
That’s because dialog reflects more than just the meaning of a sentence in isolation. It 
involves the meaning and intent of an entire conversation, whether it’s to get the balance of a 
bank account, or to find out where to eat dinner, or to share feelings that a sports team lost! 
It involves shared understanding of the world in general and the user's environment and 
emotional state in particular. It involves responding with appropriate certainty or emotion. 
These are the current frontiers of the field and will be a result of joint work across many fields 
including cognitive science, neuroscience, computer science, and psycholinguists.  

1.3 Introduction to the phases of voice-first development 
You don't need to focus on the cutting edge of voice research to soon realize the complexity 
involved. Most likely you'll need to work with a team of people with different strengths in order 
to succeed with voice-first development. You just learned about the technology involved in any 
voice-first development and you saw hints of the complexity involved in what seemed a fairly 
straightforward voice interaction. In this section you'll be introduced to a strategy that 
addresses this exact need. This will give you further understanding of why we later go into 
detail about how humans process voice and why you need to understand those details to use 
the technology to your advantage.  

Sometimes the analogy of building a house is used to illustrate what's involved in building 
a voice solution. Figure 1.10 shows a voice-first focused version of a common lifecycle 
diagram. Some of you might notice that this looks a bit like a classic waterfall process, with 
defined steps leading to the next, and where different people with different skill sets execute 
their part before handing it off, never to see it again. One valid criticism of waterfall is this 
“throw it over the wall” mentality, where the person doing step X need not worry about step 
X+1. Voice is one domain where this approach doesn't work well. The same is true for building 
a house. Your planner/architect needs to understand design and architecture to not propose 
something that'll fall down. Your designer should know about resources and regulations as well 
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as understanding what's feasible to build. Your builder needs to understand the design 
specification and use the right materials. And so on. To facilitate communication with the 
others and build a house people want to live in, each one needs to understand the others' 
tasks and challenges. At the same time, some tasks need to be further along than others 
before the latter start. That's the reason for the overlapping and connected blocks 
representing the Plan, Design, and Build phases. Think of it as a modified phased approach. 
Everything can't happen in parallel, some phasing is necessary. But the phases should overlap 
with a lot of communication across "borders." 

 
Figure 1.10 Modified application lifecycle process appropriate for voice-first development. 

What about Agile? 
So, if we agree waterfall-ish approaches can take a long time before actually seeing results in deployment, what about 
an agile process, which is designed to see results and iterate faster? After all, we do have that whole cycle from Assess 
back to Plan; isn’t that tailor-made for agile? 

We have no interest in getting into the near-religious war for-or-against Agile, but we'll be talking about 
interdependencies between steps, the need for detailed requirements discovery and design, and the benefits of 
extensive testing and gradually exposing the app to larger user populations. User stories is one of the tools we use too, 
but we base them on understanding what actual end users are likely to want, not a feature someone wants to 
incorporate without backing it up with data for why. You'll be introduced to how you can collect valid user data quickly 
and inexpensively. We don't directly address the time scale of each iteration. We only care that each step is well 
informed by other steps and that assessment is done appropriately in iterative steps. The “Assess” step in voice-first 
development relies on putting the app in the hands of actual users and observing behavior and results, which naturally 
takes time. And typically, the product owner won't want to take a potential hit in customer satisfaction while 
functionality is being iteratively added. You'll learn why it's hard to roll out one isolated feature at a time in voice. 
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1.3.1 Plan 

What’s the first thing you do if you're building a house? Pick up a hammer? Buy lumber? Pour 
concrete? No, no, and no. 

First, you figure out what you're building and why. How many stories? Where’s the 
kitchen? Closer, but even those questions must wait. First, some real basics: 

• Who's going to live in the house? How many people? How old are they? Young kids, 
roommates, extended families (there’s a reason they call a separate building the “in-
law unit”)? Any special needs? 

• What did they like about past residences? Do they plan to stay there long? Do they 
work from home? Have special collections? Like to cook, garden, throw parties?  

• What can be built here? What's the budget? Time line? Permit needs? 

Any architect worth his/her salt would ask all these questions before going to the drafting 
table, let alone get a crew of builders. So why wouldn't you plan your voice-first interaction 
before developing it? The bullet list questions have clear parallels in voice development. 
Understand the end user, the person who’s going to be interacting with the voice solution, as 
well as what any product owner is hoping to get out of it (Why are they building this?). Many 
times, if you do this right, you’ll actually learn quite a bit about the user that you and the 
product owner didn’t know (see the “What do you mean, cancel?” sidebar). The planning 
phase is so under-represented and ignored today in voice development that we dedicate a 
whole chapter to highlighting the core questions you should ask before you do any 
development. If you plan a one-story family home, you can't later build a 10-story apartment 
building on the same foundation. 

SUCCESS TIP 1.3 Be careful with your user story assumptions. We have seen too many examples of "As a 

user..." stories turning into implemented features where there was no true research and understanding of what 

the user actually wanted or needed. If a consultant or customer tells you something about users, find out what 

that's based on beyond wishful thinking, self-as-user, or potentially misleading statistics.  

1.3.2 Design 

The needs and wants of the inhabitants will influence many design decisions: is there a formal 
living room or not, a mudroom or not, a multi-car garage or not. The same size house could 
have different number of rooms and one or multiple stories. Those are fairly individual choices, 
within a common range. But building a house with 10 stories and one room on each level, or 
with the garage between the kitchen and dining room is not recommended without a really 
good special reason. And although the architect won't typically worry about what color the 
bathroom gets painted, it may be important to know that it'll get painted so that the wall isn't 
the wrong surface. Architecture versus interior design; different but related 

What about the voice-first design? Teaching how the plan is best converted into design and 
implementation is of course a core focus of this book, but here's a sample: 
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• What functionality are you offering? (What can the user do?) What happens when users 
ask for something outside that functionality?  

• How are you organizing the functionality? Menus of options? If so, which option comes 
first? If not, how can you make sure users know what to do? Do users make one 
request or several in a row? This is a little bit like the flow of the house; you could put 
the laundry room next to the front door, but you probably wouldn’t. You want the most 
used functionality easily accessible, and the less used not as prominent (but still easily 
available). 

• Will you allow natural language, the ability to ask for a request very naturally, with a 
prompt like “What would you like to do?” as opposed to “Please say A, B, or C.” 

• What specifically does your system “say” to the user at each point in the dialog? Does 
your voice application have some particular style or personality? Why are you choosing 
that persona? How will users react to it, and why? 

• What do you expect the user to say at each point in the dialog? How do you know what 
they'll say so it's handled? How will they know what to say? 

• Are you using recorded system phrases (if so, recorded by whom) or text-to-speech (if 
so, using what voice)? Is that easily available? Expensive? Are names pronounced well? 
How do you change and add phrases quickly? 

• What happens when the system does not “understand” the user? This will happen. How 
will users get back on track and not get frustrated? 

• What happens when the user says nothing? This will also happen. Do you keep asking 
them to say something? Do they have to start over if they time out? 

• Are the design choices in line with what your chosen technology can do? Any plan can 
result in multiple designs, but if some part of your platform or pipeline can't provide 
some piece of meta data to work well, you need another design choice. 

For a house, the output of the design phase is typically a set of blueprints and/or other 
documents that essentially allow the builders and trades folk to put the house together. For 
voice, detailed design decisions go into a VUI Specification; later you'll learn more about 
options for creating these specs. You don’t necessarily need to be overly formal; that depends 
on your situation. If you're creating a solution for external clients or with a larger team, you'll 
all need something tangible to review. But to be honest, even if you work with just one or two 
others, or if there's any level of complexity to what you're building, you'll find out that it's still 
very useful to have something to drive the build process other than what’s only in your head. 
There're also different aspects of design; user experience is more like architecture versus 
detailed design is more like interior design, as you'll see later.  

SUCCESS TIP 1.4 Not all design is the same. If you're building a device that uses voice and also has a 

physical shape, your device's industrial design needs to not just look great but also function well for voice 

input/output. Does the shape of the device encourage users to speak to where the microphone is located, or 

are they covering up the input with their hand or with stuff? Are lights not only pleasant to look at but also 
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indicating meaningfully whether the device is listening or not? All aspects of design will matter, don't forget 

one to focus only on another. 

You'll learn things during design that weren't clear during planning. Sometimes you'll find out 
that the answers you got were incorrect, sometimes that you didn't ask all the questions you 
should have. If that happens, you have to guess, use knowledge from other VUI designs, or 
dip back into planning.  

1.3.3 Build 

You’ve got the blueprints, now pick up the hammer and the saw and build that house!  
One of the first choices to make for your voice-first development is what platform to use. 

solution This may not really be a choice at all; you or someone else may have said “we need 
an Alexa skill to do X.” The choice might be a smart speaker assistant like Alexa/Echo, Google 
Assistant/Home, a mobile voice app, a phone-based IVR, a stand-alone device built from 
scratch, or something else. Again, much of what you learn in this book is agnostic enough to 
apply across platforms and devices, and when there are platform dependencies, you'll learn 
about those. Along with the platform comes a set of tools. In many cases you’ll probably use 
those tools. Later, you'll learn about when those tools are great, and when they push against 
the limits of what you might need to do.  

You'll find that the VUI specification has errors, or things that are unclear, or it's missing 
use cases that need to be handle. Maybe design didn't get all the answers from planning. So 
now you either implement your best guess, or revisit earlier decisions to make changes. What 
if you already built something that now has to be changed? Obviously not having the right 
plan can get expensive, whether tearing down the bathroom walls or redoing code. But it 
won't get easier to fix if you wait. 

1.3.4 Test 

The next big step is testing and verifying. Different types of testing and verifying obviously 
apply to house building and voice development, but the concept is the same. Does it work to 
spec? Is it safe? Voice has an extra level of complexity: users most likely didn't have direct 
say in the specification, and the solution has to work for many people, not just one household. 

Most tools have simulation environments where you can test a phrase, either via text or 
voice, and see if it does what you expect. But that's only one aspect of testing. It’s common to 
do some very initial testing to validate whether users respond with the words and phrases you 
think they will (they often don’t!). This can impact the flow of the dialog. You'll benefit greatly 
from letting some potential actual users try what you created, the earlier the better, and see if 
their requests are handled as both you and they expect.  

The different types of voice testing, how to perform them and what they can tell you, is 
another under-represented aspect of voice-first development today, which is why we focus on 
several types of testing.  
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1.3.5 Deploy & Assess 

Great, you've tested what you created, and it performs well, so now you just “push the 
button” to deploy the app and consider it done, right? 

No, you don’t want to do that. The main reason is the need to iterate, the assess/repeat 
notion that we’ve talked about. There’s always something that can be improved, and when live 
users have never before interacted with your voice-first solution, there’s likely a lot that can 
be improved. One possibility is to expose only a small portion of the user population at first, 
then do your assess/repeat cycle. Sometimes you just flip the proverbial coin to decide which 
users go first, sometimes you pick more deliberately.  

From the voice trenches: There’s always something 
Between the two of us, we’ve probably worked on close to 100 Voice engagements and products ranging from the very 
simple like we’re about to discuss, to complex behemoths that process tens of thousands of calls per day for very large 
clients. 

We're usually able to explain to our client that we want one or sometimes two pilot phases of the app before rolling 
it out to full production. Sometimes we’d get pushback and ultimately, we were able to argue for some phased rollout. 
But there were those cases where, either because of client demands (i.e., “Haven’t you done this before? Don’t you 
know exactly what's going to happen?”) or absolutely immovable time constraints, we had to go 100% on Day 1.  

If the goal is good end user experience, clients getting the benefits of the app, and you staying sane, we don’t 
recommend this. There’s always something; we can safely say that there’s never been a situation where, after 
assessment, there was just nothing to do to make the app better. What we usually did in this case was had in place a 
mechanism to do very quick assessment/repeating, so that even though we were at 100%, we turned around changes 
pretty fast, sometimes within days. The client has to be ready for this, too  

And here’s another lesson; yes, we had done this before, and still no, we did not know exactly what was going to 
happen. Each voice implementation is different, users are different, expectations are different. A good thing to keep in 
mind. 
 

Your voice-first solution is deployed, and you have users! That’s a very exciting time. It’s also 
(at least should be) one of the most unnerving times. You want the end product to be great 
and useful. But is it? How do you know? 

This is where the assessment phase comes in. You want to monitor every available aspect 
of the application behavior. This could include analyzing the text interpretations of what 
people are saying (since speech recognition is imperfect, you're actually looking at hypotheses 
of what the system "thinks" people are saying). It could involve listening to the raw utterances 
to find out what users are really saying, and how they're saying it. There’s a difference 
between a cheery “Yes!” from an excited user who got what they needed, and a rather 
annoyed “YES” when you’ve asked the user to confirm the same thing three times. There's 
listening to entire user conversations end-to-end to explore weird timings, latency, noise, and 
many other things. And that’s from a qualitative perspective. There are also loads of statistics 
that tell a story if you know what to look for; what users are asking for, how long it takes to 
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perform a transaction, how often the speech recognizer is returning the right answer, how 
often users have to rephrase and try again, and so on.  

Basically, you want to learn about anything you could do to improve the app, from re-
visiting requirements, re-thinking design, adding more phrases, anything.  

1.3.6 Iterate 

Once you’ve learned what can be improved, you make the changes. Updated requirements, 
tweaked design, more phrases for training, and so on. 

How often do you repeat? Forever? Well, no. For a decent-sized business-grade 
deployment, try to get one or two pilots before full 100% rollout, followed by another iteration 
after rollout. Finally, revisiting performance and doing another iteration on a quarterly basis (if 
things are changing rapidly) or a yearly basis is a very good idea, if only because your user 
population or business environment change constantly in ways that may not be obvious. It's 
particularly important to check if things are still OK after any known big change in either user 
base (maybe you've just had a merger adding new customers who use different terminology 
or come from a different background) or business (maybe you’ve just added a new product or 
hiked your prices; see the “What do you mean, cancel?” sidebar). Granted, these are 
guidelines for industrial-strength voice apps that could process tens of thousands of users a 
day; a smart home assistant app will likely not do that.  

From the voice trenches: What do you mean, cancel? 
An application we worked on a very prominent client started “by the book,” by figuring out what the functionality should 
be, and how often users will want to do this-or-that. 

Where did we get that information from? By interviewing and having meetings with the client’s customer service and 
marketing folks. One of the things not in the original requirements was the functionality of cancelling an account. We 
said many times “are you sure?” about leaving out that functionality, mostly because we’ve seen it needed in countless 
apps that came before. But the client was adamant, and of course they’re paying the bills! 

You can guess what happened when we deployed the app. Twenty-five percent of the requests were for cancelling 
accounts! We were actually well prepared to do a very quick change adding account cancelation handling - we knew 
this would happen, having done this type of work many times before. 

We’re not picking on those who insisted that we didn’t need to cover cancelling accounts. The point is that when you 
deploy Voice, you stand to learn a great deal about what your customers and users want to do! Sometimes these 
discoveries are surprising and uncomfortable, as this one was. Usually they’re not as dramatic. 

Lesson learned: as you assess how your app is performing and listen to what users are saying, you can learn a lot, 
and you must be open to revisiting what the app needs to do. That often means going all the way back to the beginning. 
 

1.4 Hope is not a strategy – but to plan & execute is 
There are lots of books, web pages, and online courses on how to build Alexa skills or chatbots 
and so on. Why add another book? 
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Most resources on voice app creation focus on the building aspect, probably with 
Alexa/Echo or Google Home, with some hint to design, but not really very much on planning, 
testing, deploying, or assessing, and not a whole lot of how to iterate. Also missing is an 
emphasis on the interrelationships of these steps; designers and developers are kept too far 
from each other with the apparent assumption that their tasks are easily separated. That's a 
mistake. 

Many of the tools/frameworks promise to “take care of” issues that should be addressed 
during planning and design. We aim for a more complete and balanced approach that includes 
all the phases important to successful voice-first development. If there's one thing we've 
learned from our years working in this field it's that nothing happens in a vacuum. The most 
successful voice implementations are created by those who understand not just the How of 
one portion of the work, but also the Why of each. 

Claim: As a developer, I have all the tools I need to create my voice app 
Reality: Technically, maybe you do. Some of the tools out there are outstanding, and we wish we had had some of this 
functionality as we were building those IVRs over the past 20 years. But even those tools have limits, as you’ll see. 

You'll see that tools are only one thing. They can certainly enable a broader population to build apps. But having the 
best high-tech hammer that ensures that you cannot possible mess up the nail, or bash your thumb, does not solve all 
your problems. It makes it easier to build something, but we want you to build something great. 
 

You're probably thinking, “Wow, this all sounds like a lot of work and extra steps, why should I 
do all this?” You certainly can build something without worrying about the details. There are 
books and web pages that explain the steps of using one of the great tools out there, so you 
can “build an app in 5 minutes” (okay, maybe 15). But will it be a great app? Will users want 
to use it? Once they do use it, will they get what they want? Will it be a good experience? This 
book focuses on teaching you how to build those great solutions. All these additional phases, 
the planning, testing, deploying, assessing, and repeating, are geared toward ensuring 
success for any task on any platform, but especially the more complex tasks. Remember our 
house? This strategy is built on the fundamental notion that it’s not enough to pick up a 
hammer, drive some nails in (maybe after reading how to use a hammer), and hope that the 
resulting house will have happy inhabitants. You need to make sure it’s a good house: not 
only a house that won't fall down, but one that's functional and aesthetically pleasing, bottom 
line, a house that someone wants to live in! 

Claim: Voice is the only interface people will use in the future 
Reality: "To the man with a hammer, everything looks like a nail." It's perfectly natural to be excited about something 
new and get swept away on clouds of promises. It happens to us too. And we've seen it: the most well-meaning of sales 
person convincing a customer that Voice is the one solution for all users and use cases. Sadly, perhaps, that's just not 
true for several reasons we'll explore starting in the next chapter. 
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If your users need to enter a credit card number while on a bus, guess what? Voice is not the right thing. Digit entry 
is fine with keypads, and of course there's the privacy issue. But if they're driving and need to enter a phone number, 
voice is a great option.  

The point is, voice is an interaction modality, a means to an end. There are many modalities that can allow your user 
to get something done, make sure you’re implementing the right one in the right way. Think about the user, and what 
their best way is to do a task in different environments. Voice is unlikely to be the answer for all users at all times. If you 
want to create something other people want to use, don't ask "What can I build with voice?" but rather "What task can 
be solved better with voice?"  
 

We're covering a lot of ground in this book but don't be overwhelmed looking through the 
Table of Contents. You won't always need to handle everything we cover yourself, far from it. 
Because you're already beginning to appreciate the value of understanding all interconnected 
aspects of voice-first development, whether you're on a team or working alone. The 
foundational background wraps up in the next chapter, where you learn what's special about 
spoken language, how speech is processed by humans and computers, and why some things 
are harder than others.  

1.5 Summary 
In this chapter, you learned: 

• How many common claims about voice are based on misconceptions and an 
introduction to how to avoid the pitfalls those misconceptions can lead to 

• That even though spoken and written communication may have the same goals, they 
also differ from each other in fundamental ways that are crucial to handle in voice-first 
development and conversational dialog 

• That incorporating aspects of both agile sprint and waterfall approaches and iterating at 
all stages of voice development leads to successful deployments thanks to the 
interconnectivity of voice processing components 

• That understanding can fail at every step of processing with potential consequences at 
every other step 

• How creating a great voice application is more than just building and designing, you 
also need to plan, design, build, test, deploy, and assess 
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