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5 

Business-oriented 
programming

This chapter covers

• Writing programs for the real world

• Interacting with existing systems

• How to handle errors in your program

In this chapter, we’re going to take a look at how Python can be used in
the real world to help you to do your job better and faster. As a sample
project, you’ll take some stock data from a web page on the internet,
extract the figures you’re interested in, and then see how you can make
use of that data, report on it, and send those reports to interested parties.
To make your life easier, all of this will be written so it’s easy to automate.

One of the critical tasks facing many programmers and system adminis-
trators is to make many different systems talk to each other. You might
need to do the following:

❂ Read some data from one system
❂ Compare it with the results from a second
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❂ Check that both of them make sense (often referred to as a sanity
check)

❂ Save the results for later use 
❂ Email relevant people with a report about what you found or any

problems you encountered

People are depending on the information from these systems, so what-
ever you write has to be robust. You can’t try something and hope for
the best. Sound daunting? Don’t worry—Python is at its heart a prac-
tical language, and has a number of features and library modules to
make interfacing with the real world and all of its quirks much easier. 

WHY AUTOMATE? The more selfish reason for wanting to automate is that
once you’ve set up your program, you don’t have to
worry about it anymore, which frees you up to think
about more important and interesting things.

You’ll start by building your reporting program, and then we’ll look
at what steps you can take to anticipate errors and make the program
bulletproof.

Making programs talk to each other
How do you make programs talk to each other? Typically, programs
will have some sort of data input and output, so integrating two pro-
grams is normally a question of taking the output of one program, read-
ing its data, and then presenting that data in a format that the second
program will understand. Ultimately, you can chain lots of different
programs together with Python acting as an interpreter. The system
you’ll be building looks something like figure 5.1.

Programs for tasks like this are normally referred to as glue code,
because you’re gluing two or more programs together into one system.

Email

Figure 5.1 Python as a glue 
language, helping other pro-
grams “talk” to each other
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THIS IS IMPORTANT. THE BOSS 
IS ON HOLIDAY IN THE 
BAHAMAS, BUT HE WANTS 
REGULAR UPDATES FROM 
THE NEW ACCOUNTING 
SYSTEM. THE BAHAMAS, EH?

CSV to the rescue!
The process of gluing programs together is
much easier if you have a common data for-
mat—a data “language” that all of the pro-
grams in question speak. The format that’s
closest to being a lingua franca of data
exchange is the humble comma-separated
value (CSV) file, which is a simple spread-
sheet format consisting of a header line and a
number of rows afterward. The items on the
rows are separated by commas, hence the term comma-separated value.
Some CSV files will use other character values, such as tabs, to sepa-
rate their values, but the principle is the same.

There are many advantages to using CSV files. CSV is a simple and
straightforward format, which is important when developing or debug-
ging your system. If you run into problems, you can read the file in a
text editor. Most programming languages will have a library to read
and write CSV, and a lot of programs also use CSV as an import or
export format, so you can reuse all the routines you write for one pro-
gram on the next one. Finally, it also maps reasonably well onto most
data—you can even think of it as an SQL table—so it’s generally useful
in most cases.

A nice feature of using CSV is that most spreadsheet programs, such as
Excel, can import it easily, and you can then use them to generate
graphs or color-coded charts. An important warning, though: many
spreadsheet programs will convert data
into their internal formats when they
import, which means your data may get
silently corrupted. This is particularly
important for anything that looks like a
date, or a string that looks like a number.
An employee ID of 00073261, for exam-
ple, would get converted to the number
73,261. Wherever possible, it’s best to use
Excel to view data and consider any data

HELLO, SID. I HAVE A 
LITTLE JOB FOR YOU …

COULDN'T IT WAIT 
UNTIL AT LEAST 
AFTER MY MORNING 
COFFEE?
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that it outputs as tainted. Don’t use it for any further work—just the
original CSV file.

TIP If you need to get work done quickly, it’s often quicker to build on
systems that already exist. Python will let you email a report from
one system to your program, along with some data from a web page,
and dump it into a CSV file or database.

Other formats
In addition to CSV, Python has libraries to read many other formats, all
of which can be used in data exchange in some way. Here’s a quick list
of the most common ones; many others are available either in Python’s
standard library or as add-on packages you can install.

HTML

You might not realize it, but HTML is a data format, and most pro-
gramming languages have libraries that let you write programs that
behave as if they were web browsers, reading HTML and posting data
back via HTTP, POST, or GET requests. Python has several libraries
available to download and interpret web pages and send data back in
this way. In the next section, we’ll look at how you can download a web
page using Python’s built-in urllib library and then extract stock prices
from it using an add-on module called Beautiful Soup.

JSON, YAML, AND MICROFORMATS

If you need more structured data, such as a nested tree or a network of
object, then CSV might not be the best fit. Other formats, such as
JSON and YAML, are more general.

SQLITE

If you might be upgrading your data storage to a database or you need
your data access to be fast, then you might want to consider SQLite,
which is included in the Python standard library as of version 2.6. It
provides a subset of the SQL commands that you would expect to find
in databases such as MySQL or PostgreSQL, and saves its data to a
local file. Many programs such as Mozilla, Skype, and the iPhone use
SQLite as a data-storage format.
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MAILBOXES (MBOX)

Python is also capable of reading most com-
mon mailbox formats, such as mbox and
maildir, and parsing the messages within
them, including extracting attachments and
reading multipart MIME messages. Any-
thing you receive via email can be read,
interpreted, and acted on. Python is also
capable of acting as a normal mail reader,
via add-on libraries like getmail, and can
send emails back out via SMTP.

XML

Python supports reading, writing, and parsing XML files, as well as
XML Remote Procedure Call (XMLRPC) services. The latest version
of Python, version 2.6, includes ElementTree, which is an easy and
powerful library for dealing with XML.

Any program you need to interface with will have its own way of doing
things, so it’s important to know what libraries are available to output
the formats the program wants, and, conversely, to read in the formats
it outputs. Fortunately, Python can handle a wide variety of formats
very easily. Let’s move on and take a look at the tools you’ll be using in
this chapter.

Getting started
Your first task is to look at the data that’s exported by the program you
want to interface with. In this case, you’d like to interface with Yahoo’s
stock-tracking site, which you can access at http://finance.yahoo.com/
q?s=GOOG, and report on some of the statistics of the stock price over
time. That link gives you the results for Google, but feel free to pick a
different one, such as IBM or AAPL (Apple). You might be called on to
interface with an entirely different site, but the general principles here
will hold. You’ll be using two main tools when parsing: Beautiful Soup,
to let Python read HTML, and Firebug, to help you inspect the site’s
HTML and figure out which elements you want to extract.

I'M TOLD THAT IT'S 
POSSIBLE FOR YOU TO 
WRITE AN EMAIL PROGRAM 
TO DO THIS 
FOR US … FINE. I'LL GET 

PITR AND GREG 
TO LOOK AT IT.

http://finance.yahoo.com/q?s=GOOG
http://finance.yahoo.com/q?s=GOOG
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HI PITR. SID SAYS THAT I'M 
HELPING YOU WITH AN EMAIL 
SCRIPT OR SOMETHING. 
WHERE DO WE START?
FIRST TO BE LEARNINK 
ABOUT OUR FOE.

UH, OUR FOE?

Installing Beautiful Soup
Beautiful Soup is a Python library that’s designed to be easy to use, but
it also handles a wide variety of HTML markup, including “pathologi-
cally bad” markup. Often, you won’t have a choice about which page
you want to scrape, so it pays to pick a library like Beautiful Soup that
isn’t too fussy about the HTML it’s given.

Beautiful Soup is available from www.crummy.com/software/
BeautifulSoup/. To install it, download the file to your desktop and
unzip it; then, from within a command prompt window, cd into the
directory and run python setup.py install. If you’re on Linux or Mac,
you’ll need to prefix this with sudo; and if you use Windows, you’ll need
to run the terminal application with administrator privileges. Beautiful
Soup will then install itself into Python’s site-packages folder so you
can use it from anywhere. To make sure it’s installed properly, open a
Python command prompt and type import BeautifulSoup. If there’s no
error, you’re good to go! 

Installing Firefox and Firebug
The other tool you need is Firefox, which is a more open and
standards-compliant browser than Internet Explorer. That will help
you when you’re looking at the code of web pages. You can get Firefox
from http://getfirefox.com/. 

Firebug provides a lot of extra development features for the Firefox
web browser. It isn’t essential for your task, but it does make interact-
ing with the HTML of web pages a lot easier. You can download it by
visiting http://getfirebug.com/ in Firefox and
clicking the big Install Firebug button. You
might need to change your settings to allow
Firefox to install from that particular site, but
other than that, everything should be auto-
matic. When you’re done and Firefox has
restarted, you’ll see a small bug icon in the
lower-right corner of your Firefox window,
and you’ll have extra options when you right-
click some elements of your page.

www.crummy.com/software/BeautifulSoup/
www.crummy.com/software/BeautifulSoup/
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Examining the page
Now that you’ve got Firebug installed, you can look at the elements
you’d like to be able to export in your Python script. If you right-click
a section of one of Yahoo’s finance pages, such as the title of the stock,
and select Inspect Element, the bottom half of the window should open
and show you the HTML corresponding to the title. It will be some-
thing like

<div class="yfi_quote_summary">
    <div class="hd">
[<div class=”title”>]
<h2>Google Inc.</h2>
        <span>(NasdaqGS: GOOG)</span>
    </div>
    ...
<div>

Figure 5.2 shows what it looks like in my browser.

Figure 5.2 Examining elements using Firebug
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You can use a similar process when examining other elements of the
page to find out what their HTML looks like. If you’re not sure which
parts of the HTML correspond to particular elements of the page, you
can hover your mouse over either the HTML or the element you’re
interested in. Firebug will highlight the relevant sections of the page, as
you can see in figure 5.3.

Now that you know how to use Firebug to
examine a page and find the elements you’re
looking for, extracting data from the HTML
will be a lot easier. 

Downloading the page with Python
You’ll start out by downloading the entire
page using Python’s urllib2 module, as
shown in the following listing. You’ll do this

Figure 5.3 Using Firebug with highlighting

WELL, ACCORDING TO THEIR 
WEBSITE, THEIR SYSTEM 
COMBINES SEVERAL BEST-
OF-BREED SYSTEMS INTO A 
DYNAMIC WHOLE.

MEANS IS HAVINK TO 
INTEGRATE MANY 
CRAPPY SCHLOTKAS 
AT SAME TIME.
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by writing a function that will return the HTML code for any stock
page you name. This will be an easily reusable function that you can
paste directly into the final script.

Listing 5.1 Downloading a web page

import urllib2

def get_stock_html(ticker_name):
    opener = urllib2.build_opener(       
            urllib2.HTTPRedirectHandler(),     
            urllib2.HTTPHandler(debuglevel=0),  
        )
    opener.addheaders = [                     
        ('User-agent',                                 
         "Mozilla/4.0 (compatible; MSIE 7.0; "     
         "Windows NT 5.1; .NET CLR 2.0.50727; "    
         ".NET CLR 3.0.4506.2152; .NET CLR 3.5.30729)")   
    ]                                       
    
    url = "http://finance.yahoo.com/q?s=" + ticker_name 
    response = opener.open(url)                 
    return ''.join(response.readlines())    
    
if __name__ == '__main__':                 
    print get_stock_html('GOOG')    

urllib uses opener objects to read web pages.
Here, you’re creating one b and feeding it
two handlers, which are objects that handle
certain types of HTTP responses from the
web server. HTTPRedirectHandler will automati-
cally follow redirects, so if a page has moved
temporarily, you don’t have to worry about
writing code to follow it. HTTPHandler will read
any web pages that are returned.

Unfortunately, some websites like to block automated agents like this,
so to be on the safe side you’re being sneaky here and setting the user
agent you send to the server so you appear to be a completely different

Create opener 
object

b

Add headers 
to request

c

Read web 
page with 
opener

d

Call functione

THEY ALSO SAY THAT 
THEY HAVE A CS-XML 
EXPORT FUNCTION. MAYBE 
WE COULD USE THAT.

COMMA-
SEPARATED 
XML.

NYET! NYET! 
IS NOT 
POSSIBLE!

CS-XML?
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web browser c. In this case, you’re pretending to be Internet Explorer
7 running on Windows XP. You can find other user agent strings by
doing a web search for “user agent strings.”

Now all you need to do to be able to read a web page is call the opener’s
open() method with a URL d. That method returns a file-like object that
which responds exactly like an open file, so you can get the text of the
web page by calling readlines() and joining its response together.

It’s easy to call the function now e, and all the tricky urllib parts are
hidden away. If you run this script, it will print out the entire contents
of the http://finance.yahoo.com/q?s=GOOG page on the screen.

NOTE In Python 3.0, the urllib, urllib2, urlparse, and robotparse modules
have all been merged into urllib, and several improvements have been
made. The methods you’re using here have been moved into the
urllib.request module, but other than that, they’re the same.

The entire content of the page is a little much for what you’re trying to
do. You’re only interested in the part that has the stock price. You need
to limit the result to the section of the page you’re interested in. 

Chopping out the bit you need
Let’s get your feet wet with Beautiful Soup and parse out only the
quote element you’re interested in and print it. Once you’ve done that,
you can start pulling out individual elements for the final output.

Most of the time, you can simplify your parsing by looking for land-
marks in the web page’s HTML. Normally there will be ID and class
attributes that you can use to pinpoint a particular section and then
narrow down your search from there. In this case, it looks like there’s a
<div> element with a class of yfi_quote_summary that contains all the
information you need. The following listing features a function that
uses Beautiful Soup to pull only that section out of your stock page.

Listing 5.2 Finding the quote section

from BeautifulSoup import BeautifulSoup
...
def find_quote_section(html):



Downloading the page with Python 153

    soup = BeautifulSoup(html)  
    quote = soup.find('div',                     
              attrs={'class': 'yfi_quote_summary'})
    return quote
    
if __name__ == '__main__':                 
    html = get_stock_html('GOOG')               
    print find_quote_section(html)  

The first thing you need to do when parsing
HTML is to create a Beautiful Soup object
b. This object looks at all of the HTML it’s
fed and provides lots of methods for you to
examine, search through, and navigate it.

The soup object provides a find() method,
which can quickly search through the
HTML. Here, you’re finding all the <div>
elements that also have a class of
yfi_quote_summary c. The find() command returns the first element it
finds that matches the criteria, but as another soup object, so you can
perform further searching if you need to.

As a shortcut, if you print a soup object d it will return a string contain-
ing its HTML. In your case, this is exactly what you’re looking for—the
HTML of the yfi_quote_summary <div>.

If you run this script, it should print out a much shorter piece of
HTML, which is the quote section you’re looking for. You should be
able to see some sections like the stock name and price, and some of the
other <div> elements. Let’s now add another function that will take the
soup object for the summary <div> and produce more meaningful data.

Adding extra information
Now that you have the smaller section of HTML, you can examine it fur-
ther and pull out the specific parts you need. The find() command will
return another soup object, so you don’t have to worry about parsing it
again—you can call the find() method on the results to extract the data

Create parse objectb
Find yfi_quote_
summary element

c

Print 
quote_section

d

HOW'S THE INTEGRATION 
COMING ALONG?

CS-XML?
AH. SO THAT'S 
WHAT PITR 
WAS CRYING 
ABOUT.

COMMA-
SEPARATED 
XML.

WELL, NOW THAT WE HAVE 
THE CS-XML PARSER …



154 CHAPTER 5 Business-oriented programming

you need. The following listing shows a function that uses a number of
find() calls to build a dictionary of data from your stock page.

Listing 5.3 Extracting the data for the stock

def parse_stock_html(html, ticker_name):
    quote = find_quote_section(html)
    result = {}
    tick = ticker_name.lower()                                  
    
    # <h2>Google Inc.</h2>   
    result['stock_name'] = quote.find('h2').contents[0]
    
    ### After hours values
    # <span id="yfs_l91_goog">329.94</span>  
    result['ah_price'] = quote.find('span',  
        attrs={'id': 'yfs_l91_'+tick}).string  
    
    # <span id="yfs_z08_goog">             
    #    <span class="yfi-price-change-down">0.22</span>
    result['ah_change'] = (quote.find(             
        attrs={'id': 'yfs_z08_'+tick}).contents[1]) 
    
    ### Current values
    # <span id="yfs_l10_goog">330.16</span>
    result['last_trade'] = quote.find(
        'span', attrs={'id': 'yfs_l10_'+tick}).string
    
    # <span id="yfs_c10_goog" class="yfi_quote_price">
    #    <span class="yfi-price-change-down">1.06</span>
    def is_price_change(value):            
        return (value is not None and     
            value.strip().lower()           
                 .startswith('yfi-price-change'))
            

    result['change'] = (                          
        quote.find(attrs={'id': 'yfs_c10_'+tick})     
             .find(attrs={'class': is_price_change})   
             .string)                               

    return result

if __name__ == '__main__':
    html = get_stock_html('GOOG')
    print parse_stock_html(html, 'GOOG')

Include elements 
as comments

b
Simple findc

More involved 
find

d

Differences
between 
Beautiful 
Soup and 
Firebug

e

Function to
locate elements

f

Use functiong
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Does this look familiar? It’s the old divide-and-conquer strategy again:
write something simple that works, and then refine it a bit at a time
until you have the data you need.

You might find it helpful to include the HTML you’re trying to match
as comments, like b. It saves switching back and forth between your
editor window and your web browser to remind yourself what the
HTML looks like.

Next, you run a simple find over your quote summary to find the first
h2 element c. Once you’ve done that, you get the first element from the
.contents attribute, which in this case will be the name of your stock.
The .contents attribute returns all the sub-elements within a particular
element as a list of soup objects.

Notice that in the HTML, the IDs you’re
looking for are named after the company.
That’s not much of a problem, because you
can pass in the ticker name and make it low-
ercase d. You’re also using the .string

method. If you’re certain there will only ever
be one text node within your search results,
you can use the .string shortcut, which will
return that node as text.

If you have a close look at the search here and the corresponding
HTML in Firebug e, you might notice they’re different. The code
seems to be ignoring the extra span you can see in the browser. The
answer is that sometimes, when HTML is invalid, Firebug will insert
extra elements to make the HTML code valid. That’s not a problem for
Beautiful Soup, though, which returns both the image and text as two
elements. If in doubt, you can always view the source of the page from
the browser itself and search for the ID or class of the element to see
the HTML exactly as you received it from the server.

If you need more flexibility in how you search, then another way you
can use Beautiful Soup’s find() method is to use a function instead of a
string f. Beautiful Soup will feed the function the attribute name—if
the function returns True, then the element is included.

SO NOW THAT WE HAVE THAT, 
ALL WE NEED TO DO IS PASS 
IT TO EXCEL FOR 
CALCULATIONS, THEN WRITE IT 
OUT TO PLAIN TEXT, AND 
EMAIL IT OFF TO THE BOSS'S 
IPHONE. I'M SURE 

PITR WILL 
BE HAPPY 
IT'S ALMOST 
OVER.
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Using the function from f when searching is easy: just use the func-
tion g instead of the string. In this section you’re also chaining find()
calls together. The first find() looks for elements with an ID of
yfs_c10_goog and returns another Beautiful Soup object, which you use
to immediately run another find() command. The whole set of calls is
contained in brackets so you can wrap it over multiple lines and make
it easier to understand.

You can continue in this vein until you’ve extracted all the data you
need from the page. Be careful that your parsing doesn’t grow too
unwieldy. If it does, you may want to consider breaking parse_

stock_html into functions, one per data value, and looping over a dic-
tionary of data value names and functions when you’re parsing:

parse_items = {'stock_name': parse_stock_name,
               'ah_price':   parse_ah_price, ... }

Caveats for web scraping
Although reading data directly from the web is a useful tool, it’s not
without its drawbacks. The main issue is that web pages change fre-
quently, and your parsing code may need to change with it. You can
lessen the risk somewhat by focusing on the elements of the page least
likely to change, such as ID or class variables, but you’re still at the
mercy of whoever creates the page. If at all possible, it’s usually much
better in the long term if you can rely on official channels, such as a
published API for accessing data, rather than doing it all yourself.
Later, we’ll look at strategies for dealing with failures in your script and
how you can mitigate them.

But first, you need to add some complexity to your tool.

Writing out to a CSV file
An individual stock price isn’t useful. To make any recommendations
about whether it’s good to buy or sell, or what the stock is likely to do
in the future, you’d like some history of the stock price and its move-
ment. That means you need to save the data you’ve just read so you can
use it again in future. As we said in the section “CSV to the rescue!,”
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the most common data format is a CSV file. The following listing will
save your results dictionary to a row in a CSV file.

Listing 5.4 Writing a CSV file

import csv
import time
import os

field_order = ['date', 'last_trade', 'change', 
               'ah_price', 'ah_change']      
fields = {'date' : 'Date',                 
          'last_trade' : 'Last Trade',   
          'change' : 'Change',               
          'ah_price' : 'After Hours Price',   
          'ah_change' : 'After Hours Change'} 

def write_row(ticker_name, stock_values):
    file_name = "stocktracker-" + ticker_name + ".csv"
    if os.access(file_name, os.F_OK):      
        file_mode = 'ab'              
    else:                                
        file_mode = 'wb'            

    csv_writer = csv.DictWriter(    
        open(file_name, file_mode),      
        fieldnames=field_order,       
        extrasaction='ignore')        
        
    if file_mode == 'wb':              
        csv_writer.writerow(fields)      
    csv_writer.writerow(stock_values)    
    
    

if __name__ == '__main__':
    html = get_stock_html('GOOG')
    stock = parse_stock_html(html)
    stock['date'] = time.strftime("%Y-%m-%d %H:%M")
    write_row('GOOG', stock)
    print stock

Before you start creating your CSV file, you need to know which key-
value pairs in the dictionary correspond to which headers in the CSV

Field to header
mapping

b

Look for 
existing 
CSV file

c

Create 
csv.DictWriter 
object

d

Write rowse

Include datef
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file b. Storing them in a dictionary means you can
easily access them later. Dictionaries aren’t guaran-
teed to be in a specific order, though, so there’s
another list to tell you what order the columns
should be in.

When you write the file, you’ll name it after the
stock you’re tracking so it’s easier to find and so any
other scripts will be able to easily access it. You also
need to know whether you’ve written to this file

before, so you can add the headers to it if necessary. os.access does the
trick, and you need to know whether it exists c.

csv.DictWriter is a class that writes dictionaries into a CSV file d. It
needs two arguments to function: a file opened in binary mode and a list
of the fields in the order that they should appear in the CSV file. I’ve also
added an extrasaction argument, which tells DictWriter whether it
should ignore extra values in the dictionary or raise an exception. In this
case, you have an extra stock_name field that you’d rather not have appear
over and over again in the CSV file, so you’ll ignore it.

Once the DictWriter object is created, using it to write a row is easy e:
feed it a dictionary to write. If any keys are missing, though, an error
will be raised.

You’re also interested in when a particular stock record was retrieved.
In Python, here’s how you output the current local time and date f.
The %Y %H parts of the string will be replaced with the current year,
hour, and so on. You can arrange them in any order you like, as long as
you keep the % signs together with their corresponding character.

Now you have a CSV file that will be updated every time you run your
script. If you run it several times, you’ll see extra lines being appended
to the end. Typically, you’d automate this script using cron (if you’re
using Linux or Mac), or Windows Scheduler or similar if you’re run-
ning on Windows. You can stop at this point for some scripts, but if the
results are important, you’ll want to make sure other people know
about them.

Next, let’s figure out how to create an email with your CSV file.

ANY PROGRESS ON THE 
EXPORT PROGRAM?

WELL, THE CS-XML 
PARSER THINKS THAT 
WE EARNED $öþýŋø 
LAST MONTH, SO 
WE'RE HAVING TO 
PARSE THE INTERNAL 
HTML REPORTS 
INSTEAD.
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Emailing the CSV file
If you need to do anything with email, the email module is normally the
place to start. It contains classes and functions for parsing email and
extracting their information as well as tools for creating and encoding
emails, even the creation of multipart emails containing HTML, text (if
the recipient can’t read HTML), and attachments. Normally you’d start
with a simple section and build up, but when creating an email it’s eas-
ier to remove the sections you don’t need.

Creating an email is straightforward, but it definitely helps if you have
some background knowledge of how emails work. Let’s take a look at
that first, and then you’ll see how to put it into practice in your program.

Email structure
Most emails, other than the simplest plain-text emails, are composed of
containers, with parts within them. These parts can be text, HTML, or
any other part that can be described with a MIME type. When the
email is sent, the email structure will be converted into a plain text for-
mat that can be reassembled when it reaches its destination. 

Normally, there will be at least two parts:
one that contains your email in HTML, and
another that contains a text version—but
an email can in theory contain as many dif-
ferent parts as you need. The structure I’ve
found most useful, and that displays the

best across a variety of
email programs, is in
figure 5.4.

This structure has two
containers. The out-
side one contains the
message part and any number of attachments, and
the inside container has the two versions of your
email. If you need extra attachments, attach them
to the outside container.

Figure 5.4 The structure 
of a HTML email

I SEE. AND THEN?

AND THEN OFF TO THE 
BOSS? OK. LET ME 
KNOW HOW IT GOES …

WELL, THEN WE'LL BE 
ABLE TO SEND IT OUT 
TO THE SPREADSHEET, 
THEN TEXT FILES …
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Creating an email
Now that you know how MIME messages are constructed, let’s take a
look at the corresponding program in the following listing. This func-
tion will take an email address and a stock ticker name, such as
“GOOG,” and construct an email ready to be sent.

Listing 5.5 Creating a MIME email

from email.mime.multipart import MIMEMultipart
from email.mime.text import MIMEText

def mail_report(to, ticker_name):
    outer = MIMEMultipart()                    
    outer['Subject'] = "Stock report for " + ticker_name
    outer['From'] = "me@example.com"    
    outer['To'] = to               

    # Internal text container
    inner = MIMEMultipart('alternative')   
    text = "Here is the stock report for " + ticker_name
    html = """\                             
    <html>                                       
      <head></head>                        
      <body>                                       
        <p>Here is the stock report for             
           <b>""" + ticker_name + """</b>           
        </p>                                   
      </body>                                     
    </html>                                    
    """                                    
    part1 = MIMEText(text, 'plain')  
    part2 = MIMEText(html, 'html')   
    inner.attach(part1)           
    inner.attach(part2)             
    outer.attach(inner)           

    filename = 'stocktracker-%s.csv' % ticker_name  
    csv_text = ''.join(file(filename).readlines())      
    csv_part = MIMEText(csv_text, 'csv')                 
    csv_part.add_header('Content-Disposition',        
        'attachment', filename=filename)         
       outer.attach(csv_part)                  
    return outer                              

Create 
external 
container

b

Create 
body of 
email

c

Attach body to
external container

d

Create CSV 
part and 
attach it

e
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if __name__ == '__main__':
    email = mail_report('youremail@example.com', 'GOOG')
    print email.as_string()                          

The first thing you need to do is to create the external container b that
will contain all the other parts. It’s also where you put all the message
headers—the Subject, To, and From lines.

Next up is the body of the email c, the
HTML and text parts. Normally an email
program will display the last part of this con-
tainer as the body, and fall back on the others
if it can’t handle it, so you put the HTML last.

Now you can create MIMEText objects to hold
the email body. They’ll automatically be of
type text/something, and the second argu-
ment tells what that something will be. Once
you have those objects, you call attach to insert them into the inner
container, and then attach the inner container to the outer one d.

You do the same thing for the CSV section that you did for the body of
the email. Once you’ve read in the CSV file, you create a text/csv part
and insert it into the outer section e. The only extra thing you need to
do is add a Content-Disposition header to say that it’s an attachment,
and give it a file name. Without a file name, you’ll get a default name
like “Part 1.2,” which doesn’t look friendly or professional.

If you want to see what you’ve created, use the as_string() method on
your outer message object, and it will print out the email exactly as it
will be sent f. You’ll be writing a send_message() function in the next
section, which you’ll use to send the email via an SMTP server.

That’s all you need to do with the report email; it’s ready to be sent. If
you’d like to reuse this function, there are a number of things you can
do to extend it. The first obvious one is to pass in the subject, and text
and HTML content, as arguments, instead of hard-coding them in the
body. Another is to be able to pass in more than one attachment, as a
list. An important function for this second part is mimetypes.guess_type,

Email objectf

GREG, YOU AND PITR HAVE 
BEEN UP FOR 36 HOURS 
STRAIGHT NOW—WHAT'S 
GOING ON?

WE FOUND OUT THAT 
THE INTERNAL HTML 
THINKS THAT OUR 
INCOME FOR LAST 
YEAR IS BIGGER THAN 
BELGIUM'S …
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which will give you a MIME type and an encoding (such as zip, gzip, or
compress) based on the filename of the attachment. From there, you
can create the right type of MIME object, such as MIMEApplication or
MIMEImage, and attach it to the email.

By the way, if you’re attaching images, you can link to them from
within the HTML body by using a cid: URL, like this: <img src=

"cid:image_name.gif">.

Sending email
The last thing you need to do with your email is send it. This is the
most straightforward part of the email sending process and only needs
a From address, a list of To addresses, and the email itself. 

Listing 5.6 Sending an email

import smtplib
...
def send_message(message):
    s = smtplib.SMTP('mail.yourisp.com')
    s.sendmail(                    
        message['From'],            
        message['To'],               
        message.as_string())  
    s.close()              
    
if __name__ == '__main__':                       
    email = mail_report('youremail@example.com', 'GOOG') 
    send_message(email)                
]

First you create an SMTP object, which will handle the sending of your
email b. This will normally be enough if you’re connecting to your
internet service provider’s mail server, normally something like
mail.yourisp.com or smtp.yourisp.com—you can get it from the “send-
ing email” section of your email program if you don’t know what it is.
Some ISPs require a username and password for SMTP that you can
include with a line like s.login('user', 'password'). 

Create SMTP
sender

b

Use sender to 
send an email

c

Close 
connectiond

Include 
mail_report
function

e
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Once you have an SMTP object, you can call its sendmail() method to
send email c. You’re pulling the email addresses as well as the body of
the email out of the message; that way, you don’t have to specify them
as separate arguments, and your code stays neater. You can call the
sendmail() method multiple times if you need to.

When you’re done you can close the connection d. This saves some
load on the SMTP server, because it will have one less connection to
keep track of—but if you have multiple email messages to send, it’s bet-
ter to reuse the connection.

To create an email to send, you use your mail_report() function and
feed it your email address and the name of the stock . Then you pass it
to the send_message() function to send it e. If you prefer a weekly
report, then you can run this on a separate schedule to the script,
which reads the web page. If you’d like to email multiple people at
once, then you still feed one string to mail_report()—but with commas
separating the email addresses.

That’s all you need to do for your script. It scrapes data from a web
page, posts it into a CSV file, and then emails a report to someone who
can make use of the information. A surprisingly large amount of busi-
ness programming boils down to a roughly similar process: gather
some data, process it, and then send or store the results somewhere,
either to a human who needs the information, or to another program. 

Other email modules
Although you didn’t need them in this script,
there are other email-related modules you
can make use of if you need more flexibility
when dealing with email, or if you need to
do something outside what this script can
do. The two that I most commonly use, other
than the modules in this script, are the mail-
box module and getmail.

The mailbox module contains classes to read several different types of
mailbox, including the two most common, mbox and maildir, and provides

… SO WE'RE TAKING WEBCAM 
SHOTS OF THE SCREEN IN 
ACCOUNTS. RUNNING O.C.R. 
SOFTWARE OVER IT.
ACCOUNTS WILL THEN ADD IT 
UP MANUALLY. PUT IT INTO A 
.CSV FILE, WHICH WE'LL THEN 
                     DEAL WITH.
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an easy way to loop over each message in the file. Parsing mbox files is
relatively easy, but there are several catches to it, and it’s easier to use a
library. In addition to writing emails, the email module provides
email.parser to read the header lines, body, and attachments out of a flat
text file. Together they provide everything you need to be able to handle
email.

Getmail is an add-on module written by Charles Cazabon and available
from http://pyropus.ca/software/getmail/. It handles POP and IMAP4,
including via SSL, and can save messages to mbox or maildir storage as
well as passing them to another program. It’s also easy to use and only
requires one configuration file to work.

Between Python’s built-in email modules and getmail, you should be
able to deal with almost any email programming problem that comes
your way, whether you need to read, download, parse, or analyze email.

A simple script—what could possibly go wrong?
There’s a useful question you can ask yourself when completing a proj-
ect like this: “Am I done?”

Try it now and see what you think the answer is. Are you done? Would
you be confident that you could run this script every day and not have
to worry about it? Would it ever break? If the CEO or director of your
company was relying on the results of your script, would you be able to
sleep at night? Even if your script isn’t vital, how would you know it
was working? Would you have to babysit your script to make sure it
worked, perhaps checking the results every few days to make sure
nothing had gone wrong?

It’s possible to write a program that works at first but needs so much
assistance to run that you might as well have not written it in the first
place. To keep your sanity, try to analyze your program and find as
many potential failure points as you can. 

NOTE This is the toughest part of writing programs—anything and every-
thing might fail in some way, and you have to be ready for the poten-
tial consequences. If you’ve ever wondered why a lot of programmers
and system admins seem like cagey pessimists, now you know.
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Here’s a list of some possible issues that
might break your script. Then, in the next
section, we’ll look at how you can go about
fixing them.

No internet
Obviously, if there’s no internet connection,
the script won’t be able to download the
stock page or send email, and there will be
nothing you can do about it. But what hap-
pens exactly? Will your script fail immediately, or will it get halfway
through and corrupt your data? If you can’t connect for a day, what
should appear in the CSV file?

Invalid data
If Yahoo decided to change the design of their site, what would happen
to your script? If it’s expecting a particular ID within the HTML and
that ID is removed, then your script will break. Alternately, there could
be a partial outage and you’ll see null or zero values. Or if the server is
under load, you might see timeout errors or only receive half a page.
How does your script handle that? Does it try to parse the error page
and fail? Or does it recognize what’s happened? In the worst case, it
will have data that looks similar to the data you’re expecting, you won’t
notice it’s changed, and your data will be silently corrupted.

Data you haven’t thought of
There’s another failure mode related to invalid data: sometimes you can
be given data that’s valid, but only within the range you’re expecting. It
might also be formatted or presented differently if it’s within a certain
range or currently unknown. These sorts of values are generally known
as edge cases. They don’t happen often, so they can be harder to predict,
but they still have a large effect on the stability of your program. The
best way to deal with edge cases is to try to consider the entirety of the
range of your data and include any cases that are in doubt into your
test suite.

LALALALALA! 
I CAN'T 
HEAR YOU!!!

THAT SOUNDS … COMPLICATED. 
WHAT HAPPENS IF -
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Unable to write data
When you’re processing, you’re assuming you’ll be able to write to the
CSV file. This is normally the case, but there are some circumstances
where you might not be able to: if an administrator on the site has set
the wrong permissions, or your computer is out of space. You might
want to consider rotating your CSV files every so often: zip the old
ones and delete those that have been around the longest (or download
and archive them). The exact timeframe will depend on both the
amount of free space you have on your server and the requirements of
your program.

No mail server
You can also run into problems when trying to send your email. Most
of the time, email is pretty foolproof, but it’s possible for a mail server
to be down. If that’s the case, what happens to your script? It might be
enough for it to store the row in the CSV file and resend it the next
night, or you might need to check that the mail server is up and try an
alternative route if it isn’t.

You don't have to fix them
These are by no means the only things that can go wrong with your
script, but they’re the most likely. Depending upon your script, its pur-
pose, and the environment it runs in, these might be more or less of an
issue. Or you might not need to worry about them at all. But you still
need to consider them. 

Let’s move on and take a look at ways you might solve, or at least miti-
gate, some of these issues.

How to deal with breaking scripts
There are a number of strategies for dealing with the weak points
you’ve seen so far in your script. Which one you choose depends on the
nature of your script and its purpose. First, let’s examine two factors
that affect how you program your script as well as how you look at
potential failures and how you solve them.
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Communication
When you’re building software for other people, communication is
vital. It’s important to know the overall goals of your project, how it
impacts on other aspects of the business, what the likely effects of a
failure are, and how people in the business will use your final product.
Although, strictly speaking, a program that doesn’t do what’s needed
isn’t a bug, it might as well not have been written.

It’s also important to keep people informed as you build your program,
because the problem you’re solving can change at any point. There’s
nothing worse than finishing a program only to find that it’s no longer
required and that weeks of effort have been wasted.

Tolerance of failure
There are many different ways to deal with
a potential error, and they all have varying
costs. Which ones you choose will depend
on the business’s tolerance of failure.

THE EXPENSIVE CASE

For example, if the business were using
your script to buy and sell millions of dol-
lars worth of stock, then it would have a
low tolerance of any possible failure. You might host the script on a
dedicated server or multiple servers in separate locations—an extra
several thousand dollars would be a small price compared to the risk of
losing millions of dollars worth of trades. You’d also want to pay a few
hundred dollars a month to access an API specifically provided for the
purpose rather than scraping web pages, and have a full suite of func-
tional and unit tests to catch any errors.

THE CHEAPER CASE

If, instead, you were using your script as a more general business intel-
ligence application, a stock failing here or there or taking a day to prop-
agate through the system might not be so bad. Cost is more of an issue,
so you’d run your script on a server with several other applications.
This opens you up to the possibility of extra errors, like running out of

HEY GREG, I HEAR YOU AND 
PITR ARE HAVING SOME 
TROUBLE WITH THE NEW 
ACCOUNTS SYSTEM. 
SID TOLD ME ALL ABOUT THE 
PROBLEMS YOU'RE HAVING.

WELL, IF YOU HAVE 
ANY BRIGHT IDEAS, 
BE MY GUEST! 
I'M GOING TO HAVE 
A LITTLE LIE DOWN …
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disk space or having one application use so much CPU that nothing else
can get anything done—but the impact of any errors like this is minor
compared to the relative cost of separate servers.

Don’t break in the first place
It might sound obvious, but the easiest way to avoid bugs in your pro-
gram is to not write them in the first place. It’s easy to throw together a
script that looks like it works, but often you’ll find there are all sorts of
issues lurking in your code, waiting for an opportunity to crash your
program.

First, consider all of the possible data, including weird pathological
cases, when you write your program. Look for edge cases and things
that “can’t possibly happen,” and make sure they can’t. If you’re work-
ing with numbers, what happens when the number is zero? Or nega-
tive? Or enormous? Should the program throw an error? Ignore that
particular value? Thinking about this ahead of time is easier than
thinking about it when your program crashes and you have to fix it
right now.

Once you know what data you can and can’t handle, you can include it
in your tests. Your unit tests and functional tests can verify what hap-
pens when you give a program data that’s either invalid (“fruit” when
you were expecting a number) or likely to be a problem (zero, nega-
tive, or very large). If you find input that gives you an error while
you’re testing or when your program goes live, you can add it to your
test suite to ensure that it doesn’t happen again.

Fail early and loudly
If at some point in your program there’s an error,
normally the best way to deal with it is for your pro-
gram to stop immediately and start “yelling” (via
email or by printing to the screen). This is particu-
larly true during development or if the problem is
unexpected. Trying to soldier on in the face of
errors is dangerous, because you can overwrite
important data with nonsense results. 

HMM—WHAT MAKES YOU THINK 
THE CHIEF WILL BE ABLE TO 
CONFIGURE HIS IPHONE'S EMAIL 
FROM THE BAHAMAS? 
I THINK A WEB-BASED 
INTERFACE MIGHT BE BETTER …
WUH? 
BAHAMAS 

*BURBLE*
*BURBLE* 
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HI MIKE—WHAT'S THE NEWS?

ALREADY? BUT … 
BUT … HOW?

I'VE SET UP A WEB 
PAGE FOR THE CHIEF 
TO VIEW HIS ACCOUNTS 
INFORMATION.

Wherever possible, check data and any error codes returned from the
libraries you’re using. If you’re trying to load data from the web, you
can check the response code: anything other than 200 (success) means
there’s been an error somewhere and you should stop. If you have trou-
ble parsing the data returned, it’s possible you’re seeing a different type
of page, or the data isn’t what you’re expecting. In that case, it’s also a
good idea to log it somewhere and skip processing. Don’t forget to
include relevant data in the error so you can replicate the problem.

Belt and braces
To mitigate the effects of any errors, it can often help to have multiple
fallbacks if things go wrong. For example, you might have two copies
of your script running on separate servers. If something goes wrong
with one script, such as the network being unavailable, the other script
may still be able to access the data.

Another tip is to save intermediate copies of the data whenever possi-
ble. In your script, you might want to consider saving the HTML you
download from the server before you analyze it. If some of the data
looks odd, or you have an error when parsing, you can double-check
your results and see what’s gone wrong.

Stress and performance testing
A common problem when your program goes live is that it works well
on small amounts of data but fails or runs too slowly when used on real
data. Make sure your program can handle the workload in the volumes
that are expected when it goes live, and use
real data when testing wherever possible. 

Try again later
If your program fails due to an outside
source not being available, you can often try
again several times before giving up. Per-
haps the site you’re trying to load is having
some temporary downtime and will be back
up in a few minutes. If you take this route,
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be sure to wait a while between queries, and wait a little longer
between them if they’re failing. If you want five retries, you might wait
1 minute, then 3, 5, 7, and then finally give up. If you need to send data
via email, a queue can simplify your error-handling. Instead of sending
emails directly to the server, queue them to a directory on disk instead.
A second process reads the files that are saved and tries to send them.
If the mail is sent successfully, then you delete the mail file or move it to
a separate directory, but if it fails you leave it ready for next time. The
following listing shows how you might add that sort of logic to your
stock-tracking script.

Listing 5.7 Queuing email to a temporary file

import tempfile
import os
...
def queue_mail(message):
    if os.access('mail_queue', os.F_OK) != 1: 
        os.mkdir('mail_queue')                
    handle, file_name = tempfile.mkstemp(  
        prefix='mail',               
        dir='mail_queue',                
        text=True)                 
    mail_file = open(file_name, 'w')  
    mail_file.write(message['From'] + '\n')   
    mail_file.write(message['To'] + '\n')      
    mail_file.write(message.as_string() + '\n') 

First, you check that the mail queue directory exists. If it doesn’t, then
you need to create it b.

Next, you use the tempfile module to create the mail file c. By doing it
this way instead of figuring out the filename yourself, you’re much less
likely to run into a conflict with naming if you’re running multiple
scripts at once.

Now that you have your file, you can write all the information you
need when it’s time to send your email: To, From, and the body of the
email itself d.

Create mail queue 
directory

b

Make 
temporary
file

c

Write mail info 
to mail file

d
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Once you have the email queued to disk, you can use a second process
to read it and send it out. The next listing shows how the second pro-
cess might be written.

Listing 5.8 Sending email from a mail queue directory

import os
import smtplib
import sys

mailserver = smtplib.SMTP('mail.yourisp.com')
mail_files = os.listdir('mail_queue')      

for eachfile in mail_files:
    file_name = 'mail_queue' + os.path.sep + eachfile   
    file = open(file_name, 'r')                      
    me = file.readline()                                
    them = file.readline()                          
    mail_body = ''.join(file.readlines())     
    file.close()                          
    
    mailserver.sendmail(me, them, mail_body)  
    os.remove(file_name)                      

mailserver.quit()

This part of the process is the opposite of the
one you just looked at. Given a directory, you
want to read in all of the files in it b and, for
each of them, read out the To and From lines
and then the mail body.

The smtplib server will generate an error for
anything that means the mail can’t be sent, so
you try to send the email c. If it succeeds,
then you know the mail has been sent and you
can delete the mail file and continue.

Now you don’t have to worry about mail being lost if the mail server is
down for maintenance, or if you can’t reach it via the network. All mail

Read in 
mail files

b

Try to send mail, 
then delete it

c

I JUST SET UP A PAGE WITH 
THE HTML FROM THE 
INTERNAL REPORTS, AND ADD 
A BIT TO THE TOTAL EVERY 
SO OFTEN. BY THE TIME THE 
CHIEF GETS BACK, WE WON'T 
NEED IT ANY MORE …

IT WORKED FOR 
GMAIL, DIDN'T IT?

GAH!

BUT … THAT'S 
CHEATING!
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will be queued in the mail_queue directory and will only be deleted after
it’s been sent.

There are still a few limitations, though. The main one is that the first
error your program runs into will abort the entire mail-sending pro-
cess. For your purposes it works well enough, because if one email fails
the others are likely to fail as well. But you’d like your program to be as
robust as you can make it. A malformed email address, for example,
can cause the SMTP server to reject your connection request, and then
that email will be repeated over and over again, blocking all the others
queued up behind it.

NOTE Gracefully handling errors is even more important if your program
takes a while to return or is a batch process that runs overnight. If
you have to wait six hours to find out whether it ran properly, it can
take a week or more to shake out all the errors. Detailed error
reports help, but you can also work on smaller data sets until you’re
confident your program works.

One error shouldn’t bring your whole program grinding to a halt, so
what you need are exceptions: a feature in Python designed to help you
react to errors like this as they occur and recover gracefully. 

Exceptions
Whenever Python runs into a problem that it can’t handle, it triggers
an error called an exception. There are a wide variety of exceptions, and
you can even define your own to suit particular types of errors if a
built-in one doesn’t fit your exact error. Exceptions aren’t final,
though—you can write code to catch them, interpret their results, and
take whatever action you need.

Why use exceptions?
Exceptions, when used well, make your program much easier to under-
stand. You don’t need as much error-checking and handling, particu-
larly for error codes and return results, because you can generally
assume that anything that goes wrong will raise an exception. Not hav-
ing error-handling code means the part of your program that does
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things stands out a lot more and is easier to understand because it’s not
being interrupted by checking return codes.

What it means when your program goes “bang!”
Before we get into how to use exceptions, let’s take a look at a few
examples and see how they work. When you get an error in your pro-
gram, you’ll see what’s called a traceback. This will give you the whole
function “stack,” from the part of your program that triggered the error
through intermediate functions to the one that originally started in the
core of your program.

Let’s start with a traceback from the mail sender you wrote in the pre-
vious section. It shows the most recent error last, so you’ll be working
backward.

Listing 5.9 A traceback when sending mail

anthony@anthony:~/Desktop/stocktracker$ python mailsender.py 
Traceback (most recent call last):
  File "mailsender.py", line 5, in <module> 
    mailserver = smtplib.SMTP('mail.yourisp.com')
  File "/usr/lib/python2.5/smtplib.py", line 244, in __init__ 
    (code, msg) = self.connect(host, port)        
  File "/usr/lib/python2.5/smtplib.py", line 296, in connect 
    for res in socket.getaddrinfo(host, port, 0, 

     socket.SOCK_STREAM): 
socket.gaierror: (-2, 'Name or service not known') 
anthony@anthony:~/Desktop/stocktracker$

You start at the end of the listing with the name of the exception and a
short description of the error that occurred f. If you can’t figure out
what’s going wrong with your program, doing a web search for the
exception and description can often give you a clue.

The last line that was executed is the one where the exception was
raised e. Note, though, that the bug may be earlier on in the program,
if a variable wasn’t set properly or a function is being called with the
wrong parameters.

Errorb

Traceback
c

Where’s
 that
line?

d

Line that triggered 
exception

e

Exceptionf
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d is the file, line number, and function name where the exception in e
was raised. Notice that this is within Python’s standard library, so you
probably haven’t found the problem yet. When in doubt, always
assume there’s a bug in your program, rather than Python’s standard
library.

The traceback c will continue to the function that called your original
one. Notice how the function name you’re calling, self.connect, is the
same as the function listed in d, the last part of the traceback.

Now that you get into the code, the error is obvious. You’ve forgotten
to take out the example ISP mail server and substitute your own b.
There’s no web address at mail.yourisp.com, hence the original error:
“name or service not known.” Often the root cause of an exception
might be several layers deep in the traceback, and it’s a case of tracing
the function calls back until you find the source of the error.

Python handles exceptions by propagating them up the stack: that is, it
will first look for an exception handler in the current function. If it
can’t find one, it will look in the function which called the current one,
then that function’s parent, and so on, all the way back to the top of
your program. If there’s still no handler, Python will halt and print out
the unhandled exception and the stack trace. Bang!

Figure 5.5 shows how the stack
trace from listing 5.9 is gener-
ated, with the function calls on
the left side and the traceback
rewinding on the right side.

Figure 5.5 A diagram of a stack 
trace

Function
Call

mailsender.py

smtplib.py

Function
Call
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For a different point of reference, here’s another traceback, from
parse_stock_html.

Listing 5.10 A traceback when parsing an HTML page

Traceback (most recent call last):
  File "./stocktracker.py", line 172, in <module>
    stock_values = parse_stock_html(html, ticker_name)
  File "./stocktracker.py", line 61, in parse_stock_html 
    result['ah_change'] = (quote.find(attrs={'id':   
'yfs_z08_'+tick}).contents[1])                    
IndexError: list index out of range   

The exception that was triggered b is an IndexError, which means
you’ve tried to access an index of an array that doesn’t exist. Something
like ['foo'][1] will trigger a similar exception, because there’s no sec-
ond element of that array.

If you look at the line above it, you can see what might be causing the
problem. You’re running a find in Beautiful Soup and are trying to
access the second element c. There’s obviously some data for which the
HTML only has one element, and the parsing code doesn’t handle it.

The error in this case is due to the up or down arrow image not being
shown when the stock price hasn’t moved, which is changing the num-
ber of elements returned from .contents(). The following figure shows
the two versions of the HTML side by side so you can see what I mean.

Line that 
triggered it

c

Exceptionb

Figure 5.6 The HTML changes if there’s no movement in the stock.
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This problem is fixed relatively easily by using a negative index, like
this: .contents[-1]. Now Python will access the last element of the list:
either the second element, if there are two, or the first one if there’s
only one. You can be pretty sure there won’t be more than two ele-
ments in that particular span.

Now you should have some pointers in using tracebacks to help you
troubleshoot errors. The main thing to bear in mind is to work back-
ward carefully, looking for potential errors or odd results. If that
doesn’t help, you might need more traditional checks, such as print or
assert statements. Once you’ve tracked down the error, you should add
it to your testing suite if possible. 

Catching errors
The main reason for having exceptions is to catch them if they are
raised and deal with them appropriately. You do this by using a
try..except block, commonly known as an exception handler. The code
within the try part is run, and if an exception is raised, Python looks at
the except part to see how to deal with the error. The following listing
shows how you how you might catch some common exceptions in your
mail-sending program.

Listing 5.11 A mail sender with exception handling

    try:                                      
        mailserver.sendmail(me, them, mailouttext) 
    except smtplib.SMTPAuthenticationError, error: 
        print "Bad username or password:", error   
    except (smtplib.SMTPConnectError,       
            smtplib.SMTPHeloError), error:      
        print "The server is not responding!", error 
    except Exception, error:                   
        print "An unexpected exception: ", error  
    else:                                  
        os.remove('maildir'+os.path.sep+eachfile) 

You start with the part of your program you’d like to wrap b, to catch
any exceptions. It behaves much like any normal indented block, so

Normal program
flow

b

Normal exception
handler

c

Multiple 
exception 
handlers

d

Generic exception 
handler

e

If you ran 
successfully

f
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you can include if statements, loops, function calls, and whatever else
you need to.

c is how you handle a single exception, which is how most exception-
handling is done. The handler works a little like a function in that you
give it the type of exception it needs to handle and a variable to store
the error message. When an exception is raised, you can print an error
message and the error message you’ve received.

You can also handle multiple types of exception with one handler by
putting the exceptions you’re expecting into a tuple, instead of having
one by itself d.

If you need to catch every exception that’s raised, use Exception, which
is a generic exception object e. It’s generally considered poor form to
use a generic handler like this, because you may end up masking errors
you’d rather have propagate up. If possible, you should handle specific
errors, but there are occasions where you don’t know what exceptions
you’ll need to handle.

You can also use else: to include a section of code to execute if the
try..except block ran successfully and didn’t raise any exception f. In
this case, you’re deleting the mail you’ve just sent. There’s also a
finally: option that you can use if you have something that needs to be
run all the time, regardless of whether you had any exceptions.

Exception handling like this should handle most of your needs and
allow you to write programs that can recover from error conditions, or
at least fail gracefully, and you can use it wherever you need to handle
errors. Where that is depends on the nature of the program and the
errors you’re trying to catch. A program that handles user input might
have one high-level exception handler that wraps your entire program
in a try..except clause. That way, no matter what the user types, you
can handle it and return a reasonable error message. You can also use
error handlers around subsections of your program, or around specific
modules that throw exceptions.

But handling exceptions on servers doesn’t give you a lot of information
about what went wrong. Especially in the case of critical production
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systems, it’s extremely helpful to know where the error occurred and in
what file. You’d like to be able to see tracebacks as if you were running
the program locally. Fortunately, there’s a Python module that can help
you to print out detailed debugging messages and find out what when
wrong: the traceback module. 

The traceback module
The traceback module gives you a number of functions for handling
exceptions as well as formatting and extracting tracebacks and error
messages. The two key ones are print_exc() and format_exc(), which
print out a traceback and return a traceback as a string, respectively.
You can extract this information from the sys module, via sys.exc_type,
sys.exc_value, and sys.exc_traceback, but it’s much more straightfor-
ward to use traceback. Let’s extend the error handling in the last section
to print out a nice traceback if you get an unknown error, as shown in
the following listing.

Listing 5.12 Using the traceback module

import traceback
...    
    try:
        mailserver.sendmail(me, them, mailouttext)
        ...
    except:                    
        traceback.print_exc()              
        traceback_string = traceback.format_exc() 
        print traceback_string                   
    else:
        os.remove('maildir'+os.path.sep+eachfile)

Let’s start with a shortcut: you don’t have to specify Exception for a
generic handler. If you omit any exception types at all, it behaves in
exactly the same way b.

The print_exc() function will print a formatted traceback c. This is
useful if you’re running the program interactively or if you use some-
thing like cron, which will email you with the output of any programs
you run.

Shortcutb
Print exceptionc

Extract formatted
exception

d
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If you need to log to a file, then you can use the format_exc() function to
return a string with the traceback d. Other than that difference, it’s
exactly the same output.

Now you have everything you need to be able to handle any errors that
crop up in your program. You can extend the code in this section to
handle most situations you’ll run into in practice, and if not, then at
least leave enough data behind for you to be able to figure out what’s
gone wrong. 

Where to from here?
The scripts in this chapter are self-contained, so there aren’t any spe-
cific suggestions as to how you can extend them. Instead, try applying
the lessons (and code) from this chapter to automate something you do
frequently, either at work or home. Good candidates are anything you
find dull and boring, or which requires detailed steps and is difficult to
do properly.

If you can’t automate all of your process, you can at least cover part of
them—for example, download required data so it’s all in one place, or
send out several emails from a central data store.

Often, a good script can save you several hours of work over the course
of a month, so you can use all the new free time you have to write another
script. Eventually, you might not have to do any work at all!

Summary
The first half of this chapter covered some of the basic but important
libraries in Python that you can use to connect to the outside world and
get real work done. We covered a number of technologies:

❂ Downloading HTML from the web
❂ Parsing HTML using Beautiful Soup
❂ Writing data out to a CSV file
❂ Composing email, including writing HTML email and attaching

documents
❂ Sending email via SMTP
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In the second half of the chapter, we took a step back and looked at
how you can make your programs more reliable—after all, this is the
real world, and other people might have a lot of money riding on your
programs.

We first looked at how you can find areas of a program are at risk. Then,
we considered whether you should fix them, based on the costs of doing
so and the fallout from any potential failures. Finally, we covered some
simple strategies to make your programs more reliable, and we also took
a look at ways to reduce the damage done if a program fails.

Finally, we covered exceptions and tracebacks, which are Python’s
way of handling errors when they occur, and how you can catch excep-
tions, examine them, and deal with the problem if you’re able to.

In the next chapter, we’ll take a break and write your own adventure
game, with monsters, treasure, danger, and excitement!
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