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In real life, people rely on sight and touch to help them manipulate objects. Before we
move an object, sight allows us to size up the situation and to plan a strategy for per-
forming the action. In addition, touch can help guide our hands and fingers to grasp
tools, to move controls, and to feel when objects are flush or locked into place. Dur-
ing the operation, sight provides us with a continuously updated overview of how the
matter is progressing. By contrast, touch offers a more visceral and sometimes more
detailed sense for what is happening than sight, such as whether the target object is
moving smoothly, has bumped into something, is locked firmly into place, or is flush
with another object. A big advantage of touch over sight is that you can get a good
sense for what is happening, regardless of your vantage point or how cluttered the
environment is; you do not have to see something in order to feel what is going on.
All of this points to the fact that manipulation is a lot more intuitive in the real world
than it ever will be on a POCS, which has no mechanism for providing the user with
tactile feedback. The outlook for effective 3D manipulation on a POCS seems pretty
bleak. Or is it?

With only a computer screen and a mouse, what can we as 3D user interface
designers do? We cheat! We introduce artificial devices and decorations, judiciously
bend the rules of physics, offer the user X-ray vision, and create a make-believe form
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of tactile feedback. Some of these cheats were already introduced in previous chapters.
In chapter 4, Control, you saw how DRM and WRM could make manipulation a lot
more intuitive for the 3D user. (Meager, but it’s a start.) Next, in chapter 5, you
learned how feedback could help guide the user to the controls and indicate when his
hand—the mouse—is in the right position to use them. (Things are starting to look
up.) Chapter 6 discussed how to let the user see through clutter with overlay and X-ray
vision, and chapter 7 described ways to let the user easily move around for a better view
of the work. (Maybe there is hope for 3D manipulation.)

Manipulation is how users interact with the data in the application scene. It pro-
vides them with the means to move and arrange objects, connect and group them
together, and to internally configure them. Manipulation requires the close cooperation
of control, feedback, and visualization. This chapter builds upon these basic concepts
to provide manipulation techniques that are effective and compelling in a 3D setting.

8.1 CONTROL PERSONAE

A convenient way to classify user manipulation is according to which entity in the
control chain the user seems to be manipulating directly. The relation of that entity to
the user, which names the persona of the manipulation control, can be described in
terms of participants in everyday speech: first person, second person, and third person.

The elements in the control chain that are pertinent to defining control personae
are the user, the control, and the target of the control action, which are shown in
figure 8.1. The user’s role is to work the controls and to see the results of that action
in the display. The view, as a cameralike object, serves as a proxy for the user in the
virtual world. In this context, moving the view is comparable to moving the user in
the world. The next entity in the control chain is the control itself. When the user
operates the control, the target object reacts in a manner prescribed by the control’s
input interpretation. The final entity in the control chain is the target object. In
response to control inputs, the target object may slide or rotate, grow or shrink, change
color, or react in any number of other ways.

Figure 8.1 Control chain elements involved in defining control personae
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As you may recall from the previous chapter, view navigation is also described in
terms of personae (section 7.1.1). Although often related in terms of implementation,
conceptually the two forms are distinct, with navigation personae describing the user’s
relationship with the moving view, and control personae describing different ways the
user can control the movement of the view. Table 8.1 summarizes the control perso-
nae covered in this section.

8.1.1 First person

In a first-person control, the user is essentially controlling himself/herself, the first
person. The user performs all three of the player roles in the control chain: The con-
trol is the display itself; and the target object of the control action is the user’s view in
the virtual world. As the user drags on the display with the mouse, the user’s view
moves around in the virtual world, which is shown in figure 8.2. First-person control
of an orbit camera is used in most of the examples in part 4.

The main advantage of first-person control is that user interactions occur in a
frame of reference that does not require translation to that of another object. The user
does not have to think, “I’m sliding this knob to the right, which makes the desk move
north in the room.” Instead, what you see in the display tells you where you are in the
world and where you will go. In other words, you see that you are some distance away

Table 8.1 Control personae used for manipulation

First person

• The user controls himself, the first person. Example: Drag right in the dis-
play to turn the view—the user—to the right.

• Pros: Manipulation occurs in the same frame of reference that the user 
sees in the view. Intuitive form of navigation that is similar to walking 
through the world.

• Cons: Can be unintuitive in situations where the view is not represented as 
a vehicle. The target—the view—cannot be seen in the context of its sur-
roundings.

Second person

• The user controls the target object, the second person. Example: Drag on 
an object to slide it across the floor.

• Pros: Direct WYSIWYG manipulation of objects. Intuitive form of manipula-
tion that is similar to reaching out and moving an object in the world. Can 
see the target in context of its surroundings.

• Cons: Difficult to directly manipulate objects in 3D using a 2D mouse and 
display.

Third person

• The user controls a widget, the third person, which remotely controls the 
target object. Example: Virtual knob in a control panel that rotates a target 
object.

• Pros: Controls are obvious—sliders, knobs, and buttons—and are always 
available. Familiar form of control—HUD or dashboard control panel.

• Cons: Difficult to convey to the user what target object a control manipu-
lates and how.
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from the north wall of a room. You know that if you move yourself forward, you will
be moving in a northerly direction closer to the wall.

For some tasks, such as navigation, first-person control seems intuitive and works
well. First-person navigation is popular because it approximates what happens when
we walk through our everyday real world. We will ourselves to move forward and we
do so. For this reason, VRML browsers use first-person control extensively for naviga-
tion, with the user dragging on the display (as opposed to some object or control wid-
get) to move forward, steer left and right, and to tilt up and down. For other tasks,
like manipulation, where the user’s view is attached to the target object, first-person
control can sometimes seem odd. For example, trying to convince the user that he/she
is a bookshelf that needs to scoot forward and stand against the wall is a bit of a reach.
In other situations, however, it can seem quite natural, such as when the user feels he
is in a moving vehicle, and dragging on the screen makes the vehicle turn in the direc-
tion of the drag.

8.1.2 Second person

In a second-person control, the user has the feeling of directly manipulating an object
in the scene, the second person. The control and target objects move as one, in uni-
son. Typically, the control appears as drag handles attached to the target object, which
is shown in figure 8.3. This form of control is often referred to as direct or WYSIWYG
manipulation. It is probably the most intuitive form of interaction between a user
and an object because it approximates what we all do in our everyday lives: reach out
and move objects.

An interesting form of second-person control is when the target of the control
action is the view itself. The target object, the view, is represented by a widget in the
scene, called the look-at puck. The user manipulates the puck in the scene the same
as he would a data object, but in this case the view tags along for the ride. This is the
puck camera navigation technique described in the previous chapter 7.

Figure 8.2 Manipulation through first-person control
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The advantages of second-person control are that the interaction is quite familiar
to users—reach out and move an object—and that the target can be seen in the context
of its surroundings, something that is missing in first-person control. A big disadvan-
tage is that it is difficult to position and orient an object in three dimensions on a 2D
display. One issue is the difficulty in using a 2D device like a mouse to control an
object in three dimensions. The use of DRM and WRM coordinate mapping can help,
which can constrain motion to a 2D frame of reference such as, in the case of WRM,
a floor plane. Another issue with 3D manipulation is the ambiguity of viewing an
object in three dimensions on a two-dimensional display. For example, looking at a
box in a room from a bird’s-eye view you might wonder whether the box is small,
above the floor, and near you; or whether it is large, on the floor, and far from you.
This is illustrated in figure 8.5. Such visual ambiguity is unavoidable, especially if the
user is not familiar with the inherent size of the objects in the world, or if similar look-
ing objects come in various sizes, such as desks and bookshelves. Section 8.2 will
describe how adding relational feedback to objects can help mitigate this problem.
Second-person object manipulation with feedback is demonstrated in the SecondPer-
son example in section 22.2.2.   

8.1.3 Third person

In a third-person control, the user manipulates a control widget, the third person in
the user’s relationship, which in turn remotely controls the target object. Typically,
the control itself is a virtual control device that approximates a physical control such
as a slider, knob, or button. The virtual control can be in a separate GUI panel or
overlaid onto the user’s view of the world e.g., a heads-up display (HUD) or a vehicle
dashboard. The target of the control action can be a data object or the view object, as
shown in figure 8.6.

When compared to second-person direct manipulation, this type of control may
not seem very intuitive because the link between the control and its target is not direct:
the user is required to make a mental transposition of actions. But practical experience
does not support this conclusion. We are all accustomed to using third-person controls
whether they are the set of buttons in an elevator or scrollbars in a GUI application.
The user understands that manipulating a control in one place—pressing a floor but-

Figure 8.3 Manipulation through second-person control
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ton in the elevator—leads to some desired action somewhere else, the elevator moving
up and down in the building.

The advantages of third-person control are that the controls are obvious because
they are real world (sliders, knobs, and buttons) and so too are the actions required
to manipulate them—slide a slider, turn a knob, press a button. Unlike in-scene con-
trols, the position, size, and visibility of out-of-scene controls are certain: The user
doesn’t have to guess where the controls are, select an object to make them appear, or
fiddle with the view so that the controls can be seen. Third-person controls also avoid
the ambiguity that can occur with first- and second-person controls fighting for pre-

Figure 8.4 Illustration of the size-position ambiguity in 3D

Figure 8.5 Two views of the same scene demonstrating the visual ambiguity that 

the user must contend with in a POCS
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cedence in the display: Is a drag on the display meant to position an object, rotate it,
or navigate the view? A big disadvantage of third-person controls is that the user is
truly once removed from the target of his actions, having to use a proxy instead of
manipulating the target directly. This makes it difficult to intuitively convey to the
user what the target of the control action is and what the result of the control action
will be. Third-person object manipulation with feedback and display overlaid controls
is demonstrated in the ThirdPerson example in section 22.2.3.

8.2 FEEDBACK ELEMENTS

Of the basic feedback elements, described in section 5.2, those that are especially use-
ful in manipulation are indicators, handles, verbal messages, and sound effects. Here
the focus is on elements that are suited for relational feedback, in particular ones for-
mulated to provide the user with a visual feel for how objects are situated during
direct manipulation in a 3D scene.

One way to categorize relational feedback elements is by how they indicate object
and environmental relationships. For example, one type projects—sticks out—into
the surrounding space from the host object. Another type encloses the host object to
indicate its spatial extent. And yet another type, the tic mark, is a small line or symbol
that assists with alignment or that indicates when alignment is achieved. A different
way to distinguish relational feedback elements is by whether they participate by show-
ing relations actively or passively. Passive elements, such as outlines and projections,
are decorations that require no active processing. Instead, they do their job strictly by
their visual appearance and the manner in which they occlude or reveal surrounding
objects. Active elements, on the other hand, require explicit geometric processing to
determine when specific spatial relationships occur, such as when two edges align and
a tic mark appears.

Because of their use for in-scene manipulation, many of these elements benefit
from revealment techniques discussed as part of feedback and visibility. For example,
snap elements on objects are used to snap and attach objects together—two critical
functions in manipulation. It is convenient, if not vital, for the user to see and access

Figure 8.6 Manipulation through third-person control
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the snap elements even if surrounding objects hide them. Use of the X-ray overlay
technique is one way to satisfy this need. Many of the visual attributes for feedback
elements discussed earlier in section 6.2, such as distinction, size, and orientation, are
also applicable to snap elements and the other feedback elements described here.

8.2.1 Feelers

When the user views a 3D world on a 2D display, there can be confusion as to how far
away objects are from the user or from other objects. This was described earlier by the
example of looking at a simple box in the scene and not being able to tell whether the
box is small, above the floor, and near; or whether it is large, on the floor, and far. It is
generally useful and sometimes even necessary to provide visual aids showing where

Table 8.2 Relational feedback elements for manipulation 

Feelers

• Visual aids showing the relation of an object to its neighbors and surroundings

• Passive feelers are visual only

• Active feelers require real-time geometric processing

Projections
• A feeler that projects from an object into the scene

• Line, plane, or complex shape indicating proximity, alignment, or affinity

Skirts

• A projection appearing as a translucent box underneath or beside an object

• Idiom for a lifted object

• Intersects with surrounding objects to show proximity

Outlines

• Encloses or delineates an object, object part (vertex, edge, face), or object group

• As a feeler, shows spatial extent

• As control feedback, indicates selection and mouseover

• As a control widget, serves as a drag handle

Tic marks

• A small line or symbol marking a spatial position, graduating a spatial range, or 
indicating alignment

• As a feeler, indicates proximity or alignment

• As control feedback, indicates graduations over a range of motion

Rulers

• Provides quantitative measurement of size, distance, angle, and so on

• As a feeler, indicates distance between or position of objects in the scene

• As descriptive feedback, indicates size, angle, curvature, and so on of an object

• As a tool, an active or passive measuring tool manipulated by the user

Snaps

• Hybrid of relational and control feedback indicating where and how attachment 
can occur

• Can have a type to enforce selective matching

• Can have an orientation to enforce geometric alignment
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an object is in the world in relation to its neighbors and surroundings. Elements used
to provide this type of relational feedback are called feelers.

Relational feedback elements can serve in many feedback and control capacities,
feelers being a major one. The term feeler refers to both a class of elements as well as
a role in which other elements can serve. Most of the elements described below are
either a specific type of feeler element, or can serve in the capacity of a feeler.

8.2.2 Projections

Projecting feelers, or projections, can take the form of lines, planes, boxes, outlines, and
even lightning bolts. Some show proximity and alignment, and others show affinity.
For example, a plane might project from an edge of the host object parallel to a face of
the object. As the user moves the object, so too moves the plane projecting into space.
By moving the target object, the user can get a sense for where the object is in relation
to neighboring objects by the way the plane intersects them, and whether or not the
target face is aligned with some other object. A special form of planar projection feeler
is the skirt, which is described and shown in section 8.2.3.

An example of a pro-
jecting feeler with affinity
might be a lightning bolt
that appears between
snap points on nearby
objects. A snap point
indicates where, on an
object, other objects can
be connected. The light-
ning bolt’s appearance is
an idiom telling the user
that the points will be
snapped together if the
user lets go of the mouse
button. An example is
shown in figure 8.7.

As with any feedback
technique, it is important for projecting feelers to minimize their interference with the
user’s view of the surroundings; otherwise, the solution might be worse than the prob-
lem. In general, feelers should be visible only when the host object is selected or being
manipulated; and they should be as small as possible while still getting the job done.
If a line will do, then use it instead of a plane because the line will be less intrusive.
The position of the feeler on the target can also help. For example, lines projecting at
floor level from the target object would help indicate proximity to and alignment with
other objects on the floor with minimal interference to viewing the contents of the
room. If the feeler must be a plane, then consider making the plane semitransparent

Figure 8.7 When opposing snap points are close enough to 

snap, they highlight and a feeler indicates what will be 

snapped. (Courtesy of TechniCon Corporation)
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so surrounding objects can be seen through it. This also helps the user with depth per-
ception because near objects will appear clearly, and far objects will appear hazy
through the feeler plane. Limiting the extent of the feeler, rather than letting it stretch
to infinity, can also help to minimize presentation clutter. For example, the extent can
be limited to the nearest intersecting object or to a particular surrounding entity, such
as the floor or walls in a room. This, however, makes the projection an active feeler,
e.g., as an alignment tic mark, instead of a passive one.

8.2.3 Skirts

Design applications for e-commerce, which involve arranging, assembling, and con-
figuring data objects, will be a prevalent form of next-generation application. Such
applications generally involve concrete real world data, such as architecture, furniture,
and industrial parts. As such, there is a strong sense of “up” and often some notion of
a ground plane like a floor. As long as all the data objects remain on the floor and the
user knows this to be true, visual ambiguity is not much of a problem. If, however,
some objects are inherently off the floor, like lighting fixtures, or can be lifted off of
the floor by the user, like stackable bookshelves, then visual ambiguity becomes a sig-
nificant problem. A skirt is a type of projecting feeler that is specially suited to address
this problem.

A skirt is a set of semitransparent planes projecting down from the outer edges
of the host object to the floor. For a rectangular-shaped profile, the skirt will appear
as a translucent box underneath the object, sort of like a Plexiglas pedestal. This is
shown in figure 8.8, and demonstrated in part 4 starting with the PassiveFeeling exam-
ple in section 22.1.3. The skirt simultaneously provides the user with several types of
feedback. It serves as an idiom telling the user to pay special attention to the object’s
apparent position because the object is not on the floor. In terms of relational feed-
back, it indicates how far the object is off the floor, where the footprint of the object
is on the floor, whether the object is over or in front of any other objects, and whether
an edge of the object is aligned with a neighboring object.

An important question remains: When should the skirt be visible? Showing the
skirt only on the target object while it is actively being dragged minimizes presentation
clutter and is adequate for providing most relational feedback. This approach, how-
ever, leaves the user wondering about all the nontarget objects in the scene, whose ver-
tical position can be resolved only one object at a time by selecting an object and
observing its skirt or lack thereof. One possible compromise is to show the skirt as part
of the mouseover feedback for all the objects in the scene. Another possibility is to
show all nontarget skirts all the time but dimly, with a high transparency factor, to
minimize clutter.
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8.2.4 Outlines

A rather simple but versatile element is the
outline. Visually an outline encloses or
delineates its host object or object group.
The most common forms of outlines are
the wireframe and the semitransparent
bounding box. Nonbox shapes such as
spheres, cylinders, and polyhedrons can
also be used; and patterns of dots or lines
can be used for the faces instead of semi-
transparent polygons. As a means of feed-
back, an outline’s talents are many and
somewhat specialized. Wireframe object
outlines are demonstrated in part 4 of the
book starting with the PassiveFeeling
example in section 22.1.3, and several
examples are shown in figure 8.9.

As a feeler, an outline can show the
spatial extent of the host. As control feedback, its presence around a host object can
indicate that the host is selected or highlighted in some manner. As relational feed-
back, an outline can enclose a group of objects thereby serving as an idiom for group-
ing. As a control widget, the outline can serve as a control handle allowing the user
to drag the host object by dragging on the outline. For both efficiency and clutter
reduction, an outline can serve as a proxy for the host object, with only the outline
being seen and not its host object. In terms of efficiency, the outline is often quicker
to render than the object itself, especially during user interaction if the object is large

Figure 8.8 Adding a skirt to the lamp, which appears during mouseover, clearly 

shows the user that the lamp is not on the desk.

Figure 8.9 Object outlines can indicate 

interaction states and the spatial extent  

of their host objects.
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or complex. In terms of clutter, the outline obscures a lot less of the surrounding scene
than the object itself.

Outlines can also enclose or highlight parts within an object, such as faces, edges,
and vertices. For example, the user might select an edge or face in an object to serve
as the reference for an alignment operation. As the object is dragged, an outline around
the reference part might highlight when the part aligns with a neighboring object. A
part outline can take a number of forms. For example, a 2D polyline or semitranspar-
ent polygon might be used to delineate an object face, a fat 1D line might delineate
an edge, and a small 2D circle might outline a vertex.

8.2.5 Tic marks

A tic mark is some small line or symbol that
marks a particular spatial position, graduates
a range of spatial positions, or assists with
alignment, like a feeler. A common form of
tic mark is a small line next to a vertex or col-
linear with an edge on the target object that
appears to show alignment with surrounding
objects. An example is shown in figure 8.10.
Unlike projecting feelers, tic marks are less
obtrusive and can make the display appear
less cluttered. The flip side is that they don’t
provide as much feedback information as a
projecting feeler. A tic mark simply marks a
single position or angle instead of extending
to surrounding objects to indicate proximity
as well as alignment. Tic marks can be pas-
sive, being visible whenever the host object is
selected or being dragged; or, more typically they can be active and dynamic, appear-
ing or highlighting when the host object aligns with a part—vertex, edge, face—in
another object.

A common use of tic marks is to indicate graduations for sliding or rotating a tar-
get object, similar to the tic marks on a ruler or protractor. For example, sometimes
it’s desirable for rotations to be delimited at certain increments, such as 15 degrees,
in which case radial tic marks might indicate these positions and tell the user that such
delimitations will be imposed. For a linear position, tic marks might indicate gradu-
ations in physical units such as inches, feet, or meters. A special form of tic mark is
the “grid,” where the marks themselves are taken to the extreme and are shown as com-
plete intersecting lines. Grids are useful for aligning and snapping objects at regular
but predefined positions, and are often used in 2D drawing applications. In 3D appli-
cations, grids and tic marks aren’t limited to the ground plane. They can be applied
to the walls, ceiling, floor, and even to an empty volume of space.

Figure 8.10 An example of a tic mark 

indicating when a target object edge

is aligned with that of a neighboring 

object
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8.2.6 Rulers

A ruler provides quantitative spatial mea-
surement, such as a graduated scale or a
numerical readout. The most common
form of ruler is a linear dimension such as
in a mechanical drawing, with end marks
and arrows showing the extent of the mea-
surement, and a numerical callout showing
the value. Other variations include dimen-
sioning for angle, area, and radius of curva-
ture. Rulers can measure the host object
itself, such as the dimensions of its bound-
ing box; or they can measure the spatial
relationship between the host object and its
surrounding objects, as a quantitative
feeler. For example, while an object is being
dragged, the distance between the host
object and its neighboring objects might
appear, as shown in figure 8.11.

Rulers can also be used as tools without a predefined host object. The user selects
a particular tool from a toolbox depending on the kind of measurement needed, and
snaps the ends of it to the objects to be measured. A familiar metaphor is a tape mea-
sure, where the user snaps one end to an object and moves the other end around in
the world to measure distance. A similar scheme can be used for tools that measure
angle, area, and volume.

Often rulers are dynamic, stretching as the host object is manipulated, and with
the numerical callout updating continuously. They can also be passive, like a tradi-
tional ruler with tic marks. For example, static rulers might be placed alongside the
edges of the floor in the office layout example to assist the user in placing furniture.
Doing the real ruler one better, live tic marks on the ruler might indicate the position
and extent of the currently selected target object.

8.2.7 Snaps

In design applications some assembly is often required, but arbitrary attachment of
objects is often not allowed. In these cases, feedback is needed on an object to tell the
user that other objects can be attached to it, and to indicate where and how the
attachment can be made. Feedback elements that provide this hybrid of relational
and control feedback are called snaps. The most common form of snap element is the
snap point, which is a point position on or near the host object that is often repre-
sented by a small graphic symbol, such as a dot or ball. Figure 8.12 shows a desk with
several snap points. Notice that the “hidden” one in the middle appears smaller than

Figure 8.11 An example of a ruler 

showing the distance between the tar-

get object and the nearest neighboring 

object
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the other two because of X-ray overlay. Snaps can also be associated with higher
dimensional geometric elements, such as 1D snap edges and 2D snap faces.

Different forms of attachment require different forms of snap feedback. Typed
attachments are selective about with whom they will partner, and oriented snaps
impose a particular geometry on the connected objects. Each requires a different rep-
resentation in the form of visual and audio snap elements so the user can easily tell
them apart and get a sense for what will happen as a result of the attachment. For
example, typed snaps may take male and female forms to indicate which attachments
go together, and oriented snaps may use indicators to show the orientation that the
attachment will impose.

Two important concepts in manipulation, attachment and snapping, were
touched on here. These will be discussed at greater length and from other perspectives
in later sections. Because of its common use in other 2D and 3D applications, the term
“snaps” was chosen to name this form of feedback element although it is needed for
all forms of attachment, not just snapping.

8.3 PSEUDO-TACTILE FEEDBACK

PTF is the combination of sight, sound, and control movement effects that serve as a
substitute for the sense of touch. This is useful in manipulating real-world objects.
The simplest form of substitution is to use sight for touch. For example, a tic mark
might appear or an object face might highlight when the user drags the target object
into some desired position. This is simply relational feedback, which was already

Figure 8.12 Snap points indicate points on an object where object 

snapping and attachment can occur. (Courtesy of Tech-

niCon Corporation)
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discussed above. A more sophisticated approach, which gets to the heart of PTF,
tightly couples control dynamics with sight and sound cues to impart a stronger sug-
gestion of natural feel. For instance, in the furniture layout example, a user might
drag a desk that is in some arbitrary orientation toward a wall. When the desk hits the
wall, the desk highlights and a soft “collision” sound effect plays. As the user contin-
ues to drag the mouse toward the wall, the desk begins to turn, as would a real desk if
dragged in a similar fashion, while an undertone of “scraping” is heard. If the user
persists with the drag, the desk will eventually turn flush with the wall and stop, at
which point the desk highlight flashes once, returns to normal, and a gentle sound
effect of finality plays. The intent of these effects is to evoke in the user impressions
that the objects and their interactions are real—or at least as real as they might seem if
used in a movie—with visual and audio feedback providing idioms that reinforce a
sense of feel.

This section covers these and other variations on PTF techniques, which are sum-
marized in table 8.3, and illustrated in figure 8.13. Some emphasize visual and sound
effects; others emphasize object and control dynamics. As with many of the other tech-
niques presented throughout this part of the book, you can mix and match the PTF
variations as you see fit.

8.3.1 Marked drag

Starting with the simplest form of PTF, marked drag relies on sight and sound effects
only, with no change in control dynamics. While the user is dragging an object, rela-
tional feedback such as tic marks might appear alongside the target object and its

Table 8.3 Summary of PTF drags and grips 

Marked drag
• Sight and sound feedback only; no change in control dynamics.

• Weak tactile effect; relational feedback indicates proximity or alignment.

Sticky drag

• During drag, object stutters to indicate proximity and to help alignment.

• Strong tactile effect; object stays where left; can require forced cursor 
movement; can interfere with precise adjustments.

Snap drag

• At drag end, object jumps into alignment.

• Weak tactile effect; unexpected object jump; can interfere with precise 
adjustments.

Solid drag
• Dragged objects are solid.

• Prevents confusion of objects intersecting; can interfere with object layout.

Strong grip
• During drag, no slippage or twisting of object upon collision.

• No real-world dynamics.

Weak grip
• During drag, object is allowed to slip and twist upon collision.

• Effect can be unexpected and unappreciated.
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neighbors as alignment of various sorts occurs. Variations might use outline feedback
to highlight the matching objects and object parts (vertex, edge, and face). Informa-
tion feedback, like callouts, might appear to provide further detail about the type and
location of the relationship achieved. In addition to its normal supporting role, sound
might help to differentiate the type of relationship achieved, with variations on the
basic “alignment achieved” sound effect indicating different types of alignments, such
as edge, face, or midpoint.

Variations on marked drag might also include feedback regarding spatial prox-
imity. For example, skirts and rulers might appear on the target object when near other
objects, which serve both as a forewarning of collision and as assistance in performing
precision object placement. In these situations, sound effects can reinforce warnings
of imminent and actual collision. Additionally, the pitch of a mild tone or the fre-
quency of a soft click could indicate the target’s proximity to alignment or collision.

8.3.2 Sticky drag

People are naturally sensitive to discontinuities between what the hand does and what
the eye sees. Taking advantage of this sensitivity is what really sets PTF apart from sim-
ple relational feedback. Sticky drag is one of the simpler PTF techniques that benefits
from such eye-hand control effects. With sticky drag, while the user is dragging an
object, it will seem to stutter or stick slightly when it reaches some predefined position,

Figure 8.13 Examples of PTF drags and grips
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or aligns or collides with another object. The effect is not unlike a detent in a multipo-
sition knob. For example, to help the user during layout, an alignment grid might be
defined for position, and angular graduations might be defined for rotation. Objects
would slide and rotate smoothly until they reached a grid line or an angular detent.
The movement sticks there until the user overdrags the object or starts a new drag.

The degree of stickiness might vary depending on the situation. A small overdrag
might be needed for a graduation detent, a large one for object-to-object alignment,
and a new drag might be required after a collision. A variation on simple overdrag is
to use a more pronounced gesture, such as a flick or jerk, to resume object movement.
As with marked drag, sound effects can reinforce the tactile sensation and provide a
feeling of proximity. Outline feedback can highlight the aligned or colliding objects
and object parts.

The tactile effect of sticky drag is more pronounced than that of marked drag
because marked drag relies solely on sight and sound whereas sticky drag also affects
eye-hand coordination. This can be good, but it can also be bad. Techniques that
affect the drag dynamics can seem unexpected to users if they are not familiar with the
effect. Like any good idiom, this one can be quickly learned by the user. Another draw-
back of sticky drag is that the mouse cursor must be forcibly moved by the system to
affect the stutter. Some designers reject such forced cursor movement on principle.

A more serious problem is that sticky drag can interfere with precise object place-
ment when the object is near a sticky point. One possible remedy is to introduce hys-
teresis into the stickiness so that the drag doesn’t immediately stick to the same point.
A simpler but more direct way around this problem is to allow the user to momentarily
disable the stickiness, such as by pressing a modifier key during a drag. Another pos-
sibility is to let the user perform fine adjustments with the arrow keys, which are not
subject to the sticky effect. Although such keyboard-based alternatives sound good and
can be effective, trying to let the user know they exist and how to use them is another
matter, which is often the problem when keyboard controls are used.

8.3.3 Snap drag

If the idea of programmatically moving the mouse cursor is distasteful, even for a lit-
tle stutter, then snap drag is a possible alternative to sticky drag. In snap drag, when
the dragged object is released, it jumps or snaps to the nearest valid position, such as a
mutual alignment with a neighboring object, a predefined graduation detent, or a
snap point on another object. In other words, we’ve traded cursor jumping for object
jumping. In both cases what is important to PTF is the discontinuity, which is what
hopefully conveys a tactile feeling to the user. As with the other PTF drags, sound
effects can significantly reinforce the tactile effect.

A drawback of snap drag is that its tactile effect is weaker than in sticky drag
because there is no feedback during the operation, only after the drag is done. Another
problem is that the dynamic discontinuity can be startling and at times unappreciated,
perhaps even more so than with sticky drag. In sticky drag, the stutter occurs while
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the drag is underway. Once the user releases the mouse button, however, the object
stays where the user left it. In snap drag, the snap occurs when the drag is done, just
when the user thinks everything is positioned just right. An idea that might come to
mind is to perform the snap during the drag rather than after it. This solution is prob-
ably worse than the problem because the target object tends to jump and squirm
around while the user is trying to drag it into position.

As with sticky drag, the user can have problems performing fine adjustments near
a snap position. These problems can be mitigated by using a modifier key to block the
snap or through subsequent adjustment with the arrow keys.

8.3.4 Solid drag

One aspect of drags that must be resolved is what to do when two objects collide.
One extreme is for the objects to act like ghosts and simply pass through one another.
The other extreme is for the target object to stop dead in its tracks, as would an object
in the real world. This latter approach, where the objects involved act like solids, is
called solid drag. In some sense, a solid drag is like a sticky drag with infinite stick
when a collision occurs. Overlapping objects can confuse users because they are
inconsistent with real-world experiences, so solid drag should be highly desirable.
Unfortunately, it has some undesirable side effects.

Solid drag prevents objects from passing through one another. This means that
to move an object from one place to another in the scene, the user must maneuver it
around any obstructions. For example, in an office layout application, to move a desk
from one office to an adjacent one, the user may have to walk the desk down the hall,
around the corner, and up a parallel hallway. What if the door opening is too narrow
to slide the desk through? Does this mean the user has to tip the desk on its side and
remove the legs, as might have to be done in the real world? Obviously the need for
intuitive simulated reality has to be balanced with the need for user effectiveness. User-
interface metaphors can give you enough rope to hang yourself, which is why some
designers eschew their use. As with the other drags, modifier and arrow keys can be
used as a means to escape from such predicaments.

8.3.5 Strong grip

Drag grip describes the kind of dynamics that occur during a drag when the target
object encounters another object or an alignment point. A strong grip is analogous to
the user having a firm grasp on the target object. As in the real world, if the object is
firmly held, it is prevented from changing its orientation when slid and another
object is bumped. It is also prevented from changing its center of rotation when
turned and a corner catches on another object. This may sound a lot like solid drag,
but here the focus is only on that aspect of the operation that keeps the target from
wiggling around under the cursor. Strong grip is by far the most common form of
drag grip because it requires that the programmer do nothing. In the virtual world,
objects have to be programmed in order for them to react to one another.
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8.3.6 Weak grip

Unlike a strong grip, a weak grip gives the target object a bit of freedom to slide
around under the drag point or to rotate about it if the target encounters another
object or an alignment point. As the name implies, this is analogous to the user hav-
ing a weak grip on the object as the user drags it around in the scene. For example, if
while sliding a desk in a room and a corner hits a wall, the desk might start to rotate.
If the user continues to drag the object, it might eventually rotate so it becomes flush
with the wall. Similarly, if while rotating a desk a corner hits a wall, then the desk
might start to slide away from the wall to allow the desk to turn.

Whenever multi-object dynamics are involved, questions arise as to which objects
remain stationary and which objects react, especially if chain reactions can potentially
occur. A full-blown distributed dynamics simulation is probably overkill. Usually, let-
ting only the dragged object move is a good idea because it is already moving and any
additional movement of it as a result of a weak grip effect would not be unexpected
to the user.

8.4 SNAPPING

A big part of manipulation is assembling objects together to form a larger whole, and
a big part of assembly is getting objects together at the right place in the correct ori-
entation. Doing this manually requires orienting the objects and then sliding them
together so they are flush and evenly aligned. A better approach is to build some
smarts into the system so objects “know” where to go and how to orient themselves.
This aspect of manipulation is called snapping. Snapping often also implies attach-
ment, which will be covered in a section 8.5. Essentially, snapping gets the objects
together, and, if needed, attachment makes them stay together.

8.4.1 Explicit versus implicit

Explicit snapping requires that objects be marked with snap elements so that the user
clearly sees where and how objects can be connected together. For example, snap ele-
ments might correspond to actual mechanical attachment points on the real objects
represented by the virtual ones. Alternatively, the system could automatically place
snap elements at strategic positions on objects, such as their bounding-box corners,
whether or not they correspond to mechanically accurate attachment points.

Implicit snapping involves the system automatically determining spatial relation-
ships that are deemed significant to the user, and causing the objects to align accord-
ingly. For example, objects might snap so their faces are evenly aligned or flush against
one another. For implicit snapping to be effective, good heuristics consistent with the
user’s task are needed, which require that the designer have a good understanding of
the user tasks and data objects involved. Explicit snapping, on the other hand, better
lends itself to generalization.
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8.4.2 Snap operations

An explicit snap operation involves two or more objects, each with a selected snap
element. When the snap occurs, the objects jump together and position themselves so
that the selected snap points are touching. Such snap operations are not immediately
obvious or intuitive to the user because snapping is an artificial activity not often
found in the real world. However, if the user is provided with adequate feedback, as
with any good idiom, he should get the hang of it rather quickly. A snap operation
seems straightforward, but is it? How are the snap elements selected? When the snap
occurs, which objects move and which ones stay in place?

Snap movement
Starting with the question of object movement, one approach is to let all the objects
move at once. This, however, can result in a 3D version of anarchy. For example, the
user may have a partial assembly nicely arranged and positioned in the world. Trying
to snap a new piece to it can result in the assembly coming apart if its pieces are not
firmly attached; or, if its pieces are attached, the whole assembly can end up moving
toward the single piece. In any case, this approach can seem counterintuitive and even
counterproductive to the user. A more useful approach is to designate one object in
the operation as the target object and the others as source objects. Then, when the
snap occurs, the source objects jump over to the target object and position them-
selves. This works well as long as it’s clear to the user which object is the target and
which are the sources. But how are the source and target objects chosen?

Figure 8.14 Direct snapping via mouse dragging, and indirect snapping via menu selection
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Snap operations can occur directly as a result of dragging an object, or indirectly
as a result of commanding the snap to occur, such as with a third-person control but-
ton or menu item. Both forms are shown in figure 8.14. In the case of dragging,
because the user has already decided to move an object, the most intuitive approach
is to designate it as the snap source object. You saw this in the case of PTF snap drag:
When the drag ends, the dragged object—the snap source—jumps into place. In the
case of an indirect snap operation, the choices for designating objects are not so obvi-
ous. Order of selection can be a good criterion, with the first selected object designated
as the snap target, and all subsequently selected objects designated as snap sources.
Other possibilities include using menu selection or tool modes to designate the
selected object as being a source or a target, but these approaches are less desirable
because setting up the snap operation may seem like more trouble than it is worth to
the user.

Snap selection
A snap operation requires selection of a snap element on each source and target
object. A good way to classify snap element selection is by the degree of manual selec-
tion involved, which is shown in figure 8.15.

The first approach is “no selection,” where the system performs all snap element
selections automatically. Typically, proximity is used as the selection criterion with the
closest snap elements between two objects being selected. For example, during a drag,
the system would determine the snap element on the source object—the one being
dragged—that is closest to a snap element on a neighboring object. The system would
autoselect these snap elements and designate the neighboring object as the target of the
snap operation. Something similar can be done for indirect snapping, but with the
currently selected object designated as the snap source. The no-selection approach is
very easy to use because all the user does is select or drag an object: All snap element
and target object selection is automatic. Unfortunately, it lacks a degree of control that
many assembly tasks require.

The next possibility is “partial selection,” where the user selects a snap element
on an object and then drags either that object or another nearby object. As before, the
dragged object is the snap source object and distance is the criterion for snap element
selection. The closest snap element to the manually selected one, whether on the
dragged object or a neighboring one, is autoselected as the mate. Indirect snapping
would work the same, but the host object of the manually selected snap element would
be designated as the source object. The partial selection approach is a little harder for
the user to perform because it requires a selection and then a drag, but it can often pro-
vide a satisfactory level of control over the snapping.

The final approach, which offers the most control, is “full selection.” In this
approach, the user selects a snap element on both the source and target snap objects.
In this case, indirect snapping may seem like the only alternative, with the user com-
manding the snap to happen: A drag may seem superfluous, but it is not. Dragging



SNAPPING 169

one object or the other after selecting the snap elements could be a simple way to des-
ignate which one is the snap source. Also, as you’ll see in later sections, snapping and
attachment do not have to affect the complete geometry of the participants, in which
case a drag could still influence the final outcome geometry of the snap operation.

8.4.3 Snap typing

A snap element on one object can be connected to any snap element on another
object. Sometimes, however, it is helpful to the user if the designer imposes con-
straints on how objects can be snapped together. With snap typing, a snap type is
assigned to the snaps, which allows only snaps of matching or complementary types
to be snapped together. For example, top surface snaps on furniture might assist the
user in aligning work surfaces so they are all at the same height, bookshelf snaps on a
bookcase, however, might prevent the user from attaching a light fixture where only a
movable bookshelf should go. Complementary male-female snaps on opposite sides
of furniture might constrain rows of furniture items to all face in one direction. The
possibilities for snap typing are endless.

8.4.4 Snap geometry

In many applications, snapping implies only a jump in position, with orientation
being unaffected. A variation on snap typing is snap orientation, with the mating

Figure 8.15 Different approaches to snap point selection, which involve varying degrees of 

manual selection
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snap elements imposing a particular orientation between the snapped objects. For
example, when assembling modular furniture, often the pieces can go together only
with a certain geometry. The user should only have to indicate where to connect two
furniture pieces and the snap point orientation would take care of the rest. In this
example, the orientation might be fully constrained, but in other situations you want
the snap orientation to be partially constrained. For example, snapping two snap
edges together might force the edges to be colinear, but the relative orientation of the
host objects about the colinear edges would remain the same. Limiting the snap’s
effect on the resulting geometry configuration can also apply to position. For exam-
ple, snapping two faces together might assure that they are coplanar, thereby making
them flush or at least even, but it wouldn’t necessarily cause the faces to overlap.

8.5 ATTACHMENT

When assembling objects in the real world to form a more complex whole there must
be some means for holding the objects together. Real world attachments can be whim-
sical (bailing wire and chewing gum), utilitarian (nails, glue, welds), ingenious (snaps,
zippers, Velcro), and specialized (magnetic, tongue-in-groove, ball-and-socket). The
quality of attachment can be permanent (welds), temporary (Velcro), and even non-
rigid (ball-and-socket). In a virtual world, as in the real one, connecting objects
together and specifying the nature of that connection can be important. This is espe-
cially so in 3D design applications, where object assembly is often a major goal.
Table 8.4 summarizes the specific forms of attachment covered in this section, and
figure 8.16 illustrates them.   

The distinction between attachment and grouping can be murky. For this dis-
cussion, attachment is confined to a one-to-one relationship between two connected
snap elements, whereas grouping implies a possibly diffuse relationship among two or

Table 8.4 Attachment types and characteristics

Snapping
• Not real attachment; touching

• Objects jump into position without permanence

Gluing • Rigid physical attachment; touching

Sticking
• Non-rigid physical attachment; touching

• Objects can slide and twist according to attachment type

Linking
• Logical attachment; non-touching

• Topology of attachments maintained when objects are pulled

Anchoring
• Fixes object geometry in world space

• Generally needed if sticky attachments are involved
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more objects that are probably not touching and may only be for convenient reference.
Although some aspects of grouping involve manipulation, many others are more
closely associated with data access and management; therefore, grouping will be cov-
ered in the next chapter.

8.5.1 Physical versus logical

Physical attachment is analogous to real-world attachment, where objects maintain
some spatial or geometric relationship between them, which can be rigid like a weld
or flexible like a ball-and-socket. This has both visual and functional implications.
Pulling on an object that is physically attached to others can often cause the other
objects to also move. Also, physical attachment typically requires that the objects
involved be touching. For this reason, snapping is generally required before physical
attachment can occur. Two snap elements that are touching but not yet attached are
considered to be “primed” for attachment.

Logical attachment is where objects maintain some abstract or topological rela-
tionship. Pulling on an object that is logically attached to other objects does not nec-
essarily move the other objects. Also, logically attached objects generally do not touch,
and their attachments are often shown visibly with relational indicators, such as lines
and arrows. For example, logical attachment is often used in applications involving
networks, such as for communications or manufacturing, where the topology of the
layout, not its literal geometry, is significant. In such cases, nodes in the network do

Figure 8.16 Examples of object attachment.
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not touch and could be dragged around in the scene, with their connections stretching
and bending accordingly.

8.5.2 Attachment versus snapping

Snapping and attachment are usually separate operations. For example, you might
perform a “dry fit” to assemble objects the way you think they should go, using snap-
ping. When you are satisfied with their fit, you would apply the attachment “glue” to
hold them all together. Because of the difficulty of getting objects together in the
right geometry so they can be physically attached (their snap elements must be touch-
ing, or primed), snapping of some sort is generally necessary before physical forms of
attachment can occur. Persistent forms of physical attachment such as “sticking” and
“gluing” will often be combined with snapping such that snapping and attachment
are performed as a single operation. Thus, objects that are snapped together are also
immediately and persistently attached together.

8.5.3 Attachment operations

Whereas a snap has an implied direction, with the source object jumping to the target
object, a physical attachment has none. Snap elements participating in such an
attachment are equals because no movement is involved and the relationship is bilat-
eral. This makes creating a physical attachment a lot simpler than performing a snap
because there is no need to differentiate source and target objects and snap elements.

As with snapping, the user can perform physical attachment operations directly
through dragging or indirectly through commands. Direct physical attachment is sim-
ply a snap and attachment combined into a single drag operation. Indirect physical
attachment involves the user selecting one or more primed snap elements and com-
manding them to be attached. A variation is for the user to select one or more objects
and to command that all of their primed snap elements be attached. Yet another vari-
ation is to use an attachment tool or mode that creates an attachment upon selecting
the primed snap elements, directly with the mouse or indirectly in a list. Most of these
approaches could be used in the earlier dry fit scenario, where attachments are added
to an assembly after snapping all of its objects together.

Logical attachment operations must be handled a bit differently. Because the snap
elements do not have to touch, the user must explicitly designate the two snap ele-
ments to attach. Such an operation is more akin to snapping than to physical attach-
ment, although no object movement is involved. As in snapping, the user can
designate source and target snap elements if the logical attachment is directional, and
proximity during drag can drive snap element autoselection. Selecting the objects to
be attached instead of their snap elements can work, but problems might arise if the
objects contain multiple snap elements.
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8.5.4 Detachment operations

Unlike snapping, where no persistence is involved, attachments generally need to be
broken. One approach is suggested by PTF sticky drag, where overdragging or jerking
an attached object can break it free from its attachments. This is analogous to break-
ing certain kinds of temporary attachments in the real world, such as those made with
Velcro. As is often the case with gesture-based actions, if the user is unsuspecting or
lacking in skill, he or she might end up with an unexpected result, such as dragging
only a single object when the intent was to drag the whole assembly. An alternative
approach that avoids this problem and which parallels one we saw for attachment
operations is to select the attachments and then to indirectly command their detach-
ment. A variation is to select one or more objects and command that any attachments
on them be broken. Another variation would be to use a detachment tool or mode to
break individual attachments when they are selected, on an object or in a list.

8.5.5 Gluing

The most common form of physical attachment and the easiest to implement and
control is where the participating objects are held rigidly together. This form of
attachment is called gluing. When attachments are glued, pulling on one object
would also pull any other objects attached to it, and any objects attached to those
objects, and so on. In other words, tugging on any part of a glued assembly of objects
results in the whole assembly moving without deformation.

8.5.6 Sticking

Less common and more difficult to implement and manage are physical attachments
that are flexible or non-rigid. In this form of attachment, which is called sticking, the
geometry of the attachment is not fully constrained. The simplest form of sticking
involves two snap points where the position of the attachment is constrained but not
its rotation. The result is like a ball-and-socket joint. Using different forms of snap
elements intuitively suggests different forms of sticking attachment. For example,
sticking two snap edges together forces the object edges to be colinear but the user
can still rotate the objects about the colinear edges like an axis. Similarly, sticking two
faces together assures that the two are flush but the user can still slide and possibly
rotate the objects along their coplanar faces.

Philosophical problems can arise when we consider what happens when objects
that are only stuck together are pulled. In general, the objects involved would behave
as in a physical simulation of a dynamic system, with flexing, sliding, and rotation
occurring at the joints according to distributed forces and simulated friction. This is
overkill for most applications. An easy and effective alternative is to allow only the
dragged object to move, and only if its attachments would mutually allow such a
movement. For example, given a door in a doorframe connected with two hinge
attachments, dragging on the door would swing the door open while the doorframe
remains stationary. If, however, a third hinge were added to the door opposite the first
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two hinges, then the door would be prevented from swinging. Does this now mean
that tugging on the door moves the house to which the doorframe is glued? This prob-
lem will be discussed a later.

8.5.7 Linking

Many aspects of logical attachment, or linking, have already been discussed. The big
difference between physical and logical attachment is that in logical attachment the
snap elements do not have to touch, so the participating objects can stay where they
are. If the user tugs on a linked object, then the object moves and the links stretch
accordingly. More sophisticated linking schemes might allow the nodes to automati-
cally rearrange themselves to minimize connection crossings or to improve the layout.

Linking is useful in design and control applications where connections must be
established or modified between objects representing nodes in a network, such as for
telecommunications, transportation, and utilities. Often in such networks only the
topology is important, not the actual spatial geometry. For example, in a telecommu-
nications application, the nodes might represent company offices or, at a lower level
of abstraction, computer equipment. The links might represent physical communi-
cation connections or logical data circuits, or both. Snap point typing by protocol or
physical medium could constrain how nodes are connected. The links themselves
could be “dumb” lines or arrows that form straight-line connections, or they could
be “smart” ones that bend around intervening objects automatically or with some
manual intervention.

8.5.8 Anchoring

In the real world you don’t have to worry about moving the whole house if you try to
open a locked door. In the virtual world, where the laws of physics do not naturally
apply, such matters are not as clear-cut. Maybe the house should move and maybe it
shouldn’t. One simple way to address this problem is with anchoring, which is a spe-
cial form of attachment between an object and the world. When an object is
anchored, it is held rigidly in place relative to the world. In the door example, it
would be wise to anchor the house, or at least some foundation component of the
house, such as its floor. That way the floor and all the rest of house’s components
glued to it remain firmly in place, no matter how the user manipulates the house’s
sticky attachments, such as the door. Anchoring can also be useful when logical
attachments are involved, such as in the case where linked nodes rearrange automati-
cally to minimize crossings. In this case, anchoring allows key nodes to remain fixed
in place.

The simplest way to perform anchoring is to select one or more objects to be
anchored and to command them to be anchored. Anchoring may sound like overkill,
and often it is. If an application allows only gluing, then anchoring might be needed
only as a convenience, to keep a layout from being accidentally altered. If sticking is
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allowed, then anchoring can become a serious issue, unless you don’t mind the house
moving when you try to open its door.

8.6 SPECIFICATION

So far the discussion has addressed only forms of manipulation that involve the rela-
tionship of data objects with other data objects, such as attachments, or with their
surroundings, such as feelers. In a sense, these interactions were external to the data
objects themselves. A different form of manipulation involves changes within individ-
ual data objects, such as changes to a data object’s makeup, state, or attributes. These
internal forms of object manipulation are called specification.

Specification is an important aspect of many design applications, especially those
involving product selection. With the advent of computerized manufacturing, cus-
tomers have more choices and greater flexibility in specifying standard products.
Depending on how a manufacturer organizes product options and how the applica-
tion exposes those options to a customer, the user might select a different kind of prod-
uct from a catalog of available product models, or the user might specify individual
parameter values and option choices for the product.

Closely related to specification is the concept of configuration, where the designer
constrains the specification of an object to allowable values, perhaps through the use
of rules. Configuration for the purpose of specification and other forms of manipula-
tion is discussed in section 8.7.

8.6.1 Dumb shapes

The simplest form of specification is to choose a different object of the same general
class. For example, the user may like the placement of a desk in an office layout but
not the type of the desk. Perhaps the desk should have the drawers on the left instead
of the right, or it should have a computer keyboard tray. The user chooses a different
desk and it is immediately instantiated in the scene replacing the old one. A new 3D
model changes the appearance of the desk and has new descriptive feedback changing
its identity, such as a model number callout. This is called dumb shape specification
because the individual data objects are static and immutable. With dumb shapes the
user can’t change just a part of an object; instead, the whole object must be changed,
with the new data object replacing an existing one in the scene.

Although rather simple for the designer to implement and easy for the user to
comprehend, dumb shape specification has significant drawbacks. It does not lend
itself to direct in-scene manipulation, which is often more intuitive than indirect
methods; and the need to represent every combination of options with a separate
object can be impractical. For example, if a product has 10 options and each option
has five mutually exclusive choices, then the data catalog would have to contain 50 ver-
sions of the same basic object. If, instead, the choices are inclusive, then permutations
must be considered and catalog size can become a serious problem.
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8.6.2 Smart shapes

An alternative approach to dumb shape specification is to make the objects dynami-
cally adjustable. As the user specifies option choices and parameter values, the data
object reshapes itself accordingly. This is called smart shape specification because the
data objects are dynamic and changeable. Smart shapes lend themselves to direct
manipulation and avoid the combinatorial explosion problem of dumb shapes. Smart
shapes are most readily supported by 3D platforms that provide for “parametric mod-
eling,” where the model geometry can be constructed to directly parallel the product
specification parameters. You may be wondering what is the difference between a
smart shape and a constrained assembly of objects. As with a dumb shape, a smart
shape refers to a single data object, or logical entity, which may be modeled as an
assembly of individual components or objects, or as a single parameterized object
model. In other words, shape here refers to the entity whose parameters are being
specified, not necessarily to the manner in which it is constructed.

As with other forms of manipulation, smart shape specification can occur directly
or indirectly. Direct smart shape manipulation can offer a more intuitive feel than
indirect manipulation. For example, to move a desk’s drawers from the right side of
the desk to the left side, the user might simply drag them to the desired position. Sim-
ilarly, if a larger desk is needed, the user might drag a corner to resize it. For direct
shape manipulation to work well, the objects must be intelligent enough to keep the
arrangement of their internal components consistent and valid. For example, when the
drawers are slid from one side to the other, they should snap into place on the right
or the left and not be allowed to remain in some intermediate position; and, while the
desk is being stretched, the drawers should be kept flush against the side of the desk
even though that side might be the one being adjusted.

Other forms of direct shape manipulation can be nongeometric in nature, dealing
with visual or even non-visual attributes of the object. For example, to change the
color or finish of a desk, the user might select a desk surface and choose a new finish
from a palette of finish swatches. The new finish would appear immediately on the
selected surface. Nonvisual options such as connecting braces and electrical cableways
might be selected automatically when the user connects two desks together or attaches
a lighting fixture, but this is getting into configuration, a separate subject. Figure 8.17
shows an example of a 3D configurator in an e-commerce application.

Indirect forms of smart shape manipulation might be desirable in certain situa-
tions. If the specification requires precision, such as the exact dimensions of a desk,
then a dialog box with entry fields or radio buttons might be preferable to direct in-
scene resizing. If the specification is somewhat complicated, then a more aggressive
technique such as a wizard might be useful. For industrial-strength applications, con-
figuration techniques might be used to handle guided selection, to constrain the avail-
able choices, and to validate the overall specification.
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8.7 CONFIGURATION

A major advance realized with the introduction of the graphical user interface was
that the designer could easily guide the user to a set of action choices appropriate for
the current situation. If the user is not allowed to connect two objects, then the Con-
nect command in the edit menu appears dimmed when those objects are selected. If
an object can be colored only red or green but not blue, then only the red and green
color choices will appear in a color palette when that object is selected. Extending this
notion on a larger, broader, and more industrial scale is the concept of configuration. 

Configuration constrains the user to an allowed set of operations that can be per-
formed on a set of data objects or within a given data object, as a form of specification,
according to the current situation. The situation might be defined completely within
the application, such as the arrangement of data objects in the scene, or by external
circumstances, such as product availability or even the day of the week. These are often
expressed as rules. Simple rules might be to restrict a given parameter to a range. More
convoluted ones might say that you can buy a desk or chair with any color, but if you

Figure 8.17 In this 3D configurator, the user can select a surface, apply a valid finish, and see 

the result on the 3D desk model. (Courtesy of TechniCon Corporation)
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want the special discount then both items must be ordered in black and it must be
Thursday. The results of rules can be exclusive—in which you cannot do something—
or inclusive—in which you must do something. For example, in connecting objects
together, configuration rules might allow only certain kinds of objects to be connected
and, if a particular combination of objects occurs, then extra objects might be added
automatically. In the office furniture example, connecting brackets might be separate
orderable items. When a modular desk is attached to a panel, no bracket is needed;
but when two desks are attached, brackets are required and will be added to the order
to assure a correct and complete product assembly.

This chapter has already mentioned a number of areas where configuration may
be useful in 3D manipulation. In terms of external manipulation, configuration can
constrain which objects can be snapped, attached, grouped together, and how. In
terms of internal manipulation, configuration can play a major role in guiding the
user’s specification of an object. Incorporating configuration concepts into the user
interface is not an all-or-nothing proposition. There is a wide range of possibilities.

In the last few years, the concept of configuration has matured into a separate
technology that is helping to drive sales automation and mass customization applica-
tions. A configuration model defines the rules and allowed values for assembling a sys-
tem and specifying its data objects. A configuration engine uses the model to track user
actions, to provide currently valid choices, and to offer explanations of why certain
choices are not available, or others are recommended. For example, in an application
for ordering a sport-utility vehicle, if the customer wants chrome wheels then only the
“super” and “super duper” vehicle models are valid choices. If the customer also
chooses the 20-liter V-16 Terminator engine, then only the super duper model is rec-
ommended, and the “afterburner” and “cryogenic cooler” option packages are also
required. The user might ask why the lower cost models are not recommended (dis-
commended), and the system would say that with the Terminator engine the more
reasonably priced models will break down.

You may ask what this scenario has do with 3D user interfaces. In next-generation
applications, 3D will provide the way to make visualization and manipulation of com-
plex data more compelling and intuitive. Configuration will make the manipulation
easier for the user to perform effectively and accurately. The ultimate goal of config-
uration is to prevent the user from specifying a product that can’t be ordered or design-
ing a system that can’t be implemented. In the sports-utility vehicle example, as the
user selects wheel and engine options, the specification is validated and the choices are
seen immediately, in 3D, as they would appear on the actual vehicle. If, instead, the
application is dealing with modifications to a chemical plant, as the user specifies pro-
cessing capacities and space allowances, equipment satisfying those requirements
would be presented. Selecting a piece of equipment would make it appear in a model
of the plant, where the user can optimize its layout and finalize its hookup in 3D, just
as if he or she were in the actual plant.
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8.8 SUMMARY

Relational feedback elements address the needs of directly manipulating objects in a
3D scene. Elements such as feelers, outlines, and skirts allow the user to better see the
3D relationships of objects on a 2D display; tic mark and ruler elements assist the user
in precisely placing objects; and snap elements aid in connecting objects together.

PTF is an offshoot of dynamic feedback that combines visual and audio feedback
with discontinuities in eye-hand control as a substitute for tactile feedback, which is
lacking in a POCS. PTF drag comes in several flavors, including marked, sticky, snap,
and solid. Simulation of real object dynamics in the form of strong and weak drag grip
could further enhance the tactile-like feel of the user’s 3D experience.

An important aspect of direct manipulation involves getting objects together and
keeping them together, as defined by snapping and attachment techniques. Snapping
conveniently gets the objects together and attachment makes their connections per-
sistent. Physical forms of attachment are gluing and sticking, the logical form is link-
ing, and a special form is anchoring.

Specification is the internal manipulation of data objects, which comes in the
form of dumb and smart shapes. Configuration refers to the notion of guided and
constrained manipulation, which is becoming an important technology for next-
generation applications, 3D and otherwise.


