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Options for
high availability
Most organizations using SQL Server depend on it pretty heavily. It’s mission critical,
as they say. The problem with mission critical is that computers and software break
down from time to time. Hardware fails. A data file gets corrupted on disk. Or
maybe you just need to maintain the server, applying a patch or two. What’s that?
Mission critical means it has to be running 24/7, with no downtime for mainte-
nance? That’s where high availability comes in.

 This chapter is going to be mainly descriptive, meaning I’m going to explain
how these technologies work and what they can do for you. We won’t be getting
into their setup, because in some cases that can require a significant amount of
server hardware. SQL Server Books Online provides step-by-step details for setting
these up, if you need instructions.

19.1 What is high availability?
High availability, or HA, involves building redundancy into your SQL Server plat-
form. The idea is to have at least two of everything, so that if one fails, you’ve got a
backup in place. SQL Server offers a number of different HA options, and you can
implement HA practices that sit outside of SQL Server, too. 

 Make no mistake: HA costs. Take an extreme example, where you want to make
sure SQL Server can keep running absolutely, no matter what. Even if a meteor hits
your datacenter. The entire building needs to be redundant! You’re going to have
to build a new datacenter, either across town or across the country—you can see
where this HA thing can get expensive really quickly. 

 That’s why you have to start by setting goals for HA. What, exactly, do you need
to be able to survive? You’re going to need to have a budget, too, and the business
178



179Database mirroring
is going to have to come up with that number. It should be based on what downtime
costs, not on some random figure pulled out of the air. If you know the company
will lose a million dollars a day when SQL Server is offline, it’s reasonable to have a
budget based on that number. A million bucks could build a datacenter across town.
Just saying.

19.2 Log shipping
SQL Server’s easiest HA technique is called log shipping. This involves two servers: your
main production server, and a hot spare. Normally, the hot spare does nothing but act
as a redundant server, either a physical or a virtual machine. If it’s doing no other
work, Microsoft doesn’t make you pay for the SQL Server license. It doesn’t need to be
the same kind of computer as your production server, meaning it could be a smaller,
less expensive rig. (Of course, if you need to actually use it, performance may suffer if
it’s not up to snuff.) 

 Log shipping starts with a snapshot of your database, which is a complete backup of
the entire database from that moment. From then on, the production server’s transac-
tion log is periodically bundled up and sent, or shipped, to the hot spare. The hot spare
replays the transactions in the log against its copy of the database, bringing that copy
up to current. This technique always involves a certain amount of data being at-risk,
meaning the hot spare isn’t being updated in real-time; if the production server fails
you’ll lose some data.

 In the event of a production server failure, nothing happens automatically. You
have to manually bring the hot spare online, and figure out a way to have clients talk
to it instead of to the production server. Most folks do that with some DNS trickery:
you have your clients all talking to a DNS CNAME alias, which normally points to the
production server. In a failure, you modify DNS so that the CNAME points to the hot
spare. Client computers may take as long as 10 minutes to adapt to that change,
since they tend to cache DNS records locally for about that long. Some organizations
will lower the time-to-live, or TTL, of the CNAME record so that clients cache it for
shorter periods. A lower TTL does mean more DNS traffic, so you have to architect
for that.

NOTE As of SQL Server 2012, log shipping is deprecated. That means Microsoft
plans to get rid of the feature in the future, and is only including it for back-
ward compatibility. It’s good to know what log shipping is and how it works,
because it serves as a kind of functional baseline, but you shouldn’t start using
it in new projects.

19.3 Database mirroring
Database mirroring is similar to log shipping, in that you have a production server and a
hot spare. The hot spare can absolutely be doing production work for another data-
base, meaning you can pair mirror servers to split workload. For example, Server A
can be the main server for Database 1, while Server B is the main server for Database 2.
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Each mirrors the other’s databases, so Server A has a mirror of Database 2, and Server B
has a mirror of Database 1. That way, both servers are being useful, meaning you’re
wasting less money on standby resources. In a failure, one server would be doing all
the work, so you might have to accept a lower-than-normal level of performance from
it during the failure period.

 The big difference between log shipping and database mirroring is that mirroring
happens more often, sending small groups of transactions rather than entire log files.
That means your backup server is always a bit more up-to-date. That’s the up side; the
down side is that mirroring requires more processing power. Standard editions of SQL
Server run mirroring in a single-threaded process, which means it’s only effective for
mirroring a single database. Enterprise Edition uses a multithreaded process that can,
when backed by sufficient computing power, mirror multiple databases for you. As
with log shipping, mirroring involves two—and only two—servers. 

NOTE You have to mirror between the same editions: Enterprise to Enterprise,
or Standard to Standard. You can read more about this and other requirements
at http://technet.microsoft.com/en-us/library/bb934127(v=SQL.105).aspx. 

As of SQL Server 2008, Enterprise Edition, the principal copy of the database—the
production server—can use the mirror as a form of backup. In the event that a single
8 KB page of data gets corrupted on the principal, and the server is unable to read
it, it will automatically request a fresh copy from the mirror server, which usually
resolves the problem. It’s a kind of invisible, low-level repair operation made possible
by mirroring.

19.3.1 Mirroring modes

Mirroring can operate in one of two main modes, synchronous and asynchronous. Syn-
chronous mode is also called the high-safety mode, because it tries harder to make
sure the mirror copy is always up-to-date, meaning less of your data is at-risk at any
given time. In this mode, when a client runs a query on the production server, the pro-
duction server immediately sends the transaction to its mirror partner. The produc-
tion server waits for confirmation from its partner, meaning it waits until the
transaction is replayed on the mirror copy, before telling the client that the transac-
tion completed successfully. This places a significant burden on the overall application,
because clients now have to wait for two SQL Server computers to run every transac-
tion. This mode is available only in Enterprise Edition.

 Asynchronous mode is also referred to as high-performance mode, because it
doesn’t wait for the dual confirmation. The production server processes client queries
immediately, and confirms to the client as soon as it’s done so. The transactions are
sent to the mirror as fast as possible, but it will typically lag a bit behind the primary
copy, so you may have some data at-risk if a failure occurs. The lag can become sub-
stantial if the production server is under heavy workload, or if the mirror server’s
hardware isn’t able to keep up.

http://technet.microsoft.com/en-us/library/bb934127(v=SQL.105).aspx
http://technet.microsoft.com/en-us/library/bb934127(v=SQL.105).aspx
http://technet.microsoft.com/en-us/library/bb934127(v=SQL.105).aspx
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19.3.2 Mirroring failover

If you’re using asynchronous mode, then SQL Server doesn’t support any kind of auto-
matic failover. You have to manually tell the system to use the mirror copy instead of
the production copy. That’s a big downside of mirroring and high-performance mode,
because your application may stay offline until someone manually “flips the switch” to
use the mirror copy.

 High-safety synchronous mode, conversely, requires a third server called a witness.
This doesn’t contain a copy of the database, but instead sits around and watches the
two mirror partners (the witness can also be serving up its own, unrelated databases to
clients, so it’s not completely useless). The witness enables automatic failover, mean-
ing it will “see” the production server fail, and make sure traffic starts going to the mir-
ror copy instead. At that point, the mirror copy becomes the principal copy of the
database, and what used to be the production server is now considered the spare.

NOTE The witness can be running any edition of SQL Server, even Work-
group or Express, which means you don’t have to pay for a SQL Server license
if all the thing will do is sit there and stare at your mirror partners.

19.3.3 Connecting clients to a mirror set

Obviously, for things like automatic failover to work, your clients have to know when
to switch servers. Normally, clients connect by using a connection string, which is a set of
instructions that includes the server name. For a mirror set, that server name would
be the principal copy, or what I’ve been calling the production server. The connection
string can also provide the name of the other server, the backup copy where the mir-
ror exists. The OS’s data access layer stores this information in memory. Upon making
the initial connection to the current principal server, the OS-level data access layer
retrieves the mirror partner server’s name, caching it in memory. As you might imag-
ine, all of this magic requires a Windows client OS. It won’t work with non-Windows
systems unless they’ve been specifically written to duplicate this behavior.

NOTE In a web application, the end-user’s web browser doesn’t talk directly
to SQL Server. Instead, it talks to a web server, which talks to the SQL Server,
which means the web server is the “client” in that scenario, because it’s the
machine connecting to SQL Server.

Here’s what a connection string might look like when you specify both mirror partners:

"Server=Partner_A; Failover_Partner=Partner_B; Database=AdventureWorks2012; 
Network=dbmssocn" 

Reconnecting in the event of a failure is not necessarily automatic; applications must
be aware of the failed connection, and must initiate a reconnect. This forces the client
to start all over, and presumably the connection to the old principal server will fail,
forcing the client to try the failover partner. The witness, if you’re using one, helps the
two mirror partners understand who’s in charge, but it doesn’t necessarily help clients

http://technet.microsoft.com/en-us/library/ms175484(v=sql.105).aspx
http://technet.microsoft.com/en-us/library/ms175484(v=sql.105).aspx
http://technet.microsoft.com/en-us/library/ms175484(v=sql.105).aspx
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reconnect. This is the biggest downside of mirroring, because you can’t guarantee
that clients will quickly and transparently start using the mirror. Read more about this
at http://technet.microsoft.com/en-us/library/ms175484(v=sql.105).aspx. 

NOTE This is a major point of misunderstanding for mirroring. The witness
determines which of your two mirror partners believes it is in charge; this has
no impact on which one your clients connect to. In order for mirroring to
have truly automatic failover from a client perspective, you may have to make
at least small application-level changes to the client application code.

19.4 AlwaysOn Clustering
AlwaysOn is a brand name that was introduced with SQL Server 2012 to describe the
product’s high-end HA options. AlwaysOn Clustering (also called AlwaysOn Availabil-
ity Clusters) is one of two HA technologies included under the AlwaysOn brand.
AlwaysOn Clustering is a new name for SQL Server clusters built atop the Windows
Cluster Service, something that we’ve had for over a decade. But look: a shiny new
brand name!!

19.4.1 Cluster architecture

With clustering, you start with two or more servers, which we’ll call nodes. It’s possible
for a node to be active, meaning it will be running a SQL Server instance that is being
used by client computers, or to be passive, meaning the node sits and waits for another
node to experience a failure. Within the cluster, you can run multiple instances of
SQL Server, and you can designate which nodes are capable of running each instance.
For every instance, you need to have a chunk of disk space where the instance can
keep its database files. That disk space is usually provided on a SAN, because the disk
space must be “visible” to every node that might run an instance. That way, whatever
node is running an instance will have access to the instance’s files on disk. Figure 19.1
shows what this might look like in a complex setup.

 Let’s look at what figure 19.1 is showing. We’ll start at the top of the diagram,
where you can see four virtual server names and IP addresses. These are defined in the
organization’s DNS server, so that client computers can resolve the names (Instance1,
Instance2, and so on) to the associated IP addresses. The clustering software on each
of the four server nodes, shown in the middle part of the figure, can potentially “lis-
ten” to any incoming traffic for these IP addresses. NodeA, for example, “listens” to
incoming traffic for Instance1, Instance2, and Instance3. 

 Each node has three instances of SQL Server installed, but in our example each
node only has one instance started. In figure 19.1, I’ve shown the started instances in a
white box, and the stopped instances in a grey box. So on NodeB, the SQL Server ser-
vices related to Instance 2 are started and running; the services for Instance 1 and
Instance 3 are installed but stopped. In clustering terminology, we’d say that NodeB
was active for Instance 2, and passive for Instance 1 and Instance 3. NodeB can never
become active for Instance 4, because that node isn’t physically installed on NodeB.

http://technet.microsoft.com/en-us/library/ms175484(v=sql.105).aspx
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At the bottom of the diagram is the SAN, which has chunks set aside for each instance.
As we start the explanation, NodeA “owns” the chunk of SAN space reserved for
Instance 1’s files. NodeB owns the SAN space set aside for Instance 2’s files, and so on.
Any of the nodes can potentially touch the files for any instance, but by mutual agree-
ment they agree to stay hands off everything except what they’re currently using.

19.4.2 Data file redundancy in clusters
Pay special attention to the fact that this HA technology does not provide redundancy for
the database files. They’re all located on the SAN, which becomes a single point of fail-
ure. In reality, most SANs are built with their own redundancies, the same as spare
power supplies, disk arrays, and so on, so SANs are generally thought of as a safe place
to keep your data. But there’s only one copy of data for each instance, and that’s a
potential point of failure. What if the database becomes corrupted? The SAN is still
running, so it can’t necessarily help with that, but you’ll lose the entire database until
you can restore from a backup.

Storage Area Network (SAN)
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Figure 19.1 AlwaysOn 
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19.4.3 Cluster failover scenario

Now consider a failover situation. Let’s say NodeB dies for whatever reason. A heartbeat
signal runs continuously between the cluster nodes, so its buddies will realize when
NodeB flatlines. Depending on how you’ve configured the cluster, either NodeA or
NodeD could take over for NodeB, since NodeB was running Instance 2 and both
NodeA and NodeD have copies of that instance. Suppose NodeA takes over. All of a
sudden, NodeA starts its copy of Instance 2’s services. NodeA takes over the SAN
chunk reserved for Instance 2, and NodeA begins responding to incoming traffic on
IP address 10.0.1.27, which is assigned to Instance2. In about a minute or so, Instance2
will be back online, running on NodeA instead of NodeB. NodeA might have some
recovery to do, in terms of playing back transactions that NodeB hadn’t yet committed
to disk, so that might take a few more seconds.

 You can also manually initiate a kind of failover, which you might want to do for
maintenance purposes. Suppose you’re ready to install a service pack on NodeD. You
manually command the failover, which gives NodeD time to write pending changes to
disk and cleanly hand off control of Instance 4 to, say, NodeC, the only other node
capable of running Instance 4. This kind of failover takes longer, but it is cleaner, with
less data at-risk, because the nodes can cooperate in the handoff.

19.4.4 Clustering pros and cons

These kinds of clusters are, sadly, expensive. They require a lot of hardware (SANs,
networking equipment, and so on) in addition to the servers themselves. They’re
complex to set up and maintain, and there are a lot of moving pieces in the clustering
software. They don’t provide data file redundancy, either. On the upside, they provide
good HA for hardware failures, and they give you the flexibility of having each node to
active work while serving as a backup for its neighbors.

 You have to size each node for the amount of work you expect it to do. For exam-
ple, if you want NodeA to provide decent performance when running Instance 1, 2,
and 3, then it has to have sufficient processing power. When it isn’t serving all three
instances, that extra power is wasted.

 These days, I tend to steer customers away from these clusters, mainly because SQL
Server 2012 introduced something better: Availability Groups.

19.5 AlwaysOn Availability Groups
AlwaysOn Availability Groups were introduced in SQL Server 2012, and they closely
resemble the HA technology in Microsoft Exchange Server. You start with a bunch of
servers, which we’ll continue to call nodes. Unlike clustering, these nodes don’t need
any shareable disk space, although you might still elect to connect them to a SAN for
their database files. The point is that each node needs its own private, personal stor-
age space. They’ll never take control of each others’ disk space.

 You define an availability group that spans the nodes, and then assign one or more
databases to the group. Each node is said to host an availability replica, either the
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primary replica or a secondary replica. SQL Server 2012 supports up to four secondary
replicas per availability group. Every database you add to the availability group is
called an availability database, and they all live together. Only one node hosts the pri-
mary replica at any given point, and it is the primary server for all databases in the
group. The databases fail over as a unit. It’s possible for a single server to host multiple
availability groups, meaning things can get quite complex. Figure 19.2 shows what it
might look like.

 Here, NodeA, NodeB, NodeC, and NodeD all participate in two availability groups,
which I’ve named Group 1 and Group 2. Notice that there are virtual server names,
DB1 and DB2, and corresponding IP addresses. Any of the nodes can respond to these
IP addresses, but right now NodeA is responding to 10.0.1.23 and NodeD is handling
10.0.1.27; those IP addresses are virtually connected to the availability groups. As you

Storage Area Network (SAN)
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Figure 19.2 AlwaysOn Availability Group architecture, showing two availability groups 
running on four nodes. Each group is accessible through a separate virtual IP address.
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can see, NodeA hosts the primary replica for Group 1, while NodeD hosts the primary
replica for Group 2. Group 1 contains two databases, while Group 2 contains only
one. All four servers have their own storage areas on the SAN.

NOTE SQL Server 2014 introduces the ability to keep an AlwaysOn replica in
Microsoft’s Windows Azure cloud service. That means you have a cloud-based
backup of your data running in Microsoft’s data centers. You’d pay for stor-
age and compute time in that replica, but you wouldn’t pay for the data being
copied in (you don’t pay for inbound data in Azure). You’d only start paying
for bandwidth if you needed to fail over to that replica.

19.5.1 Availability group replication

As changes are made to the databases by NodeA and NodeD, those changes are repli-
cated to the other nodes in the availability groups, using a process similar to database
mirroring. The process can work in synchronous or asynchronous modes, the same as
mirroring. This gives each node an up-to-date copy of all three databases. They use
their own private SAN storage to keep those files. You can see how this offers better
data file redundancy than clustering, because each database physically exists in four
different places (you could even put some of them on a different SAN for even better
redundancy, and that’s what I usually recommend).

 This replication can even happen over long distances if you have sufficient WAN
bandwidth, meaning you can easily keep a copy of your data across town. The nodes in
an availability group share nothing other than a common network connection, mak-
ing it easier to separate them.

19.5.2 Availability group failover

The nodes in an availability group are always in touch with one another through a
heartbeat signal, much like the heartbeat used by clustering. (Availability Groups are
built on top of a portion of the Windows Cluster Service, so they share some capabili-
ties with clustering.) When the node hosting the active replica flatlines, another node
promotes itself to active and takes over. It starts responding to traffic on the virtual IP
address, and within seconds, you’ve failed over. It’s much faster failover than with clus-
tering, because every node is already running SQL Server. They don’t have to wait for
services to start up. 

19.5.3 Availability group bonuses

Because the secondary replicas are all up-to-date copies of the database, running on a
separate SQL Server, you can put them to use. Remember, in clustering, the backup
nodes don’t keep SQL Server running, because only one node at a time can “see” the
database files on the SAN. With availability groups, every node has its own private,
up-to-date copy of the database.

 You can configure backup operations to always back up from a secondary replica,
freeing resources on the primary. That effectively means you can run backups during



187HA comparison
production hours (!!!) without impacting production (!!!). That means you can run
backups all day long, protecting your data even more. You might also configure
reporting functions, which only need a read-only copy of the database, after all, to
connect to a secondary replica, offloading further work from the primary.

 When applications connect to SQL Server, they can include an intent statement in
the connection data. That intent states what the application intends to do: read data,
or change data. You can configure the availability group so that incoming read-intent
connections are automatically routed to a secondary replica, saving the primary for
write-intent connections. That’s an amazing way to increase the capacity of SQL Server,
by moving traffic to another whole server.

19.6 HA beyond SQL
There are many approaches to HA aside from those contained in SQL Server itself.
Technologies like VMware vSphere FT and Marathon Technologies’ everRun MX are
designed to take a SQL Server instance running in a VM, and replicate its disk, mem-
ory, and CPU state to an identical VM running on another host. If the main VM (or its
host) fails, execution transfers to the other VM, with little or no lag time. 

 Both Microsoft Hyper-V and VMware vSphere support live migrations of VMs, too. So
if you have SQL Server running in a VM, you can move that VM to another host, if desired.

 These HA techniques present different levels of redundancy to protect against dif-
ferent kinds of failures, and they all have their associated pros, cons, and costs. They’re
worth looking at, just so you know what options you have for meeting various business
needs that might come your way.

19.7 HA comparison
By way of summary, I thought it would be useful to sum up how the different SQL
Server-based HA options stack up against each other. This is a simple comparison, but
it’ll help highlight the main business-level differences. Table 19.1 lays it out for you.

Table 19.1 Comparing HA techniques in SQL Server

Technique
Ease of 
setup

Relative cost
Hardware 

redundancy
Database 

redundancy
Recommendation

Log shipping Easy Low Yes Yes Deprecated; do not use 
for new projects

Database 
mirroring

Easy Low to 
moderate

Yes Yes Single-threaded in stan-
dard version; not real-time

Clustering Complex Expensive Yes No Traditional approach; 
doesn’t harden data; can 
get expensive

Availability 
Groups

Moderate Moderate to 
Expensive

Yes Yes Recommended: provides 
most options and best 
redundancy
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As I mentioned earlier, I’ve been pushing my clients toward AlwaysOn Availability
Groups. They’re far easier to set up than AlwaysOn Clusters, and they provide the
maximum amount of redundancy, including the data itself. They’re more geoflexible
than clustering, giving you the option of splitting across datacenters (provided you
have solid infrastructure in place to support it). They also give you the most options
to have standby resources performing production work, meaning you’re wasting less
money on hardware, VMs, and SQL Server licenses. 

 Good alternatives exist outside SQL Server itself. Providing redundancy at the VM
level gives you a ton of flexibility; I’ve lightly touched on those topics here, but your
options vary a lot depending on the products you have in your environment.
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