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Introducing Mesos

Traditionally, physical—and virtual—machines have been the typical units of com-
puting in a datacenter. Machines are provisioned with various configuration man-
agement tools to later have applications deployed. These machines are usually
organized into clusters providing individual services, and systems administrators
oversee their day-to-day operations. Eventually, these clusters reach their maximum
capacity, and more machines are brought online to handle the load.

 In 2010, a project at the University of California, Berkeley, aimed to solve the
scaling problem. The software project, now known as Apache Mesos, abstracts CPU,
memory, and disk resources in a way that allows datacenters to function as if they
were one large machine. Mesos creates a single underlying cluster to provide appli-
cations with the resources they need, without the overhead of virtual machines and
operating systems. You can see a simplified example of this in figure 1.1.

This chapter covers
■ Introducing Mesos
■ Comparing Mesos with a traditional datacenter
■ Understanding when and why to use Mesos
■ Working with Mesos’s distributed architecture
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This book introduces Apache Mesos, an open source cluster manager that allows sys-
tems administrators and developers to focus less on individual servers and more on
the applications that run on them. You’ll see how to get up and running with Mesos in
your environment, how it shares resources and handles failure, and—perhaps most
important—how to use it as a platform to deploy applications.

1.1 Meet Mesos
Mesos works by introducing a layer of abstraction that provides a means to use entire
datacenters as if they were a single, large server. Instead of focusing on one applica-
tion running on a specific server, Mesos’s resource isolation allows for multitenancy—
the ability to run multiple applications on a single machine—leading to more effi-
cient use of computing resources.

 To better understand this concept, you might think of Mesos as being similar to
today’s virtualization solutions: just as a hypervisor abstracts physical CPU, memory,
and storage resources and presents them to virtual machines, Mesos does the same
but offers these resources directly to applications. Another way to think about this is in
the context of multicore processors: when you launch an application on your laptop,
it runs on one or more cores, but in most cases it doesn’t particularly matter which
one. Mesos applies this same concept to datacenters.

 In addition to improving overall resource use, Mesos is distributed, highly avail-
able, and fault-tolerant right out of the box. It has built-in support for isolating pro-
cesses using containers, such as Linux control groups (cgroups) and Docker, allowing
multiple applications to run alongside each other on a single machine. Where you
once might have set up three clusters—one each to run Memcached, Jenkins CI, and
your Ruby on Rails apps—you can instead deploy a single Mesos cluster to run all of
these applications.

Server Server

OS OS

Mesos

Spark Jenkins CI Marathon Chronos

Server Server Server ServerServer

OS OS OS OS OS
The OS kernel
provides access to
underlying physical
or virtual resources
(CPU, memory, disk).

Mesos offers
available cluster
resources directly
to frameworks.

Mesos, like
the OS kernel,
abstracts resources.

Figure 1.1 Frameworks sharing datacenter resources offered by Mesos
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 In the next few sections, you’re going to look at how Mesos works to provide all of
these features and how it compares to a traditional datacenter.

1.1.1 Understanding how it works

Using a combination of concepts referred to as resource offers, two-tier scheduling,
and resource isolation, Mesos provides a means for the cluster to act as a single super-
computer on which to run tasks. Before digging in too deeply here, let’s take a look at
figure 1.2. This diagram demonstrates the logic Mesos follows when offering resources
to running applications. This particular example references the Apache Spark data-
processing framework.

Let’s break it down:

B The Mesos slave offers its available CPU, memory, and disk to the Mesos master
in the form of a resource offer.

c The Mesos master’s allocation module—or scheduling algorithm—decides which
frameworks—or applications—to offer the resources to.

d In this particular case, the Spark scheduler doesn’t have any jobs to run on the
cluster. It rejects the resource offer, allowing the master to offer the resources to
another framework that might have some work to do.

e Now consider a user submitting a Spark job to be run on the cluster. The sched-
uler accepts the job and waits for a resource offer that satisfies the workload.

f The Spark scheduler accepts a resource offer from the Mesos master, and
launches one or more tasks on an available Mesos slave. These tasks are launched

Accept

Yes No

Reject

Spark scheduler:

Do I have work to do?
User-submitted Spark job

Mesos master

Mesos slave

Container

Figure 1.2 Mesos advertises the available CPU, memory, and disk as resource offers to 
frameworks.
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within a container, providing isolation between the various tasks that might be
running on a given Mesos slave.

Seems simple, right? Now that you’ve learned how Mesos uses resource offers to adver-
tise resources to frameworks, and how two-tier scheduling allows frameworks to accept
and reject resource offers as needed, let’s take a closer look at some of these funda-
mental concepts.

NOTE An effort is underway to rename the Mesos slave role to agent for future
versions of Mesos. Because this book covers Mesos 0.22.2, it uses the terminol-
ogy of that specific release, so as to not create any unnecessary confusion. For
more information, see https://issues.apache.org/jira/browse/MESOS-1478. 

RESOURCE OFFERS

Like many other cluster managers, Mesos clusters are made up of groups of machines
called masters and slaves. Each Mesos slave in a cluster advertises its available CPU,
memory, and storage in the form of resource offers. As you saw in figure 1.2, these
resource offers are periodically sent from the slaves to the Mesos masters, processed
by a scheduling algorithm, and then offered to a framework’s scheduler running on
the Mesos cluster.

TWO-TIER SCHEDULING

In a Mesos cluster, resource scheduling is the responsibility of the Mesos master’s allo-
cation module and the framework’s scheduler, a concept known as two-tier scheduling.
As previously demonstrated, resource offers from Mesos slaves are sent to the master’s
allocation module, which is then responsible for offering resources to various frame-
work schedulers. The framework schedulers can accept or reject the resources based
on their workload.

 The allocation module is a pluggable component of the Mesos master that
implements an algorithm to determine which offers are sent to which frameworks
(and when). The modular nature of this component allows systems engineers to
implement their own resource-sharing policies for their organization. By default,
Mesos uses an algorithm developed at UC Berkeley known as Dominant Resource
Fairness (DRF):

In a nutshell, DRF seeks to maximize the minimum dominant share across
all users. For example, if user A runs CPU-heavy tasks and user B runs
memory-heavy tasks, DRF attempts to equalize user A’s share of CPUs with
user B’s share of memory. In the single-resource case, DRF reduces to
max-min fairness for that resource.1

1 A. Ghodsi, M. Zaharia, B. Hindman, A. Konwinski, S. Shenker, and I. Stoica. “Dominant Resource Fairness:
Fair Allocation of Multiple Resource Types.” NSDI, vol. 11, 2011.
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Mesos’s use of the DRF algorithm by default is fine for most deployments. Chances are
you won’t need to write your own allocation algorithm, so this book doesn’t go into
much detail about DRF. If you’re interested in learning more about this research, you
can find the paper online at www.usenix.org/legacy/events/nsdi11/tech/full_papers/
Ghodsi.pdf. 

RESOURCE ISOLATION

Using Linux cgroups or Docker containers to isolate processes, Mesos allows for multi-
tenancy, or for multiple processes to be executed on a single Mesos slave. A framework
then executes its tasks within the container, using a Mesos containerizer. If you’re not
familiar with containers, think of them as a lightweight approach to how a hypervisor
runs multiple virtual machines on a single physical host, but without the overhead or
need to run an entire operating system.

NOTE In addition to Docker and cgroups, Mesos provides another means of
isolation for other POSIX-compliant operating systems: posix/cpu, posix/
mem, and posix/disk. It’s worth noting that these isolation methods don’t iso-
late resources, but instead monitor resource use.

Now that you have a clearer understanding of how Mesos works, you can move on to
understanding how this technology compares to the traditional datacenter. More spe-
cifically, the next section introduces the concept of an application-centric datacenter,
where the focus is more on applications than on the servers and operating systems
that run them.

1.1.2 Comparing virtual machines and containers

When thinking about applications deployed in a traditional datacenter, virtual
machines often come to mind. In recent years, virtualization providers (VMware,
OpenStack, Xen, and KVM, to name a few) have become commonplace in many orga-
nizations. Similar to how a hypervisor allows a physical host’s resources to be
abstracted and shared among virtual machines, Mesos provides a layer of abstraction,
albeit at a different level. The resources are presented to applications themselves, and
in turn consumed by containers.

 To illustrate this point, consider figure 1.3, which compares the various layers of
infrastructure required to deploy four applications.

VIRTUAL MACHINES

When thinking about traditional virtual machine–based application deployments,
consider for a moment the operational overhead of maintaining the operating sys-
tems on each of them: installing packages, applying security updates, maintaining
user access, identifying and remediating configuration drift; the list goes on. What’s
the added benefit of running applications atop an entire operating system when
you’re more concerned with deploying the application itself? Not to mention the
overhead of the operating system, which consumes added CPU, memory, and disk. At
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a large-enough scale, this becomes wasteful. With an application-centric approach to
managing datacenters, Mesos allows you to simplify your stack—and your application
deployments—using lightweight containers.

CONTAINERS

As you learned previously, Mesos uses containers for resource isolation between
processes. In the context of Mesos, the two most important resource-isolation meth-
ods to know about are the control groups (cgroups) built into the Linux kernel,
and Docker.

 Around 2007, support for control groups (referred to as cgroups throughout this
text) was made available in the Linux kernel, beginning with version 2.6.24. This
allows the execution of processes in a way that’s sandboxed from other processes. In the
context of Mesos, cgroups provide resource constraints for running processes, ensur-
ing that they don’t interfere with other processes running on the system. When using
cgroups, any packages or libraries that the tasks might depend on (a specific version
of Python, a working C++ compiler, and so on) must be already present on the host
operating system. If your workloads, packages, and required tools and libraries are
fairly standardized or don’t readily conflict with each other, this might not be a prob-
lem. But consider figure 1.4, which demonstrates how using Docker can overcome
these sorts of problems and allow you to run applications and workloads in a more iso-
lated manner.

Mesos

Container-based

application deployment

Physical server

OS

Physical server

OS

App AppAppApp

Isolates apps by running multiple
VMs per physical server; still needs
to manage each guest OS!

Isolates apps using
features of the host OS,
such as Linux cgroups.

Virtual machine–based

application deployment

Physical server

Hypervisor

Physical server

Hypervisor

OS OSOSOS

VM VMVMVM

App AppAppApp

Figure 1.3 Comparing VM-based and container-based application deployments
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Using low-level primitives in the Linux kernel, including cgroups and namespaces,
Docker provides a means to build and deploy containers almost as if they were virtual
machines. The application and all of its dependencies are packaged within the con-
tainer and deployed atop a host operating system. They take a concept from the
freight industry—the standardized industrial shipping container—and apply this to
application deployment. In recent years, this new unit of software delivery has grown
in popularity as it’s generally considered to be more lightweight than deploying an
entire virtual machine.

 You don’t need to understand all the implementation details and intricacies of
building and deploying containers to use Mesos, though. If you’d like more informa-
tion, please consult the following online resources:

■ Linux control groups: www.kernel.org/doc/documentation/cgroup-v1/
cgroups.txt

■ Docker: https://docs.docker.com 

1.1.3 Knowing when (and why) to use Mesos

Running applications at scale isn’t reserved for large enterprises anymore. Startups
with only a handful of employees are creating apps that easily attract millions of users.
Re-architecting applications and datacenters is a nontrivial task, but certain compo-
nents that are in a typical stack are already great candidates to run on Mesos. By tak-
ing some of these technologies and moving them (and their workloads) to a Mesos
cluster, you can scale them more easily and run your datacenter more efficiently.

NOTE This book covers Mesos version 0.22.2, which provides an environment
for running stateless and distributed applications. Beginning in version 0.23,

VM

Packages and

libraries

Hypervisor

Application

Virtual machines

Guest OS

Packages and

libraries

Host OS

Application

Docker containers

Docker container

Docker engine
Packages and

libraries

Host OS

Application

Linux cgroup

Linux control groups

Figure 1.4 Comparing virtual machines, Docker containers, and 
Linux cgroups
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Mesos will begin work to support persistent resources, thus enabling support
for stateful frameworks. For more information on this effort, see https://
issues.apache.org/jira/browse/MESOS-1554.

For example, consider the stateless, distributed, and stateful technologies in table 1.1.

The real value of Mesos is realized when running stateless services and applications—
applications that will handle incoming loads but that could go offline at any time with-
out negatively impacting the service as a whole, or services that run a job and report
the result to another system. As noted previously, examples of some of these applica-
tions include Ruby on Rails and Jenkins CI build slaves.

 Progress has been made running distributed databases (such as Cassandra and
Elasticsearch) and distributed filesystems (such as Hadoop Distributed File System, or
HDFS) as Mesos frameworks. But this is feasible only if the correct level of redundancy
is in place. Although certain distributed databases and filesystems have data replica-
tion and fault tolerance built in, your data might not survive if the entire Mesos cluster
fails (because of natural disasters, redundant power/cooling systems failures, or human
error). In the real world, you should weigh the risks and benefits of deploying services
that persist data on a Mesos cluster.

 As I mentioned earlier, Mesos excels at running stateless, distributed services.
Stateful applications that need to persist data to disk aren’t good candidates for run-
ning on Mesos as of this writing. Although possible, it’s not yet advisable to run certain
databases such as MySQL and PostgreSQL atop a Mesos cluster. When you do need to
persist data, it’s preferable to do so by deploying a traditional database cluster outside
the Mesos cluster.

1.2 Why we need to rethink the datacenter
Deploying applications within a datacenter has traditionally involved one or more
physical (or virtual) servers. The introduction and mainstream adoption of virtualiza-
tion has allowed us to run multiple virtual machines on a single physical server and
make better use of physical resources. But running applications this way also means
you’re usually running a full operating system on each of those virtual machines,
which consumes resources and brings along its own maintenance overhead.

Table 1.1 Technologies that are—and aren’t—good candidates to run on Mesos

Service type Examples Should you use Mesos?

Stateless—no need to persist 
data to disk

Web apps (Ruby on Rails, Play, 
Django), Memcached, Jenkins CI 
build slaves

Yes

Distributed out of the box Cassandra, Elasticsearch, Hadoop 
Distributed File System (HDFS)

Yes, provided the correct level of 
redundancy is in place

Stateful—needs to persist data 
to disk

MySQL, PostgreSQL, Jenkins CI 
masters

No (version 0.22); potentially 
(version 0.23+)
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 This section presents two primary reasons that you should rethink how datacenters
are managed: the administrative overhead of statically partitioning resources, and the
need to focus more on applications instead of infrastructure.

1.2.1 Partitioning of resources

When you consider the traditional virtual machine–based model of deploying applica-
tions and statically partitioning clusters, you quickly find this deployment model
inefficient and cumbersome to maintain. By maximizing the use of each server in a
datacenter, operations teams maximize their return on investment and can keep the
total cost of ownership as reasonable as possible.

 In computing circles, teams generally refer to a cluster as a group of servers that
work together as a single system to provide a service. Traditionally, the deployment of
these services has been largely node-centric: you dedicate a certain number of machines
to provide a given service. But as the infrastructure footprint expands and service
offerings increase, it’s difficult to continue statically partitioning these services.

 But now consider the demand for these services doubling. To continue scaling, a
systems administrator needs to provision new machines and join them to the individ-
ual clusters. Perhaps the operations team, anticipating the need for additional capac-
ity, scales each of those clusters to three times its current size. Although you’ve
managed to scale each of those services, you now have machines in your datacenter
sitting idle, waiting to be used. As such, if a single machine in any of those clusters
fails, it quickly needs to be brought back online for the service to continue operating
at full capacity, as shown in figure 1.5.

Spark slave Spark slave Spark slave

Jenkins slave Jenkins slave Jenkins slave

XX Ruby on Rails

app server

Each of these services
has been statically
partitioned onto
multiple servers.

If two of the app servers go down,
the Rails app can only operate at
one-third capacity, even if Spark
and Jenkins sit idle.

Figure 1.5 Three applications statically partitioned in a datacenter
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Now consider solving the aforementioned scaling scenario by using Mesos, as shown
in figure 1.6. You can see that you’d use these same machines in the datacenter to
focus on running applications instead of virtual machines. The applications could run
on any machine with available resources. If you need to scale, you add servers to the
Mesos cluster, instead of adding machines to multiple clusters. If a single Mesos node
goes offline, no particular impact occurs to any one service.

Consider these small differences across hundreds or thousands of servers. Instead of
trying to guess how many servers you need for each service and provision them into
several static clusters, you’re able to allow these services to dynamically request the
compute, memory, and storage resources they need to run. To continue scaling, you
add new machines to your Mesos cluster, and the applications running on the cluster
scale to the new infrastructure. Operating a single, large computing cluster in this
manner has several advantages:

■ You can easily provision additional cluster capacity.
■ You can be less concerned about where services are running.
■ You can scale from several nodes to thousands.
■ The loss of several servers doesn’t severely degrade any one service.

1.2.2 Deploying applications

As we discussed previously, one of the major differences—and benefits—of deploying
applications on a Mesos cluster is multitenancy. Not unlike a virtualization hypervisor
running multiple virtual machines on a physical server, Mesos allows multiple applica-
tions to run on a single server in isolated environments, using either Linux cgroups or

Mesos slave Mesos slave

Mesos slave

Mesos slave Mesos slave Mesos slave

Mesos slave

These services are run on Mesos,
which dynamically schedules them
within the cluster based on
available capacity.

X X

Figure 1.6 Three applications running on a Mesos cluster
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Docker containers.  Instead of having multiple environments (one each for develop-
ment, staging, and production), the entire datacenter becomes a platform on which
to deploy applications.

 Where Mesos is commonly referred to—and acts as—a distributed kernel, other
Mesos frameworks help users run long-running and scheduled tasks, similar to the
init and Cron systems, respectively. You’ll learn more about these frameworks (Mar-
athon, Chronos, and Aurora) and how to deploy applications on them later in
this book.

 Consider the power of what I’ve described so far: Mesos provides fault tolerance
out of the box. Instead of a systems administrator getting paged when a single server
goes offline, the cluster will automatically start the failed job elsewhere. The sysadmin
needs to be concerned only if a certain percentage of machines goes offline in the
datacenter, as that might signal a larger problem. As such, with the correct placement
and redundancy in place, scheduled maintenance can occur at any time.

1.3 The Mesos distributed architecture
To provide services at scale, Mesos provides a distributed, fault-tolerant architecture
that enables fine-grained resource scheduling. This architecture comprises three com-
ponents: masters, slaves, and the applications (commonly referred to as frameworks) that
run on them. Mesos relies on Apache ZooKeeper, a distributed database used specifi-
cally for coordinating leader election within the cluster, and for leader detection by
other Mesos masters, slaves, and frameworks.

 In figure 1.7, you can see how each of these architecture components works
together to provide a stable platform on which to deploy applications. I’ll break it
down for you in the sections that follow the diagram.

1.3.1 Masters

One or more Mesos masters are responsible for managing the Mesos slave daemons
running on each machine in the cluster. Using ZooKeeper, they coordinate which
node will be the leading master, and which masters will be on standby, ready to take
over if the leading master goes offline.

 The leading master is responsible for deciding which resources to offer to a partic-
ular framework using a pluggable allocation module, or scheduling algorithm, to distrib-
ute resource offers to the various schedulers. The scheduler can then either accept or
reject the offer based on whether it has any work to be performed at that time.

 A Mesos cluster requires a minimum of one master, and three or more are recom-
mended for production deployments to ensure that the services are highly available.
You can run ZooKeeper on the same machines as the Mesos masters themselves, or
use a standalone ZooKeeper cluster. Chapter 3 goes into more detail about the sizing
and deploying of Mesos masters.
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1.3.2 Slaves

The machines in a cluster responsible for executing a framework’s tasks are referred
to as Mesos slaves. They query ZooKeeper to determine the leading Mesos master and
advertise their available CPU, memory, and storage resources to the leading master in
the form of a resource offer. When a scheduler accepts a resource offer from the
Mesos master, it then launches one or more executors on the slave, which are responsi-
ble for running the framework’s tasks.

 Mesos slaves can also be configured with certain attributes and resources, which
allow them to be customized for a given environment. Attributes refer to key/value
pairs that might contain information about the node’s location in a datacenter, and
resources allow a particular slave’s advertised CPU, memory, and disk to be overridden
with user-provided values, instead of Mesos automatically detecting the available
resources on the slave. Consider the following example attributes and resources:

--attributes='datacenter:pdx1;rack:1-1;os:rhel7'
--resources='cpu:24;mem:24576;disk:409600'

Framework A

scheduler

Mesos master

(leader)

Mesos master

(standby)

Mesos master

(standby)

Resource offer

Mesos master quorum

Framework B

scheduler

Resource offer

Resource offer Resource offer

ZK

ZK ZK

Slave n

Framework A

executor

Tasks

Framework B

executor

Tasks

Slave 1

Framework A

executor

Tasks Figure 1.7 The Mesos architecture 
consists of one or more masters, 
slaves, and frameworks.
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I’ve configured this particular Mesos slave to advertise its datacenter; location within
the datacenter; operating system; and user-provided CPU, memory, and disk resources.
This information is especially useful when trying to ensure that applications stay
online during scheduled maintenance. Using this information, a datacenter operator
could take an entire rack (or an entire row!) of machines offline for scheduled main-
tenance without impacting users. Chapter 4 covers this (and more) in the Mesos slave
configuration section.

1.3.3 Frameworks

As you learned earlier, a framework is the term given to any Mesos application that’s
responsible for scheduling and executing tasks on a cluster. A framework is made up
of two components: a scheduler and an executor.

TIP A list of frameworks known to exist at the time of writing is included in
appendix B.

SCHEDULER

A scheduler is typically a long-running service responsible for connecting to a Mesos
master and accepting or rejecting resource offers. Mesos delegates the responsibility
of scheduling to the framework, instead of attempting to schedule all the work for a
cluster itself. The scheduler can then accept or reject a resource offer based on
whether it has any tasks to run at the time of the offer. The scheduler detects the lead-
ing master by communicating with the ZooKeeper cluster, and then registers itself to
that master accordingly.

EXECUTOR

An executor is a process launched on a Mesos slave that runs a framework’s tasks on a
slave. As of this writing, the built-in Mesos executors allow frameworks to execute shell
scripts or run Docker containers. New executors can be written using Mesos’s various
language bindings and bundled with the framework, to be fetched by the Mesos slave
when a task requires it.

 As you’ve learned, Mesos provides a distributed, highly available architecture. Mas-
ters schedule work to be performed on the cluster, and slaves advertise available
resources to the schedulers, which in turn execute tasks on the cluster.

1.4 Summary
In this chapter, you’ve been introduced to the Apache Mesos project, its architecture,
and how it attempts to solve scaling problems and make clustering simple. You’ve also
learned how Mesos deployments compare and contrast with the traditional datacen-
ter, and how an application-centric approach can lead to using resources more effi-
ciently. We’ve discussed when (and when not) to use Mesos for a given workload, and
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where you can get help and find more information, should you need it. Here are a few
things to remember:

■ Mesos abstracts CPU, memory, and disk resources away from underlying systems
and presents multiple machines as a single entity.

■ Mesos slaves advertise their available CPUs, memory, and disk in the form of
resource offers.

■ A Mesos framework comprises two primary components: a scheduler and an
executor.

■ Containers are a lightweight method to provide resource isolation to individual
processes.

In the next chapter, I’ll walk you through a real-world example of how Mesos allows
for more efficient resource use, and how you might run applications in your own data-
center by building on projects in the Mesos ecosystem. 
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