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Part 3

Operations

I n parts 1 and 2, we covered preinstallation planning, installation, and postin-
stallation configuration. The remainder of the book will be dedicated to day-to-
day operational tasks such as backups, index maintenance, and performance tun-
ing. Let’s begin with perhaps the most important of these tasks, backups.
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Backup and recovery

The importance of backups can’t be overstated. During normal activity, it’s easy to
view backing up databases as an administrative chore that complicates the day and
offers little benefit. However, when required in an emergency, the presence of valid
backups could make all the difference to an organization’s ongoing survival. As
DBAs, we have a vital role to play in that process.

 Successful backup strategies are those that are designed from a restore perspec-
tive—that is, they begin with service level agreements covering data loss and resto-
ration times, and work backwards to derive the backup design. Second only to not
performing backups, the biggest backup-related mistake a DBA can make is failing
to verify backups. There are countless stories of backup tapes being recalled for
recovery before finding out that the backups have been failing for the past few

In this chapter, we’ll cover
■ Backup types
■ Recovery models
■ Online piecemeal restore
■ Database snapshots
■ Backup compression



196 CHAPTER 10 Backup and recovery

months (or years!). While the backup may appear to have succeeded, how can you be
sure until you actually restore it?

 In this chapter, we begin with an overview of the various types of backups that can
be performed with SQL Server before we look at database recovery models. We then
move on to cover online piecemeal restores, expanding on the previous chapter’s cov-
erage of filegroups. We then explore the benefits of database snapshots, and we con-
clude with a new backup feature introduced in SQL Server 2008: backup compression.

10.1 Backup types
Unless you’re a DBA, you’d probably define a database backup as a complete copy of a
database at a given point in time. While that’s one type of database backup, there are
many others. Consider a multi-terabyte database that’s used 24/7:

� How long does the backup take, and what impact does it have on users?
� Where are the backups stored, and what is the media cost?
� How much of the database changes each day?
� If the database failed partway through the day, how much data would be lost if

the only recovery point was the previous night’s backup?

In considering these questions, particularly for large databases with high transaction
rates, we soon realize that simplistic backup strategies limited to full nightly backups
are insufficient for a number of reasons, not the least of which is the potential for data
loss. Let’s consider the different types of backups in SQL Server.

10.1.1 Full backup

Full backups are the simplest, most well understood type of database backup. Like
standard file backups (documents, spreadsheets, and so forth), a full backup is a com-
plete copy of the database at a given time. But unlike with a normal file backup, you
can’t back up a database by simply backing up the underlying .mdf and .ldf files.

 One of the classic mistakes made by organizations without appropriate DBA knowl-
edge is using a backup program to back up all files on a database server based on the
assumption that the inclusion of the underlying database files (.mdf and .ldf) in the
backup will be sufficient for a restore scenario. Not only will this backup strategy be
unsuccessful, but those who use such an approach usually fail to realize that fact until
they try to perform a restore.

Backup methods
There are many tools and techniques for performing database backups, including var-
ious third-party products and database maintenance plans (covered in chapter 14).
For the purposes of the examples throughout this chapter, we’ll use a T-SQL script
approach.



197Backup types

 For a database backup to be valid, you must use the BACKUP DATABASE command or
one of its GUI equivalents. Let’s look at a simple example in which we’ll back up the
AdventureWorks database. Check Books Online (BOL) for the full description of the
backup command with all of its various options.

-- Full Backup to Disk
BACKUP DATABASE [AdventureWorks2008] 
TO DISK = N'G:\SQL Backup\AdventureWorks.bak'
WITH INIT

You can perform backups in SQL Server while the database is in use and is being mod-
ified by users. Such backups are known as online backups. In order for the resultant
backup to be restored as a transactionally consistent database, SQL Server includes
part of the transaction log in the full database backup. Before we cover the transaction
log in more detail, let’s consider an example of a full backup that’s executed against a
database that’s being actively modified.

 Figure 10.1 shows a hypothetical example of a transaction that starts and com-
pletes during a full backup, and modifies a page after the backup process has read it
from disk. In order for the backup to be transactionally consistent, how will the
backup process ensure this modified page is included in the backup file? In answering
this question, let’s walk through the backup step by step. The step numbers in the fol-
lowing list correspond to the steps in figure 10.1.

1 When the backup commences, a checkpoint is issued that flushes dirty buffer
cache pages to disk.

2 After the checkpoint completes, the backup process begins reading pages from
the database for inclusion in the backup file(s), including page X.

3 Transaction A begins.
4 Transaction A modifies page X. The backup has already included page X in the

backup file, so this page is now out of date in the backup file.
5 Transaction B begins, but won’t complete until after the backup finishes. At the

point of backup completion, this transaction is the oldest active (uncommit-
ted/incomplete) transaction.

Figure 10.1 Timeline of an online full backup. Based on an example used with permission from Paul S. 
Randal, managing director of SQLskills.com.

2. Backup reads
page X

4. Transaction A modifies
page X

1. Backup
begins

3. Transaction A
begins

5. Transaction B
begins

7. Backup completes
reading pages

6. Transaction A 
ends

8. Transaction log read 
for inclusion

87654321
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6 Transaction A completes successfully.
7 The backup completes reading pages from the database.
8 As described shortly, the backup process includes part of the transaction log in

the backup.

If the full backup process didn’t include any of the transaction log, the restore would
produce a backup that wasn’t transactionally consistent. Transaction A’s committed
changes to page X wouldn’t be in the restored database, and because transaction B
hasn’t completed, its changes would have to be rolled back. By including parts of the
transaction log, the restore process is able to roll forward committed changes and roll
back uncommitted changes as appropriate.

 In our example, once SQL Server completes reading database pages at step 7, it will
include all entries in the transaction log since the oldest log sequence number  (LSN)
of one of the following:

� The checkpoint (step 1 in our example)
� The oldest active transaction (step 5)
� The LSN of the last replicated transaction (not applicable in our example)

In our example, transaction log entries since step 1 will be included because that’s the
oldest of these items. However, consider a case where a transaction starts before the
backup begins and is still active at the end of the backup. In such a case, the LSN of
that transaction will be used as the start point.

 This example was based on a blog post from Paul Randal of SQLskills.com. The full
post, titled “More on How Much Transaction Log a Full Backup Includes” is available
at http://www.sqlskills.com/BLOGS/PAUL/post/More-on-how-much-transaction-log-
a-full-backup-includes.aspx.

 It’s important to point out here that even though parts of the transaction log are
included in a full backup, this doesn’t constitute a transaction log backup. Another clas-
sic mistake made by inexperienced SQL Server DBAs is never performing transaction
log backups because they think a full backup will take care of it. A database in full
recovery mode (discussed shortly) will maintain entries in the transaction log until it’s
backed up. If explicit transaction log backups are never performed, the transaction
log will continue growing forever (until it fills the disk). It’s not unusual to see a 2GB
database with a 200GB transaction log!

 Finally, when a full backup is restored as shown in our next example, changes since
the full backup are lost. In later examples, we’ll look at combining a full backup with
differential and transaction log backups to restore changes made after the full backup
was taken. 

-- Restore from Disk
RESTORE DATABASE [AdventureWorks2008] 
FROM DISK = N'G:\SQL Backup\AdventureWorks.bak'
WITH REPLACE

To reduce the user impact and storage costs of nightly full backups, we can use differ-
ential backups.
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10.1.2  Differential backup

While a full backup represents the most complete version of the database, performing
full backups on a nightly basis may not be possible (or desirable) for a variety of rea-
sons. Earlier in this chapter we used an example of a multi-terabyte database. If only a
small percentage of this database changes on a daily basis, the merits of performing a
full nightly backup are questionable, particularly considering the storage costs and
the impact on users during the backup.

 A differential backup, an example of which is shown here, is one that includes all
database changes since the last full backup:

-- Differential Backup to Disk
BACKUP DATABASE [AdventureWorks2008] 
TO DISK = N'G:\SQL Backup\AdventureWorks-Diff.bak' 
WITH DIFFERENTIAL, INIT

A classic backup design is one
in which a full backup is per-
formed weekly, with nightly dif-
ferential backups. Figure 10.2
illustrates a weekly full/nightly
differential backup design.

 
Figure 10.2 Differential backups 
grow in size and duration the 
further they are from their 
corresponding full backup (base).

Compared to nightly full backups, a nightly differential with a weekly full backup offers
a number of advantages, primarily the speed and reduced size (and therefore storage
cost) of each nightly differential backup. However, there comes a point at which differ-
ential backups become counterproductive; the further from the full backup, the larger
the differential, and depending on the rate of change, it may be quicker to perform a
full backup. It follows that in a differential backup design, the frequency of the full
backup needs to be assessed on the basis of the rate of database change.

Multi-file backups
Backing up a database to multiple files can lead to a significant reduction in backup
time, particularly for large databases. When you use the T-SQL BACKUP DATABASE
command, the DISK = clause can be repeated multiple times (separated by com-
mas), once for each backup file, as per this example:

BACKUP DATABASE [ADVENTUREWORKS2008]
  TO 
     DISK = ‘G:\SQL BACKUP\ADVENTUREWORKS_1.BAK’
     , DISK = ‘G:\SQL BACKUP\ADVENTUREWORKS_2.BAK’
     , DISK = ‘G:\SQL BACKUP\ADVENTUREWORKS_3.BAK’
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 When restoring a differential backup, the corresponding full backup, known as
the base backup, needs to be restored with it. In the previous example, if we needed to
restore the database on Friday morning, the full backup from Sunday, along with the
differential backup from Thursday night, would be restored, as in this example:

-- Restore from Disk. Leave in NORECOVERY state for subsequent restores
RESTORE DATABASE [AdventureWorks2008] 
FROM DISK = N'G:\SQL Backup\AdventureWorks.bak' 
WITH NORECOVERY, REPLACE
GO

-- Complete the restore process with a Differential Restore
RESTORE DATABASE [AdventureWorks2008] 
FROM DISK = N'G:\SQL Backup\AdventureWorks-Diff.bak'
GO

Here, we can see the full backup is restored using the WITH NORECOVERY option. This
leaves the database in a recovering state, and thus able to restore additional backups.
We follow the restore of the full backup with the differential restore.

 As you’ll recall from the restore of the full backup shown earlier, without transac-
tion log backups, changes made to the database since the differential backup will be
lost. 

10.1.3 Transaction log backup

A fundamental component of database management systems like SQL Server is the
transaction log. Each database has its own transaction log, which SQL Server uses for
several purposes, including the following:

� The log records each database transaction, as well as the individual database
modifications made within each transaction.

� If a transaction is canceled before it completes, either at the request of an appli-
cation or due to a system error, the transaction log is used to undo, or roll back,
the transaction’s modifications.

� A transaction log is used during a database restore to roll forward completed
transactions and roll back incomplete ones. This process also takes place for
each database when SQL Server starts up.

� The transaction log plays a key role in log shipping and database mirroring,
both of which will be covered in the next chapter.

Regular transaction log backups, as shown here, are crucial in retaining the ability to
recover a database to a point in time:

-- Transaction Log Backup to Disk
BACKUP LOG [AdventureWorks2008] 
TO DISK = N'G:\SQL Backup\AdventureWorks-Trn.bak' 
WITH INIT

As you can see in figure 10.3, each transaction log backup forms part of what’s called
a log chain. The head of a log chain is a full database backup, performed after the
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database is first created, or when the database’s recovery model, discussed shortly, is
changed. After this, each transaction log backup forms a part of the chain. To
restore a database to a point in time, an unbroken chain of transaction logs is
required, from a full backup to the required point of recovery.

 Consider figure 10.3. Starting at point 1, we perform a full database backup, after
which differential and transaction log backups occur. Each of the backups serves as part
of the chain. When restoring to a point in time, an unbroken sequence of log backups
is required. For example, if we lost backup 4, we wouldn’t be able to restore past the end
of backup 3 at 6 a.m. Tuesday. Attempting to restore the transaction log from log
backup 5 would result in an error message similar to that shown in figure 10.4.

 In addition to protecting against potential data loss, regular log backups limit the
growth of the log file. With each transaction log backup, certain log records, discussed
in more detail shortly, are removed, freeing up space for new log entries. As covered
earlier, the transaction log in a database in full recovery mode will continuing growing
indefinitely until a transaction log backup occurs.

 The frequency of transaction log backups is an important consideration. The two
main determining factors are the rate of database change and the sensitivity to data loss.
TRANSACTION LOG BACKUP FREQUENCY

Frequent transaction log backups reduce the exposure to data loss. If the transaction
log disk is completely destroyed, then all changes since the last log backup will be lost.

Figure 10.3 An unbroken chain of backups is required to recover to the point of failure.

Full Diff

Tran Tran Tran Tail

6am 12pm 6pm 7:15pm

TuesdayMon 12amSun 12am

1 2

3 4 5 6

Failure occurs @ 7:15 pm Tuesday

All 6 backups (unbroken chain)

required for point-of-failure recovery

Figure 10.4 Attempting to restore an out-of-sequence transaction log
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Assuming a transaction log backup was performed 15 minutes before the disk destruc-
tion, the maximum data loss would be 15 minutes (assuming the log backup file isn’t
contained on the backup disk!). In contrast, if transaction log backups are only per-
formed once a day (or longer), the potential for data loss is large, particularly for
databases with a high rate of change.

 The more frequent the log backups, the more restores will be required in a recovery
situation. In order to recover up to a given point, we need to restore each transaction
log backup between the last full (or differential) backup and the required recovery
point. If transaction log backups were taken every minute, and the last full or differen-
tial backup was 24 hours ago, there would be 1,440 transaction log backups to restore!
Clearly, we need to get the balance right between potential data loss and the complexity
of the restore. Again, the determining factors are the rate of database change and the
maximum allowed data loss, usually defined in a service level agreement.

 In a moment we’ll run through a point-in-time restore, which will illustrate the
three backup types working together. Before we do that, we need to cover tail log
backups.
TAIL LOG BACKUPS

When restoring a database that’s currently attached to a server instance, SQL Server
will generate an error1 unless the tail of the transaction log is first backed up. The tail
refers to the section of log that hasn’t been backed up yet—that is, new transactions
since the last log backup. 

 A tail log backup is performed using the WITH NORECOVERY option, which immedi-
ately places the database in the restoring mode, guaranteeing that the database won’t
change after the tail log backup and thus ensuring that all changes are captured in
the backup. 

When restoring up to the point of failure, the tail log backup represents the very last
transaction log backup, with all restores preceding it performed using the WITH
NORECOVERY option. The tail log is then restored using the WITH RECOVERY option to
recover the database up to the point of failure, or a time before failure using the
STOPAT command.

 So let’s put all this together with an example. In listing 10.1, we first back up the
tail of the log before restoring the database to a point in time. We begin with restoring
the full and differential backups using the WITH NORECOVERY option, and then roll for-
ward the transaction logs to a required point in time.

1 Unless the WITH REPLACE option is used.

WITH NO_TRUNCATE

Backing up the tail of a transaction log using the WITH NO_TRUNCATE option should
be limited to situations in which the database is damaged and inaccessible. The
COPY_ONLY option, covered shortly, should be used in its place.
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-- Backup the tail of the transaction log
BACKUP LOG [AdventureWorks2008] 
TO DISK = N'G:\SQL Backup\AdventureWorks-Tail.bak' 
WITH INIT, NORECOVERY

-- Restore the full backup
RESTORE DATABASE [AdventureWorks2008] 
FROM DISK = N'G:\SQL Backup\AdventureWorks.bak' 
WITH NORECOVERY
GO

-- Restore the differential backup
RESTORE DATABASE [AdventureWorks2008] 
FROM DISK = N'G:\SQL Backup\AdventureWorks-Diff.bak'
WITH NORECOVERY
GO

-- Restore the transaction logs
RESTORE LOG [AdventureWorks2008] 
FROM DISK = N'G:\SQL Backup\AdventureWorks-Trn.bak' 
WITH NORECOVERY
GO

-- Restore the final tail backup, stopping at 11.05AM
RESTORE LOG [AdventureWorks2008] 
FROM DISK = N'G:\SQL Backup\AdventureWorks-Tail.bak' 
WITH RECOVERY, STOPAT = 'June 24, 2008 11:05 AM'
GO

As we covered earlier, the NO_TRUNCATE option of a transaction log backup, used to per-
form a backup without removing log entries, should be limited to situations in which
the database is damaged and inaccessible. Otherwise, use the COPY_ONLY option. 

10.1.4 COPY_ONLY backups

Earlier in this chapter we defined a log chain as the sequence of transaction log back-
ups from a given base. The base for a transaction log chain, as with differential back-
ups, is a full backup. In other words, before restoring a transaction log or differential
backup, we first restore a full backup that preceded the log or differential backup. 

 Take the example presented earlier in figure 10.3, where we perform a full backup
on Sunday night, nightly differential backups, and six hourly transaction log backups.
In a similar manner to the code in listing 10.1, to recover to 6 p.m. on Tuesday, we’d
recover Sunday’s full backup, followed by Tuesday’s differential and the three transac-
tion log backups leading up to 6 p.m.

 Now let’s assume that a developer, on Monday morning, made an additional full
backup, and moved the backup file to their workstation. The differential restore from
Tuesday would now fail. Why? A differential backup uses a Differential Changed Map
(DCM) to track which extents have changed since the last full backup. The DCM in
the differential backup from Tuesday now relates to the full backup made by the

Listing 10.1 Recovering a database to a point in time



204 CHAPTER 10 Backup and recovery

developer on Monday morning. In our restore code, we’re not using the full backup
from Monday—hence the failure.

 Now, there are a few ways around this problem. First, we have an unbroken transac-
tion log backup sequence, so we can always restore the full backup, followed by all of
the log backups since Sunday. Second, we can track down the developer and ask him
for the full backup and hope that he hasn’t deleted it!

 To address the broken chain problem as outlined here, COPY_ONLY backups were
introduced in SQL Server 2005 and fully supported in 2008.2 A COPY_ONLY backup,
supported for both full and transaction log backups, is used in situations in which the
backup sequence shouldn’t be affected. In our example, if the developer performed
the Monday morning full backup as a COPY_ONLY backup, the DCM for the Tuesday dif-
ferential would still be based on our Sunday full backup. In a similar vein, a COPY_ONLY
transaction log backup, as in this example, will back up the log without truncation,
meaning that the log backup chain will remain intact without needing the additional
log backup file:

-- Perform a COPY ONLY Transaction Log Backup
BACKUP LOG [AdventureWorks2008] 
TO DISK = N'G:\SQL Backup\AdventureWorks-Trn_copy.bak' 
WITH COPY_ONLY

When discussing the different backup types earlier in the chapter, we made several
references to the database recovery models. The recovery model of a database is an
important setting that determines the usage of the transaction log and the exposure
to data loss during a database restore. 

10.2 Recovery models and data loss exposure
When a database is created, the recovery model is inherited from the model database.
You can modify the recovery model in Management Studio or use the ALTER DATA-
BASE statement, as shown here:

-- Set the Recovery Model to BULK_LOGGED
ALTER DATABASE [ADVENTUREWORKS2008]
SET RECOVERY BULK_LOGGED

There are three different recovery models: simple, full, and bulk logged.

10.2.1 Simple recovery model

A database in the simple recovery model will automatically truncate (remove) com-
mitted transactions from the log at each checkpoint operation. As a result, no transac-
tion log backups are required in limiting the growth of the log, so maintenance
operations are simplified.

2 Management Studio in SQL Server 2008 includes enhanced support for COPY_ONLY backups with GUI
options available for this backup type. Such options were absent in SQL Server 2005, which required a T-SQL
script approach.
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 Despite the reduction in maintenance overhead, the major downside of the simple
recovery model is the inability to recover a database to a point in time. As such, the
only recovery options are to recover to the previous full or differential backup. This
strategy may lead to significant data loss depending on the amount of change since
the last full/differential backup.

 The simple recovery model is typically used in development and test environments
where recovering to the last full or differential backup is acceptable. In such environ-
ments, the potential for some data loss is accepted in return for reduced maintenance
requirements by avoiding the need to execute and store transaction log backups.

Finally, long-running transactions can still cause significant growth in the transaction
log of databases in the simple recovery model. Log records generated by an incom-
plete transaction can’t be removed, nor can any completed transactions that started
after the oldest open transaction. For example, in figure 10.5, even though transaction
D has completed, it can’t be removed as it started after the incomplete transaction C.

Figure 10.5 Log truncation can’t remove log records for active transactions or records from completed 
transactions that began after the oldest active transaction.

The simple recovery model has further downsides: features such as transaction log
shipping, covered in the next chapter, can’t be used with this recovery model. For
compatibility with SQL Server’s full feature set and to minimize data loss, we use the
full recovery model.

10.2.2 Full recovery model

A database in the full recovery model will log and retain all transactions in the transac-
tion log until the log is backed up, at which point committed transactions will be
removed from the log, subject to the same rule that we saw in figure 10.5. Regular

Simple logging vs. no logging
Don’t confuse the simple recovery model for the (nonexistent) no logging model. Re-
gardless of the recovery model, transactions are logged by SQL Server in order to
maintain database integrity in the event of a transaction rollback or sudden server
shutdown.
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transaction log backups are crucial in limiting the growth of the transaction log in a
database in the full recovery model.

 As well as recording update, insert, and delete statements, the full recovery model
will record index creation and maintenance operations, Bulk Copy Process (BCP)
commands, and bulk inserts. As a result, the size of transaction logs (and therefore
the backup time) can grow very quickly with the full recovery model, and is therefore
an important consideration when using log shipping and/or mirroring. We’ll cover
this in more detail in later chapters when we address index maintenance techniques.

A common technique used when bulk-loading data into a database in the full recov-
ery model is to switch the database to the Bulk_Logged model, discussed next, prior
to the load.

10.2.3 Bulk_Logged recovery model

When performing large bulk-load operations into a database in the full recovery
model, each data and index record modified by the bulk-load process is logged by
SQL Server. For very large loads, this can have a significant impact on the load perfor-
mance.

 Under the Bulk_Logged model, SQL Server uses a Bulk Changed Map (BCM) to
record which extents3 the load modified. Unlike the full recovery model, the individual
records affected by the bulk load aren’t logged. As a result, bulk loads can be signifi-
cantly quicker than under the full recovery model.

 The trade-offs of the Bulk_Logged model are significant: when a transaction log
backup occurs after a bulk-load operation, SQL Server includes the entire contents of
each extent touched by the bulk-load process, even if only a small portion of the
extent was actually modified. As a result, the transaction log backup size can be mas-
sive, potentially almost as big as the entire database, depending on the amount of
modified extents.

Disaster recovery plan
A good disaster recovery (DR) plan considers a wide variety of potential disasters,
from small events such as corrupted log files and accidentally dropping a table, right
through to large environmental disasters such as fires and earthquakes. A crucial
component of any DR plan is a well-documented and well-understood backup and re-
store plan. Perhaps the best way to validate a DR plan is to simulate various disas-
ters on a random/unannounced basis, similar to a fire drill, with each DBA talking it
in turns to practice the recovery process. Not only will this ensure documentation is
up to date and well understood by all team members, it will liven up the day, and add
some competitive spark to the DBA team!

3  An extent is a collection of eight 8K pages.
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 The other downside to this recovery model is the inability to restore a transaction
log containing bulk-load operations to a point in time. Given these limitations, it’s
generally recommended that the Bulk_Logged model be used as a temporary setting
for the period of the bulk load before switching back to the full recovery model. Mak-
ing a transaction log backup before and after entering and leaving the Bulk_Logged
model will ensure maximum data protection for point-in-time restores while also ben-
efiting from increased performance during the bulk-load operation(s).

 Before looking at the backup recovery process in more detail, let’s consider some
additional backup options at our disposal.

10.3 Backup options
SQL Server 2008 includes a rich array of options that can be employed as parts of a
customized backup and recovery strategy. In this section, we’ll consider three such
options: checksums, backup mirroring, and transaction log marks. But before we cover
these options, let’s have a look at an important part of any backup strategy: the
backup location and retention policy.

10.3.1 Backup location and retention policy

A key component of a well-designed backup strategy is the location of the backups:
disk or tape (or both). Let’s consider each of these in turn before looking at a com-
monly used backup retention policy.
TAPE

Historically, organizations have chosen tape media as a backup destination in order to
reduce the cost of online storage while retaining backups for long periods of time.
However, a tape-only approach to backups presents a number of challenges:

� Tape systems typically have a higher failure rate when compared to disk.
� Typically, tapes are rotated offsite after a predefined period, sometimes as soon

as the morning after the backup. Should the backup be required for restore,
there may be a time delay involved in retrieving the tape for restore.

� Depending on the tape system, it may be difficult/cumbersome to restore a
tape backup to a different server for restoration verification, or to use it as a
source for DBCC checks or other purposes.

In addressing these concerns, disk backups are frequently used, although they too
have some challenges to overcome.
DISK

Due to some of the limitations with the tape-only approach, backup verification,
whereby backups are restored on a regular basis to ensure their validity, are often
skipped. As a result, problems are often discovered for the first time when a real
restore is required. 

 In contrast to tape, disk-based backups offer the following advantages:

� When required for a restore, they are immediately available.
� Disk media is typically more reliable than tape, particularly when RAID protected.
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� Disk-based backups can be easily copied to other servers when required, making
the verification process much simpler compared with a typical tape-based system.

Despite its advantages, a disk-based backup approach has some drawbacks. The main
one is the extra disk space (and associated cost) required for the backup files. Further,
the cost advantage of tape is fully realized when considering the need to store a his-
tory of backups—for example, daily backups for the last 30 days, monthly backups for
the past 12 months, and yearly backups for the last 7 years. Storing all of these back-
ups on disk is usually more expensive compared to a tape-based system, not to men-
tion the risk of losing all of the disk backups in an environmental disaster.

 With the introduction of third-party backup compression tools and the inclusion
of backup compression as a standard feature of SQL Server 2008 (Enterprise edition),
the cost of disk storage for backups is significantly reduced, but the overall cost is still
typically higher than a tape-based system.

 In addressing the negative aspects of both tape and disk, a common approach is to
combine both methods in what’s known as a disk then tape approach.
DISK THEN TAPE

As shown in figure 10.6, the ideal backup solution is to combine both disk and tape
backups in the following manner:

1 Database backups are performed to disk.
2 Later in the day/night, the disk backup files are archived to tape in the same

manner as other files would be backed up (documents, images and so forth).
3 Typical restore scenarios use the most recent backup files on disk. After a num-

ber of days, the oldest disk-based backup files are removed in order to maintain
a sliding window; for example, the past 5 days of backups are stored on disk.

4 If older backups are required, they can be sourced from tape.

 The advantages of such a system are numerous:

� Backups are stored in two locations (disk and tape), thus providing an addi-
tional safety net against media failure.

Figure 10.6 The disk then tape backup methodology provides fast restore, dual backup protection, and 
long-term archive at a moderate cost.

 

Database Disk File Tape 1 2 

3 4 

3: If required, recent backups sourced from local disk for fast restore. 
4: Older backups retrieved from tape if required. 

1: Backups to disk. Files older than “x” days automa�cally deleted. 
2: Backup files archived to tape for long-term storage. 
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� The most common restore scenario, typically that of the previous night’s
backup, is available on disk for fast restore without requiring tapes to be
requested from offsite.

� A full history of backups is available for restore from tape.
� The cost of the overall system is reduced, while still providing all of the advan-

tages of disk-based backups for the most common restore scenarios.

A variation on this approach is using SAN-based backup solutions. In chapter 3 we cov-
ered the benefits that SANs provide in disaster recovery scenarios. Most of the enter-
prise-class SANs available today provide several methods of snapping, or cloning, LUNs
in order to provide near instant backup/restore solutions. Once snapped, the cloned
LUN can be archived to tape, thereby providing long-term storage like the disk then
tape approach. If using these backup types, take care to ensure the backup method
used is SQL Server compatible and enables transaction log roll forwards for point-in-
time recovery.

 Regardless of the backup destination, an important consideration is how long to
retain the backups before deleting or overwriting them.
BACKUP RETENTION

Assuming the disk then tape backup method is used, the retention period for each
location needs to be considered separately. For the disk backups, the retention period
is dependent on the backup model. For example, if a weekly full, nightly differential
system is in place, then the weekly backup would need to be retained on disk for the
whole week for use with the previous night’s differential backup. If disk space allows,
then additional backups can be retained on disk as appropriate.

 In considering the tape rotation policy (how long to keep a tape before overwrit-
ing it), the classic rotation policy typically used is the grandfather–father–son (GFS) sys-
tem, whereby 22 tapes are used per year.

 The GFS tape rotation policy, as shown in table 10.1, uses 6 sons, 3 fathers, and 13
grandfathers (52 weeks per year divided by 4-week periods) for a total of 22 tapes per
year. Optionally, one of the grandfather tapes can be retained as a yearly backup tape
for a period of years.

Regardless of the disk location and retention period, ensuring backups are valid is an
important consideration. Short of actually restoring each backup, one of the options
available for detecting media failure is to use backup checksums.

Table 10.1 Grandfather–father–son tape rotation policy

Week Mon Tue Wed Thu Fri Sat Sun

1 Son1 Son2 Son3 Son4 Son5 Son6 Father1

2 Son1 Son2 Son3 Son4 Son5 Son6 Father2

3 Son1 Son2 Son3 Son4 Son5 Son6 Father3

4 Son1 Son2 Son3 Son4 Son5 Son6 Grandfather-x
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10.3.2 Backup checksums

One of the features introduced in SQL Server 2005 was the ability for backups to verify
the validity of pages as part of the backup process, and for the backup itself to include
a checksum.

 When using the optional4 WITH CHECKSUM option of the BACKUP command as
shown here, the backup process verifies the checksum of each page as the backup is
performed, assuming the PAGE_VERIFY database option, covered in more detail in
chapter 12, is set to CHECKSUM (which is the default).

-- Verify Page Validity during backup with CHECKSUM
BACKUP DATABASE [AdventureWorks2008] 
TO DISK = N'G:\SQL Backup\AdventureWorks.bak'
WITH CHECKSUM

The PAGE_VERIFY option calculates and stores a checksum value for each database
page written to disk. When read from disk, the checksum is verified against the page
read and used to alert the presence of suspect pages.

 The WITH CHECKSUM option of the BACKUP command calculates and verifies the
checksum value of each page as it’s read by the backup process. If a checksum error
occurs, the backup fails, unless the CONTINUE_AFTER_ERROR option is used. In that
case, the backup is flagged as containing errors and the suspect page(s) are marked in
the suspect_pages table in the msdb database.

 In addition to verifying the checksum of each page, the WITH CHECKSUM option cal-
culates a checksum for the entire backup process. When a database is restored from a
backup created with the checksum option, the restore process verifies the checksums
as part of the restore process, unless the NO_CHECKSUM option is used. If a checksum
error is found as part of the restore, the restore will fail, unless the CONTINUE_AFTER_
ERROR option is used.

 Although backup checksums provide additional confidence in the validity of the
backups, they do introduce additional CPU overhead during the backup process.
Before enabling this option, ensure the overhead is measured on a test system, partic-
ularly in cases where the additional overhead may extend the backup window beyond
the desired time frame. That being said, the additional confidence this option pro-
vides is well worth the typically small CPU overhead.

 Another technique commonly used for backup assurance is the mirroring option.

10.3.3 Backup mirroring

There is no such thing as too many backups. One of the optional backup clauses is
MIRROR TO. Here’s an example:

-- Mirror the backup to a separate backup server using a UNC path
BACKUP DATABASE [AdventureWorks2008] 
TO DISK = N'G:\SQL Backup\AdventureWorks-20080701.bak'
MIRROR TO DISK = '\\BACKUP-SERVER\SQL-Backups\AdventureWorks-20080701.bak'
WITH FORMAT

4 Enabled by default on compressed backups.
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The MIRROR TO clause allows a backup to be streamed to multiple destinations. The
typical use of this option is for making a duplicate backup on a file server using a Uni-
versal Naming Convention (UNC) path to a file share (in the previous example,
\\BACKUP-SERVER\SQL-Backups). This option provides multiple advantages:

� Additional backups for protection against media failure.
� Different retention periods for different locations; for example, the file server

backups can be retained for a longer period on disk when compared to the
backup file on the database server.

� The tape archive process can archive from the file share rather than the data-
base server. Not only does this reduce the additional load the tape archive pro-
cess places on the database server, it also avoids the need for tape drivers and
associated software to be installed on the database server.

In concluding this section, let’s take a look at the challenge of coordinating backups
across multiple databases.

10.3.4 Transaction log marks

A common backup requirement is for coordinated backups across multiple databases.
This is usually a requirement for the restore process rather than the backup—when a
database is restored, all associated databases must be restored to exactly the same point.

 Synchronized restores are enabled using transaction log marks. Before we take a
look at using them in a restore scenario, let’s see how they’re used in recovering from
an unintended action. Consider the following statement, which increases product
prices by 2 percent:

-- Update all prices by 2%
BEGIN TRANSACTION updatePrices WITH MARK 'Updating Prices Now';
   UPDATE Products
   SET Price = Price * 1.02
COMMIT TRANSACTION updatePrices

Let’s imagine we only intended to update some products, not all of them, as shown in
the previous statement. Short of running additional commands to roll back the price
increase (and other flow-on effects), we’d be looking at a database restore, but if we
can’t remember the time of the update, a transaction log recovery using the STOPAT
option won’t help.

 One of the optional clauses we used in the update price transaction was WITH
MARK, and we can use that in a restore command. After performing a restore of a full
backup in NORECOVERY mode, we can then restore a transaction log backup made
after the transaction to the point immediately before the mark, using the STOPBE-
FOREMARK option:

-- After restoring the full backup, roll forward the transaction log
-- Use the STOPBEFOREMARK option to stop before the marked transaction
RESTORE LOG [AdventureWorks2008] 
FROM DISK = N'G:\SQL Backup\AdventureWorks-log.bak' 
WITH RECOVERY, STOPBEFOREMARK = 'updatePrices'
GO
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Now that’s all well and good (and very handy), but how does that help us with coordi-
nating backups and restores across multiple databases? Well, by encapsulating state-
ments that update multiple databases within a single marked transaction, we can
achieve the desired result (see listing 10.2).

-- Use a dummy transaction to mark multiple databases
-- If required, each database can be restored to the same point in time
BEGIN TRANSACTION backupMark WITH MARK
   UPDATE db1.dbo.dummytable set col1 = 1
   UPDATE db2.dbo.dummytable set col1 = 1
   -- other databases here ...
COMMIT TRANSACTION backupMark

By executing a simple update statement in multiple databases within one transaction,
we’re marking the transaction log of each database at the same time. Such an update
statement could be executed immediately before transaction log backups are per-
formed, thus enabling the backups to be restored to the same point in time using the
STOPBEFOREMARK that we saw earlier. Bear in mind, however, that data entered in the
databases after this transaction will be lost, and this is an important consideration in a
coordinated restore scenario.

 Using transaction marks to enable synchronized restores across multiple databases
is one example of using backup/restore features beyond the basics. While a basic
backup/restore approach may suffice for small databases, it’s insufficient for very large
databases (VLDBs). In the previous chapter, we covered the use of filegroups as a mech-
anism for enabling enhanced administration options. We also explored a best practice
whereby user objects are placed on secondary filegroups so that the only objects in the
primary filegroup are system objects. Let’s take a look at that process in more detail,
and see how it can be used to minimize the user impact of a restoration process.

10.4 Online piecemeal restores
Consider a very large, multi-terabyte database in use 24/7. One of the challenges with
databases of this size is the length of time taken for various administration tasks such
as backups and the effect such operations have on database users.

 One of the advantages of using multiple filegroups is that we’re able to back up
individual filegroups instead of (or as well as) the entire database. Such an approach
not only minimizes the user impact of the backup operation, but it also enables online
piecemeal restores, whereby parts of the database can be brought online and available for
user access while other parts are still being restored.5 In contrast, a traditional restore
process would require users to wait for the entire database to restore before being
able to access it, which for a VLDB could be quite a long time.

 In this section we’ll walk through the process of an online piecemeal restore using
filegroups. Online restores can also be performed at the individual page level, and
we’ll take a look at that in chapter 12 when we cover the DBCC tool.

Listing 10.2 Marking multiple transaction logs for coordinated restores

5  Online restores are available in the Enterprise version of SQL Server 2005 and 2008 only.
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 The database used for our examples is structured as shown in listing 10.3. This
code creates a database with three filegroups.

-- Create "Sales" database with 3 secondary filegroups
-- Each filegroup has 2 files and 1 table

CREATE DATABASE [Sales] ON PRIMARY ( 
   NAME = N'Sales'
   , FILENAME = N'E:\SQL Data\Sales.mdf'
   , SIZE = 51200KB
   , FILEGROWTH = 1024KB
) 

, FILEGROUP [FG1] ( 
   NAME = N'Sales1'
   , FILENAME = N'E:\SQL Data\Sales1.ndf'
   , SIZE = 51200KB
   , FILEGROWTH = 10240KB
), ( 
   NAME = N'Sales2'
   , FILENAME = N'E:\SQL Data\Sales2.ndf'
   , SIZE = 51200KB
   , FILEGROWTH = 10240KB
)

, FILEGROUP [FG2] ( 
   NAME = N'Sales3'
   , FILENAME = N'E:\SQL Data\Sales3.ndf'
   , SIZE = 51200KB
   , FILEGROWTH = 10240KB
), ( 
   NAME = N'Sales4'
   , FILENAME = N'E:\SQL Data\Sales4.ndf'
   , SIZE = 51200KB
   , FILEGROWTH = 10240KB 
)

, FILEGROUP [FG3] ( 
   NAME = N'Sales5'
   , FILENAME = N'E:\SQL Data\Sales5.ndf'
   , SIZE = 51200KB
   , FILEGROWTH = 10240KB
), ( 
   NAME = N'Sales6'
   , FILENAME = N'E:\SQL Data\Sales6.ndf'
   , SIZE = 51200KB
   , FILEGROWTH = 10240KB
)
LOG ON ( 
   NAME = N'Sales_log'
   , FILENAME = N'F:\SQL Log\Sales_log.ldf'
   , SIZE = 10240KB
   , FILEGROWTH = 10%
)
GO

Listing 10.3 Creating a database with multiple filegroups for online restore
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-- Set FG1 to be the default filegroup
ALTER DATABASE [Sales] 
MODIFY FILEGROUP [FG1] DEFAULT
GO

USE [SALES]
GO

-- Create a table on each filegroup
CREATE TABLE dbo.Table_1 (
   Col1 nchar(10) NULL
) ON FG1
GO

CREATE TABLE dbo.Table_2 (
   Col1 nchar(10) NULL
) ON FG2
GO

CREATE TABLE dbo.Table_3 (
   Col1 nchar(10) NULL
) ON FG3
GO

As you can see in listing 10.3, we’ve created a database with three filegroups and one
table on each. We’ve also ensured that user objects won’t be created in the primary
filegroup by marking the secondary filegroup, FG1, as the default. Listing 10.4 sets up
the basis for our restore by seeding the tables and making a filegroup backup of the
primary and secondary filegroups. For this example, all of the filegroup backups
occur in sequence, but in a real example, we’d perform the filegroup backups over a
number of nights to reduce the nightly backup impact. Once the filegroup backups
are complete, we’ll modify some data for a transaction log backup in a later step.

-- Seed tables
INSERT table_1
VALUES ('one')
GO

INSERT table_2
VALUES ('two')
GO

INSERT table_3
VALUES ('three')
GO

-- Take FileGroup Backups
BACKUP DATABASE [Sales] 
FILEGROUP = N'PRIMARY' 
TO DISK = N'G:\SQL Backup\Sales_Primary_FG.bak' 
WITH INIT
GO

Listing 10.4 Filegroup backups
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BACKUP DATABASE [Sales] 
FILEGROUP = N'FG1' 
TO DISK = N'G:\SQL Backup\Sales_FG1_FG.bak' 
WITH INIT
GO

BACKUP DATABASE [Sales] 
FILEGROUP = N'FG2' 
TO DISK = N'G:\SQL Backup\Sales_FG2_FG.bak' 
WITH INIT
GO

BACKUP DATABASE [Sales] 
FILEGROUP = N'FG3' 
TO DISK = N'G:\SQL Backup\Sales_FG3_FG.bak' 
WITH INIT
GO

-- Modify data on FG2
INSERT table_2
VALUES ('two - two')
GO

At this point, let’s imagine that the disk(s) containing the filegroups is completely
destroyed, but the transaction log disk is okay. Restoring a multi-terabyte database as a
single unit would take a fair amount of time, during which the entire database would
be unavailable. With filegroup restores, what we can do is prioritize the restores in
order to make the most important data available as soon as possible. So for this exam-
ple, let’s imagine that filegroup 2 was the most important filegroup from a user per-
spective. Let’s get filegroup 2 back up and running first (see listing 10.5).

-- Disaster at this point. Prioritize Restore of Filegroup 2
USE MASTER
GO

-- Start by performing a tail backup
BACKUP LOG [Sales]
TO DISK = N'G:\SQL Backup\Sales_log_tail.bak' 
WITH NORECOVERY, NO_TRUNCATE
GO

-- recover Primary and FG2
RESTORE DATABASE [Sales] 
FILEGROUP='Primary' 
FROM DISK = N'G:\SQL Backup\Sales_Primary_FG.bak' 
WITH PARTIAL, NORECOVERY

RESTORE DATABASE [Sales]
FILEGROUP='FG2' 
FROM DISK = N'G:\SQL Backup\Sales_FG2_FG.bak' 
WITH NORECOVERY

RESTORE LOG [Sales] 

Listing 10.5 Online piecemeal restore: restoring the most important filegroup first
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FROM DISK = N'G:\SQL Backup\Sales_log_tail.bak' 
WITH RECOVERY
GO

-- At this point the database is up and running for Filegroup 2 only
-- Other filegroups can now be restored in the order required

As shown in listing 10.5, the first step in performing a piecemeal restore is to back up
the tail of the transaction log. This will enable us to restore up to the point of failure.
Once this backup is completed, we can then start the restore process by restoring the
primary filegroup. According to our best practice, this is very small as it contains sys-
tem objects only. As a result, the primary filegroup restore is quick, and as soon as it
completes, the database is online and available for us to prioritize the remainder of
the filegroup restores.

 In line with our priorities, we proceed with a restore of the FG2 filegroup. The last
statement restores the transaction log tail backup, which rolls forward transactions for
FG2. At this point, FG2 is online and available for users to query. Attempting to query
tables 1 and 3 at this moment will fail as these filegroups are offline pending restore.
An error message will appear when you attempt to access these tables:

Msg 8653, Level 16, State 1, Line 1
The query processor is unable to produce a plan for the table or view 

'table_3' because the table resides in a filegroup which is not online.

Let’s recover the remaining filegroups now, as shown in listing 10.6.

-- restore FG1
RESTORE DATABASE [Sales]
FILEGROUP='FG1' 
FROM DISK = N'G:\SQL Backup\Sales_FG1_FG.bak' 
WITH NORECOVERY

RESTORE LOG [Sales] 
FROM DISK = N'G:\SQL Backup\Sales_log_tail.bak' 
WITH RECOVERY
GO

-- restore FG3
RESTORE DATABASE [Sales]
FILEGROUP='FG3' 
FROM DISK = N'G:\SQL Backup\Sales_FG3_FG.bak' 
WITH NORECOVERY

RESTORE LOG [Sales] 
FROM DISK = N'G:\SQL Backup\Sales_log_tail.bak' 
WITH RECOVERY
GO

Listing 10.6 assumed all the filegroups were damaged and needed to be restored.
Should some of the filegroups be undamaged, then a restore for those filegroups is
unnecessary. Let’s imagine that filegroups 1 and 3 were undamaged. After FG2 is

Listing 10.6 Online piecemeal restore for remaining filegroups
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restored, we can bring the remaining filegroups online with a simple recovery state-
ment such as this:

RESTORE DATABASE [Sales] FILEGROUP='FG1', FILEGROUP='FG3' WITH RECOVERY

While normal full backup/restores on single filegroup databases may be acceptable
for small to medium databases, very large databases require more thought to reduce
the backup impact and minimize user downtime during recovery scenarios. By plac-
ing user objects on secondary filegroups, filegroup backups and the online piecemeal
restore process enable both of these goals to be met.

 As we covered earlier, online restores are available only in the Enterprise edition of
SQL Server 2005 and 2008. Another Enterprise-only feature is the database snapshot,
which we explore next. 

10.5 Database snapshots
A common step in deploying changes to a database is to take a backup of the database
prior to the change. The backup can then be used as a rollback point if the change/
release is deemed a failure. On small and medium databases, such an approach is
acceptable; however, consider a multi-terabyte database: how long would the backup
and restore take either side of the change? Rolling back a simple change on such a
large database would take the database out of action for a considerable period of time.

 Database snapshots, not to be confused with snapshot backups,6 can be used to
address this type of problem, as well as provide additional functionality for reporting
purposes.

 First introduced in SQL Server 2005, and only available in the Enterprise editions
of SQL Server, snapshots use a combination of Windows sparse files and a process
known as copy on write to provide a point-in-time copy of a database. After the snapshot
has been created, a process typically taking only a few seconds, modifications to pages
in the database are delayed to allow a copy of the affected page to be posted to the
snapshot. After that, the modification can proceed. Subsequent modifications to the
same page proceed without delay. Initially empty, the snapshot grows with each data-
base modification.

6 Snapshot backups are specialized backup solutions commonly used in SANs to create near-instant backups
using split-mirror (or similar) technology. 

Sparse files
Database snapshots are created on the NTFS file system, which provides the neces-
sary sparse file support. Unlike traditional files, sparse files only occupy space on
disk when data is actually written to them, with the size of the file growing as more
data is added. As a result, very large files can be created quickly, even on file sys-
tems with limited free space.
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As figure 10.7 shows, when a page in a database snapshot is read, if the page hasn’t
been modified since the snapshot was taken, the read is redirected to the source data-
base. Conversely, modified pages will be read from the snapshot, thus allowing consis-
tent, point-in-time results to be returned.

 Let’s take a look now at the process of creating a snapshot.

10.5.1 Creating and restoring snapshots

A database snapshot can be created using T-SQL, as shown here:

-- Create a snapshot of the AdventureWorks database
CREATE DATABASE AdventureWorks2008_Snapshot_20080624 ON ( 
    NAME = AdventureWorks2008_Data
    , FILENAME = 'E:\SQL Data\AdventureWorks_Data.ss' 
)
AS SNAPSHOT OF [AdventureWorks2008];
GO

As you can see in figure 10.8, a snapshot is visible after creation in SQL Server Manage-
ment Studio under the Database Snapshots folder. You can select it for querying as
you would any other database.

 Given its read-only nature, a snapshot has no transaction log file, and when cre-
ated, each of the data files in the source database must be specified in the snapshot
creation statement along with a corresponding filename and directory. The only
exceptions are files used for FileStream data, which aren’t supported in snapshots.

Figure 10.8 A database snapshot is visible in SQL Server Management Studio under the Database 
Snapshots folder.

Figure 10.7 Pages are copied 
to a database snapshot before 
modification; unchanged page 
requests are fulfilled from the 
source database.

Database Database snapshot Reporting application

Unchanged pageOriginal pageModified page
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You can create multiple snapshots of the same database. The only limitations are the
performance overhead and the potential for the snapshots to fill the available disk
space. The disk space used by a snapshot is directly determined by the amount of
change in the source database. After the snapshot is first created, its footprint, or used
space, is effectively zero, owing to the sparse file technology. With each change, the
snapshot grows. It follows that if half of the database is modified since the snapshot was
created, the snapshot would be roughly half the size of the database it was created from.

 Once created, a database can be reverted to its snapshot through the RESTORE
DATABASE T-SQL command using the FROM DATABASE_SNAPSHOT clause as shown here
(this example will fail if the AdventureWorks database contains FileStream data). Dur-
ing the restore process, both the source and snapshot databases are unavailable and
marked In Restore.

-- Restore the AdventureWorks database from the snapshot
USE master
GO
RESTORE DATABASE AdventureWorks2008 
FROM DATABASE_SNAPSHOT = 'AdventureWorks2008_Snapshot_20080624';
GO

There are a number of restrictions with reverting to snapshots, all of which are cov-
ered in Books Online. The major ones are as follows:

� A database can’t revert to a snapshot if more than one snapshot exists. In such a
case, all snapshots should be removed except the one to revert to.

� Despite the obvious advantages of snapshots, they’re no substitute for a good
backup strategy. Unlike a database restore with point-in-time roll-forward capa-
bilities, a database reverted to a snapshot loses all data modifications made after
the snapshot was taken.

� Restoring a snapshot breaks the transaction log backup chain; therefore, after
the restore, a full backup of the database should be taken.

� Databases with FileStream data can’t be reverted.

Given the copy-on-write nature of snapshots, there’s a performance overhead in using
them, and their unique nature means update and delete modifications aren’t permit-
ted against them—that is, they’re effectively read-only databases for the duration of
their existence. To reduce the performance overhead, older snapshots that are no lon-
ger required should be dropped using a DROP DATABASE command such as this one:

-- Drop the snapshot
DROP DATABASE AdventureWorks2008_Snapshot_20080624

To fully understand the power of database snapshots, let’s cover some of the many dif-
ferent ways they can be used.

10.5.2 Snapshot usage scenarios

Database snapshots are useful in a variety of situations. Let’s cover the most common
uses, beginning with reporting.
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REPORTING

Given a snapshot is a read-only view of a database at a given moment, it’s ideal for
reporting solutions that require data accurate as at a particular moment, such as at the
end of a financial period.

 The major consideration for using snapshots in this manner is the potential per-
formance impact on the source database. In addition to the copy-on-write impact, the
read impact needs to be taken into account: in the absence of a snapshot, would you
run reports against the source database? If the requested data for reporting hasn’t
changed since the snapshot was taken, data requested from the snapshot will be read
from the source database.

 A common snapshot scenario for reporting solutions is to take scheduled snap-
shots, for example, once a day. Given each snapshot is exposed as a new database with
its own name, reporting applications should ideally be configured so that they are
aware of the name change and be capable of dynamically reconnecting to the new
snapshot. To assist in this process, name new snapshots consistently to enable a pro-
grammatic reconnection solution. Alternatively, synonyms (not covered in this book)
can be created and updated to point to the appropriate snapshot objects.
READING A DATABASE MIRROR

We’ll cover database mirroring in the next chapter, but one of the restrictions with the
mirror copy of a database is that it can’t be read.

 When you take a snapshot of the database mirror, you can use it for reporting pur-
poses, but the performance impact of a snapshot may lead to an unacceptable transac-
tion response time in a synchronous mirroring solution, a topic we’ll cover in the next
chapter.
ROLLING BACK DATABASE CHANGES

A common use for snapshots is protecting against database changes that don’t go
according to plan, such as a schema change as part of an application deployment that
causes unexpected errors. Taking a snapshot before the change allows a quick roll-
back without requiring a full database backup and restore.

 The major issue with rolling back to a snapshot in this manner is that all data
entered after the snapshot was created is lost. If there’s a delay after the change and
the decision to roll back, there may be an unacceptable level of data changes that
can’t be lost.

 For changes made during database downtime, when change can be verified while
users aren’t connected to the database, snapshots can provide an excellent means of
reducing the time to deploy the change while also providing a safe rollback point.
TESTING

Consider a database used in a testing environment where a given set of tests needs to
be performed multiple times against the same data set. Traditionally, a database
backup is restored between each test to provide a repeatable baseline. If the database
is very large, the restore delay may be unacceptably long. Snapshots provide an excel-
lent solution to this type of problem.
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DBCC SOURCE

Finally, as you’ll see in chapter 12, a DBCC check can be performed against a database
snapshot, providing more control over disk space usage during the check. 

 In closing the chapter, let’s focus on a very welcome addition to SQL Server 2008:
backup compression.

10.6 Backup compression

To reduce the time and space required for backups, some organizations choose to
purchase third-party backup tools capable of compressing SQL Server backups. While
such products are widely used and proven, other organizations are reluctant to use
them for a variety of reasons, such as the following:

� Cost —Despite the decreased disk usage (and therefore cost) enabled by such
products, some organizations are reluctant to provide the up-front expenditure
for new software licenses.

� Portability —Depending on the product, compressed backups performed on
one licensed server may not be able to be restored on an unlicensed server.

� Non-Microsoft software —Some organizations feel uncomfortable with using non-
Microsoft software to control such a critical operational process.

In avoiding backup compression products for these reasons, many organizations
choose suboptimal backup designs, such as tape only, in order to reduce storage costs.
Such designs are often in conflict with their service level agreements for restoration
times and acceptable data loss, and often the limitations of such designs are realized
for the first time after an actual data loss event.

 Introduced in the Enterprise edition of SQL Server 2008, backup compression
allows native SQL Server backups to be compressed, which for many organizations will
introduce a whole range of benefits and cost savings. No doubt some companies will
upgrade to SQL Server 2008 for this reason alone. Although compressed backups can
only be created using the Enterprise edition of SQL Server 2008, they can be restored to
any edition of SQL Server 2008.

 As with data compression, covered in the previous chapter, there is some CPU over-
head involved in backup compression (about 5 percent is typical). To control whether
a backup is compressed, you have a number of options, beginning with a server-level
default setting called Backup Compression Default, which you can set using
sp_configure or SQL Server Management Studio, as shown in figure 10.9.

 For individual backups, you can override the default compression setting using
options in SQL Server Management Studio, or by using the WITH COMPRESSION/

NO_COMPRESSION T-SQL options as shown here:

-- Backup the AdventureWorks database using compression
BACKUP DATABASE AdventureWorks2008
TO DISK = 'G:\SQL Backup\AdventureWorks-Compressed.bak'
WITH INIT, COMPRESSION
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Figure 10.9 The Compress Backup option enables the default backup compression to be set. Individual 
backups can explicitly override this setting.

As with data compression, the actual compression rates achieved depend largely on
the makeup of the data within the database. Similar to data compression, the goal of
backup compression is not to achieve the maximum possible compression, but to
strike a balance between CPU usage and compression rates.

 Given that, the observed compression rates are quite impressive considering the
moderate CPU overhead. For example, as you can see in figure 10.10, the observed
size of a native AdventureWorks2008 database backup was 188MB compared with the
compressed backup size of 45MB. Further, the time taken to back up the database in
uncompressed form was 10 seconds compared to 7 seconds for a compressed backup.

 Although the actual results will differ depending on the scenario, extrapolating
out the compression and duration figures to a very large database scenario promises
significant savings in disk space (and therefore money) as well as time.

 For those organizations with a tape-only backup approach, backup compression
presents an excellent argument to move to a disk then tape approach. For those

Figure 10.10 Backing up the AdventureWorks2008 database with and without compression. For a 
moderate CPU overhead, compressed backups yield significant space and duration savings.
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already using disk-based backups, the opportunities for storage savings and greater
backup availability are compelling reasons for an upgrade to SQL Server 2008.

 Finally, as you saw in chapter 6, a backup produced from a database that’s pro-
tected with Transparent Data Encryption (TDE) will also be encrypted and can’t be
restored to another server unless that server has the appropriate certificate restored.
From a compression perspective, the space savings of a compressed backup on a TDE-
encrypted database will be minimal. As such, I don’t recommend compressing back-
ups of TDE-encrypted databases. 

10.7 Best practice considerations: backup and recovery
Developing a reliable backup strategy is arguably the most fundamental and impor-
tant of all DBA tasks. Fortunately, there are a number of well-established best practices
to assist in this process.

� Design a backup strategy for the speed and ease of restoration, not the conve-
nience of the backup. The design should be centered around the service level
agreements for restoration time and acceptable data loss.

� Thoroughly document the backup and restore process and include actual code
for various restore scenarios. Anyone with moderate DBA skills should be able
to follow the documentation to ensure the correct restore process is executed
in the shortest possible time.

� When developing disaster recovery plans, consider smaller events as potential
disasters in addition to complete site failure. “Small” disasters such as the acci-
dental deletion of a production table can have just as much impact as big ones.

� Simulate and practice recovering from disasters on a regular basis to ensure
that documentation is up to date and that all appropriate support staff are com-
fortable with, and trained in, the recovery process. Consider implementing ran-
dom “fire drills” to more accurately simulate disaster.

� To minimize the performance impact, schedule full backups for periods of low-
usage times.

� Ensure system databases (with the exception of tempdb) are backed up on a
regular basis, and immediately after the installation of any service packs, hot-
fixes, or cumulative updates. System databases store important instance-level
data such as login information, maintenance plans, SQL Agent job definitions,
and execution history. Restoring a master database backup that was taken when
an earlier service pack version was installed is not an experience I recommend!

� Use COPY_ONLY backups to avoid breaking backup chains when additional back-
ups are required.

� Backing up the tail of a transaction log using the WITH NO_TRUNCATE option
should be limited to situations in which the database is damaged and inaccessi-
ble; otherwise, the COPY_ONLY option should be used in its place.

� After first creating a database or changing the recovery model, take a full
backup to initialize the log chain.
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� To provide point-in-time restore capabilities and manage transaction log
growth, production databases should be in the full recovery mode with regular
transaction log backups.

� Development and test databases that don’t require point-in-time restoration
capabilities should be placed in the simple recovery mode to limit administra-
tion overhead and disk space usage.

� Use the Bulk_Logged model on a temporary basis only during bulk-load opera-
tions. Take transaction log backups immediately before and after using the bulk
logged model for maximum point-in-time protection. 

� Consider the disk then tape backup technique whereby backups are written to
disk before being archived to tape and removed from disk after a number of
days. As well as enabling two copies of recent backups for resilience against
media failure, the local disk copies provide fast restoration if needed, and you
maintain offsite tape copies for long-term archival purposes.

� Assuming the CPU overhead is measured and within the available headroom,
consider backup checksums (along with page checksums) as a means of
enabling constant and ongoing I/O verification.

� Consider the MIRROR TO DISK option when performing disk backups to create
an off-server disk backup for tape archive. With this approach, you avoid the
need for tape backup software and drivers on the SQL Server, and you create an
additional disk backup with independent retention periods.

� If using the MIRROR TO DISK option to back up to a secondary backup file over
the network, consider a private LAN connection to the backup server to maxi-
mize network performance and minimize the effect on the public LAN.

� Streaming a backup to multiple backup files can produce a significant perfor-
mance increase compared to single file backups, particularly for very large
databases.

� For small databases, full nightly backups with regular transaction log backups
through the day are ideal. For larger databases, consider a weekly full, daily dif-
ferential, and hourly transaction log model. For very large databases running
on the Enterprise edition of SQL Server, consider a filegroup backup/restore
design centered around online piecemeal restores.

� Keep in mind the diminishing returns of differential backups. The frequency of
the full backup needs to be assessed on the basis of the rate of database change.

� Restore backups on purpose-built backup verification servers or as part of an
infrastructure solution, such as a reporting server with automated restores. Log
shipping (covered in the next chapter) is an excellent way of verifying transac-
tion log backup validity as well as providing a mechanism to enable reporting
databases to be refreshed with current data.

� An alternate means of verification is the RESTORE WITH VERIFYONLY operation,
which will read the contents of the backup file to ensure its validity without
actually restoring it. In the absence of an automated restore process, this is a
good method for verifying that backups are valid.
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� Consider the use of backup devices (not covered in this book) for more flexibil-
ity when scripting backup jobs. Rather than creating script jobs containing
hard-coded directory paths and filenames, using backup devices enables porta-
bility of backup scripts; each environment’s backup devices can be configured
for the appropriate drive letters, directory paths, and filenames.

� If using database snapshots for reporting purposes, ensure they’re consistently
named to assist with programmatically redirecting access to new snapshots, and
make sure old snapshots are removed to reduce disk space requirements and
the performance overhead of copy-on-write.

� If using the Enterprise edition of SQL Server, consider backup compression as a
means of reducing backup disk cost. Alternatively, consider keeping more back-
ups on disk for longer periods (or use both strategies).

� Compressing backups of databases that use Transparent Data Encryption isn’t
recommended because the compression rate is likely to be low while still incur-
ring CPU overhead.

Additional information on the best practices covered in this chapter can be found
online at http://www.sqlCrunch.com/backup.

 As we’ve covered in this chapter, transaction logs form a fundamental part of a
backup and recovery plan. In the next chapter, we’ll take a look at log shipping, an
excellent mechanism for ongoing verification of the validity of the transaction log
backups.
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