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Layouts

D3 contains a variety of functions, referred to as layouts, that help you format your
data so that it can be presented using a popular charting method. In this chapter
we’ll look at several different layouts so that you can understand general layout
functionality, learn how to deal with D3’s layout structure, and deploy one of these
layouts (some of which are shown in figure 5.1) with your data.

 In each case, as you’ll see with the following examples, when a dataset is associ-
ated with a layout, each of the objects in the dataset has attributes that allow for
drawing the data. Layouts don’t draw the data, nor are they called like components
or referred to in the drawing code like generators. Rather, they’re a preprocessing
step that formats your data so that it’s ready to be displayed in the form you’ve cho-
sen. You can update a layout, and then if you rebind that altered data to your
graphical objects, you can use the D3 enter/update/exit syntax you encountered in
chapter 2 to update your layout. Paired with animated transitions, this can provide
you with the framework for an interactive, dynamic chart.

This chapter covers
■ Histogram and pie chart layouts
■ Simple tweening
■ Tree, circle pack, and stack layouts
■ Sankey diagrams and word clouds
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This chapter gives an overview of layout structure by implementing popular layouts
such as the histogram, pie chart, tree, and circle packing. Other layouts such as the
chord layout and more exotic ones follow the same principles and should be easy to
understand after looking at these. We’ll get started with a kind of chart you’ve already
worked with, the bar chart or histogram, which has its own layout that helps abstract
the process of building this kind of chart.

5.1 Histograms
Before we get into charts that you’ll need layouts for, let’s take a look at a chart that we
easily made without a layout. In chapter 2 we made a bar chart based on our Twitter
data by using d3.nest(). But D3 has a layout, d3.layout.histogram(), that bins val-
ues automatically and provides us with the necessary settings to draw a bar chart based
on a scale that we’ve defined. Many people who get started with D3 think it’s a chart-
ing library, and that they’ll find a function like d3.layout.histogram that creates a
bar chart in a <div> when it’s run. But D3 layouts don’t result in charts; they result in
the settings necessary for charts. You have to put in a bit of extra work for charts, but

Figure 5.1 Multiple layouts are demonstrated in this chapter, including the circle pack (section 5.3), 
tree (section 5.4), stack (section 5.5), and Sankey (section 5.6.1), as well as tweening to properly 
animate shapes like the arcs in pie charts (section 5.2.3).



141Histograms

you have enormous flexibility (as you’ll see in this and later chapters) that allows you
to make diagrams and charts that you can’t find in other libraries.

 Listing 5.1 shows the code to create a histogram layout and associate it with a particu-
lar scale. I’ve also included an example of how you can use interactivity to adjust the orig-
inal layout and rebind the data to your shapes. This changes the histogram from showing
the number of tweets that were favorited to the number of tweets that were retweeted.

d3.json("tweets.json", function(error, data) { histogram(data.tweets) });

function histogram(tweetsData) {

   var xScale = d3.scale.linear().domain([ 0, 5 ]).range([ 0, 500 ]);
   var yScale = d3.scale.linear().domain([ 0, 10 ]).range([ 400, 0 ]);

   var xAxis = d3.svg.axis().scale(xScale).ticks(5).orient("bottom");

   var histoChart = d3.layout.histogram();

   histoChart.bins([ 0, 1, 2, 3, 4, 5 ]).value(function(d) {
          return d.favorites.length; 
     });

     histoData = histoChart(tweetsData); 

     d3.select("svg").selectAll("rect").data(histoData).enter()
               .append("rect").attr("x", function(d) {
                      return xScale(d.x);
               }).attr("y", function(d) {
                      return yScale(d.y);
               }).attr("width", xScale(histoData[0].dx) - 2)
               .attr("height", function(d) {
                      return 400 - yScale(d.y); 
               }).on("click", retweets);

     d3.select("svg").append("g").attr("class", "x axis")
               .attr("transform", "translate(0,400)").call(xAxis);

     d3.select("g.axis").selectAll("text").attr("dx", 50); 

     function retweets() {
          histoChart.value(function(d) {
               return d.retweets.length; 
          });

          histoData = histoChart(tweetsData);

          d3.selectAll("rect").data(histoData) 
               .transition().duration(500).attr("x", function(d) {
                    return xScale(d.x)
               }).attr("y", function(d) {
                    return yScale(d.y)
               }).attr("height", function(d) {
                    return 400 - yScale(d.y);
               });
     };

};

Listing 5.1 Histogram code

Creates a
new layout

function

Determines 
the values the 
histogram 
bins forThe value the layout 

is binning for from 
the datapointFormats

the data

Formatted 
data is used to 
draw the bars

Centers the 
axis labels 
under the bars

Changes the value 
being measured

Binds and redraws 
the new data



142 CHAPTER 5 Layouts

You’re not expected to follow the process of using the histogram to create the results
in figure 5.2. You’ll get into that as you look at more layouts throughout this chapter.
Notice a few general principles: first, a layout formats the data for display, as I pointed
out in the beginning of chapter 4. Second, you still need the same scales and compo-
nents that you needed when you created a bar chart from raw data without the help of
a layout. Third, the histogram is useful because it automatically bins data, whether it’s
whole numbers like this or it falls in a range of values in a scale. Finally, if you want to
dynamically change a chart using a different dimension of your data, you don’t need
to remove the original. You just need to reformat your data using the layout and
rebind it to the original elements, preferably with a transition. You’ll see this in more
detail in your next example, which uses another type of chart: pie charts.

5.2 Pie charts
One of the most straightforward layouts available in D3 is the pie layout, which is used
to make pie charts like those shown in figure 5.3. Like all layouts, a pie layout can be
created, assigned to a variable, and used as both an object and a function. In this sec-
tion you’ll learn how to create a pie chart and transform it into a ring chart. You’ll also
learn how to use tweening to properly transition it when you change its data source.
After you create it, you can pass it an array of values (which I’ll refer to as a dataset),
and it will compute the necessary starting and ending angles for each of those values
to draw a pie chart. When we pass an array of numbers as our dataset to a pie layout in
the console as in the following code, it doesn’t produce any kind of graphics but
rather results in the response shown in figure 5.4:

var pieChart = d3.layout.pie();
var yourPie = pieChart([1,1,2]);

Figure 5.2 The histogram in its initial state (left) and after we change the measure from favorites to 
retweets (right) by clicking on one of the bars.  
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Our pieChart function created a new array of three objects. The startAngle and
endAngle for each of the data values draw a pie chart with one piece from 0 degrees to
pi, the next from pi to 1.5 pi, and the last from 1.5 pi to 2 pi. But this isn’t a drawing,
or SVG code like the line and area generators produced. 

Figure 5.3 The traditional pie chart (bottom 
right) represents proportion as an angled slice 
of a circle. With slight modification, it can be 
turned into a donut or ring chart (top) or an 
exploded pie chart (bottom left).

Original dataset

A layout takes one (and sometimes more)

datasets. In this case, the dataset is an array

of numbers [1,1,2]. It transforms that dataset

for the purpose of drawing it.

Transformed dataset

The layout returns a dataset that has

a reference to the original data but also

includes new attributes that are meant to be

passed to graphical elements or generators.

In this case, the pie layout creates an array

of objects with the endAngle and startAngle

values necessary for the arc generator to

create the pie pieces necessary

for a pie chart.

Figure 5.4 A pie layout applied to an array of [1,1,2] shows objects created with a start 
angle, end angle, and value attribute corresponding to the dataset, as well as the original 
data, which in this case is a number.
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5.2.1 Drawing the pie layout

These are settings that need to be passed to a generator to make each of the pieces of
our pie chart. This particular generator is d3.svg.arc, and it’s instantiated like the
generators we worked with in chapter 4. It has a few settings, but the only one we need
for this first example is the outerRadius() function, which allows us to set a dynamic
or fixed radius for our arcs:

var newArc = d3.svg.arc();
newArc.outerRadius(100); 
console.log(newArc(yourPie[0])); 

Now that you know how the arc constructor works and that it works with our data, all we
need to do is bind the data created by our pie layout and pass it to <path> elements to
draw our pie chart. The pie layout is centered on the 0,0 point in the same way as a circle.
If we want to draw it at the center of our canvas, we need to create a new <g> element to
hold the <path> elements we’ll draw and then move the <g> to the center of the canvas:

     d3.select("svg")
          .append("g") 
          .attr("transform","translate(250,250)")
          .selectAll("path")
          .data(yourPie) 
          .enter()
          .append("path")
          .attr("d", newArc) 
          .style("fill", "blue")
          .style("opacity", .5)
          .style("stroke", "black")
          .style("stroke-width", "2px");

Figure 5.5 shows our pie chart. The pie chart layout, like most layouts, grows more
complicated when you want to work with JSON object arrays rather than number

Gives our
arcs and
resulting

pie chart a
radius of

100 px

Returns the d attribute necessary to draw 
this arc as a <path> element: 
"M6.123031769111886e-15,100A100,100 
0 0,1 -100,1.2246063538223773e-14L0,0Z"

Figure 5.5 A pie chart showing three pie 
pieces that subdivide the circle between 
the values in the array [1,1,2].  

Appends a new <g> and 
moves it to the middle of the 
canvas so that it’ll be easier 
to see the results

Binds the array
that was created

using the pie
layout, not our

original array or
the pie layout itself

Each path drawn based on that 
array needs to pass through the 
newArc function, which sees the 
startAngle and endAngle attributes 
of the objects and produces the 
commensurate SVG drawing code.
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arrays. Let’s bring back our tweets.json from chapter 2. We can nest and measure it to
transform it from an array of tweets into an array of Twitter users with their number of
tweets computed:

     var nestedTweets = d3.nest()
          .key(function (el) {
            return el.user;
          })
          .entries(incData);

     nestedTweets.forEach(function (el) {
          el.numTweets = el.values.length;
          el.numFavorites = d3.sum(el.values, function (d) {
               return d.favorites.length;
          }); 
          el.numRetweets = d3.sum(el.values, function (d) {
               return d.retweets.length;
          }); 
     });

5.2.2 Creating a ring chart
If we try to run pieChart(nestedTweets) like with the earlier array illustrated in fig-
ure 5.4, it will fail, because it doesn’t know that the numbers we should be using to size
our pie pieces come from the .numTweets attribute. Most layouts, pie included, can
define where the values are in your array by defining an accessor function to get to
those values. In the case of nestedTweets, we define pieChart.value() to point at
the numTweets attribute of the dataset it’s being used on. While we’re at it, let’s set a
value for our arc generator’s innerRadius() so that we create a donut chart instead of
a pie chart. With those changes in place, we can use the same code as before to draw
the pie chart in figure 5.6:

pieChart.value(function(d) {
                  return d.numTweets;
              });
newArc.innerRadius(20)
yourPie = pieChart(nestedTweets);

Gives the total 
number of favorites 
by summing the 
favorites array length 
of all the tweets

Gives the total 
number of 
retweets by 
doing the same 
for the retweets 
array length

Figure 5.6 A donut chart showing the number 
of tweets from our four users represented in the 
nestedTweets dataset  
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5.2.3 Transitioning

You’ll notice that for each value in nestedTweets, we totaled the number of tweets,
and also used d3.sum() to total the number of retweets and favorites (if any). Because
we have this data, we can adjust our pie chart to show pie pieces based not on the
number of tweets but on those other values. One of the core uses of a layout in D3 is to
update the graphical chart. All we need to do is make changes to the data or layout
and then rebind the data to the existing graphical elements. By using a transition, we
can see the pie chart change from one form to the other. Running the following code
first transforms the pie chart to represent the number of favorites instead of the num-
ber of tweets. The next block causes the pie chart to represent the number of retweets.
The final forms of the pie chart after running that code are shown in figure 5.7.

pieChart.value(function(d) {
          return d.numFavorites
});
d3.selectAll("path").data(pieChart(nestedTweets))
         .transition().duration(1000).attr("d", newArc);

pieChart.value(function(d) {return d.numRetweets});
d3.selectAll("path").data(pieChart(nestedTweets))
           .transition().duration(1000).attr("d", newArc);

Although the results are what we want, the transition can leave a lot to be desired. Fig-
ure 5.8 shows snapshots of the pie chart transitioning from representing the number
of tweets to representing the number of favorites. As you’ll see by running the code

Figure 5.7 The pie charts 
representing, on the left, the 
total number of favorites and, 
on the right, the total number 
of retweets

Figure 5.8 Snapshots of the transition of the pie chart representing the number of tweets to the 
number of favorites. This transition highlights the need to assign key values for data binding and to 
use tweens for some types of graphical transition, such as that used for arcs.
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and comparing these snapshots, the pie chart doesn’t smoothly transition from one
state to another but instead distorts quite significantly.

 The reason you see this wonky transition is because, as you learned earlier, the
default data-binding key is array position. When the pie layout measures data, it also
sorts it in order from largest to smallest, to create a more readable chart. But when you
recall the layout, it re-sorts the dataset. The data objects are bound to different pieces in
the pie chart, and when you transition between them graphically, you see the effect
shown in figure 5.8. To prevent this from happening, we need to disable this sort:

pieChart.sort(null);

The result is a smooth graphical transition between numTweets and numRetweets,
because the object position in the array remains unchanged, and so the transition in
the drawn shapes is straightforward. But if you look closely, you’ll notice that the circle
deforms a bit because the default transition() behavior doesn’t deal with arcs well.
It’s not transitioning the degrees in our arcs; instead, it’s treating each arc as a geo-
metric shape and transitioning from one to another.

 This becomes obvious when you look at the transition from either of those versions
of our pie chart to one that shows numFavorites, because some of the objects in our
dataset have 0 values for that attribute, and one of them changes size dramatically. To
clean this all up and make our pie chart transition properly, we need to change the
code. Some of this you’ve already dealt with, like using key values for your created ele-
ments and using them in conjunction with exit and update behavior. But to make our
pie pieces transition in a smooth graphical manner, we need to extend our transitions
to include a custom tween to define how an arc can grow or shrink graphically into a
different arc.

pieChart.value(function(d) {
                  return d.numRetweets;
              }); 

d3.selectAll("path").data(pieChart(nestedTweets.filter(function(d) {
                               return d.numRetweets > 0; 
                         })), 
                         function (d) {
                              return d.data.key;
                         } 
)
.exit() 
.remove();

d3.selectAll("path").data(pieChart(nestedTweets.filter(function(d) {
        return d.numRetweets > 0;
})), 
function (d) {
         return d.data.key}
)

Listing 5.2 Updated binding and transitioning for pie layout

Updates the function that 
defines the value for which 
we’re drawing arcs

Binds only the 
objects that have 
values, instead of 
the entire array

User id
becomes our

key value; this
same key

value needs
to be used

in the initial
enter()

behavior

Removes the 
elements that have no 
corresponding data
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.transition()

.duration(1000)

.attrTween("d", arcTween); 

    function arcTween(a) {
       var i = d3.interpolate(this._current, a);
       this._current = i(0);
     return function(t) {
     return newArc(i(t)); 
     };
   }

The result of the code in listing 5.2 is a pie chart that cleanly transitions the individual
arcs or removes them when no data corresponds to the pie pieces. You’ll see more of
attrTween and styleTween, as well as a deeper investigation of easing and other tran-
sition properties, in later chapters.

 We could label each pie piece <path> element, color it according to a measure-
ment or category, or add interactivity. But rather than spend a chapter creating the
greatest pie chart application you’ve ever seen, we’ll move on to another kind of lay-
out that’s often used: the circle pack.

5.3 Pack layouts
Hierarchical data is amenable to an entire family of layouts. One of the most popular
is circle packing, shown in figure 5.9. Each object is placed graphically inside the

Calls a tween on 
the d attribute

Uses the arc generator to tween 
the arc by calculating the shape 
of the arc explicitly

Figure 5.9 Pack layouts are useful for representing nested data. 
They can be flattened (top), or they can visually represent hierarchy 
(bottom). (Examples from Bostock, https://github.com/mbostock/
d3/wiki/Pack-Layout.)
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hierarchical parent of that object. You can see the hierarchical relationship. As with
all layouts, the pack layout expects a default representation of data that may not align
with the data you’re working with. Specifically, pack expects a JSON object array where
the child elements in a hierarchy are stored in a children attribute that points to an
array. In examples of layout implementations on the web, the data is typically formatted
to match the expected data format. In our case, we would format our tweets like this:

{id: "All Tweets", children: [
{id: "Al’s Tweets", children: [{id: "tweet1"}, {id: "tweet2"}]},
{id: "Roy’s Tweets", children: [{id: "tweet1"}, {id: "tweet2"}]}
...

But it’s better to get accustomed to adjusting the accessor functions of the layout to
match our data. This doesn’t mean we don’t have to do any data formatting. We still
need to create a root node for circle packing to work (what’s referred to as “All
Tweets” in the previous code). But we’ll adjust the accessor function .children() to
match the structure of the data as it’s represented in nestedTweets, which stores the
child elements in the values attribute. In the following listing, we also override the
.value() setting that determines the size of circles and set it to a fixed value, as shown
in figure 5.10.

var nestedTweets = d3.nest().key(function (el) {
        return el.user;
     }).entries(incData);

var packableTweets = {id: "All Tweets", values: nestedTweets}; 

Listing 5.3 Circle packing of nested tweets data

A

B

C

Figure 5.10 Each tweet is 
represented by a green circle (A) 
nested inside an orange circle (B) 
that represents the user who made 
the tweet. The users are all nested 
inside a blue circle (C) that 
represents our “root” node.  

Puts the array that d3.nest
creates inside a "root" object that

acts as the top-level parent
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var depthScale = d3.scale.category10([0,1,2]); 

var packChart = d3.layout.pack();
packChart.size([500,500]) 
     .children(function(d) {
                 return d.values;
     }) 
     .value(function(d) {
                return 1;
     }); 

d3.select("svg")
        .selectAll("circle")
        .data(packChart(packableTweets)) 
        .enter()
        .append("circle")
        .attr("r", function(d) {return d.r;}) 
        .attr("cx", function(d) {return d.x;})
        .attr("cy", function(d) {return d.y;}) 
        .style("fill", function(d) {return depthScale(d.depth);}) 
        .style("stroke", "black")
        .style("stroke", "2px");

Notice that when the pack layout has a single child (as in the case of Sam, who only
made one tweet), the size of the child node is the same as the size of the parent. This
can visually seem like Sam is at the same hierarchical level as the other Twitter users
who made more tweets. To correct this, we can modify the radius of the circle. That
accounts for its depth in the hierarchy, which can act as a margin of sorts:

.attr("r", function(d) {return d.r - (d.depth * 10)})

Creates a color scale to 
color each depth of the 
circle pack differently

Sets the size of the 
circle-packing chart to 
the size of our canvas

Sets the pack accessor function for child 
elements to look for "values", which 
matches the data created by d3.nest

Creates a
function

that returns
1 when

determining
the size of
leaf nodes

Binds the results of 
packChart transforming 
packableTweets

Radius and xy
coordinates are all

computed by the
pack layout

Gives each node a depth attribute that we
can use to color them distinctly by depth

Figure 5.11 An example of a fixed 
margin based on hierarchical depth. 
We can create this by reducing the 
circle size of each node based on its 
computed “depth” value.



151Pack layouts

If you want to implement margins like those shown in figure 5.11 in the real world, you
should use something more sophisticated than just the depth times 10. That scales
poorly with a hierarchical dataset with many levels or with a crowded circle-packing lay-
out. If there were one or two more levels in this hierarchy, our fixed margin would result
in negative radius values for the circles, so we should use a d3.scale.linear() or other
method to set the margin. You can also use the pack layout’s built-in .padding() func-
tion to adjust the spacing between circles at the same hierarchical level.

 I glossed over the .value() setting on the pack layout earlier. If you have some
numerical measurement for your leaf nodes, then you can use that measurement to
set their size using .value() and therefore influence the size of their parent nodes. In
our case, we can base the size of our leaf nodes (tweets) on the number of favorites
and retweets each has received (the same value we used in chapter 4 as our “impact
factor”). The results in figure 5.12 reflect this new setting.

.value(function(d) {return d.retweets.length + d.favorites.length + 1})

Layouts, like generators and components, are amenable to method chaining. You’ll
see examples where the settings and data are all strung together in long chains. As
with the pie chart, you could assign interactivity to the nodes or adjust the colors, but
this chapter focuses on the general structure of layouts. Notice that circle packing is
quite similar to another hierarchical layout known as treemaps. Treemaps pack space
more effectively because they’re built out of rectangles, but they can be harder to
read. The next layout is another hierarchical layout, known as a dendrogram, that more
explicitly draws the hierarchical connections in your data.

Figure 5.12 A circle-packing layout 
with the size of the leaf nodes set to 
the impact factor of those nodes  

Adds 1 so that tweets with no retweets or favorites
still have a value greater than zero and are displayed
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5.4 Trees 
Another way to show hierarchical data is to lay it out like a family tree, with the parent
nodes connected to the child nodes in a dendrogram (figure 5.13).

 The prefix dendro means “tree,” and in D3 the layout is d3.layout.tree. It follows
much the same setup as the pack layout, except that to draw the lines connecting the

Figure 5.13 Tree layouts are another useful method for expressing hierarchical relationships 
and are often laid out vertically (top), horizontally (middle), or radially (bottom). (Examples 
from Bostock.)
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nodes, we need a new generator, d3.svg.diagonal, which draws a curved line from
one point to another.

     var treeChart = d3.layout.tree();
     treeChart.size([500,500])
          .children(function(d) {return d.values});

     var linkGenerator = d3.svg.diagonal(); 

     d3.select("svg")
        .append("g") 
        .attr("id", "treeG")
        .selectAll("g") 
        .data(treeChart(packableTweets)) 
        .enter()
        .append("g")
        .attr("class", "node")
        .attr("transform", function(d) {
                return "translate(" +d.x+","+d.y+")"  
        }); 

     d3.selectAll("g.node")
        .append("circle") 
        .attr("r", 10)
        .style("fill", function(d) {return depthScale(d.depth)})  
        .style("stroke", "white")
        .style("stroke-width", "2px");

     d3.selectAll("g.node")
        .append("text")
        .text(function(d) {return d.id || d.key || d.content}) 

     d3.select("#treeG").selectAll("path")
       .data(treeChart.links(treeChart(packableTweets))) 
       .enter().insert("path","g")
       .attr("d", linkGenerator) 
       .style("fill", "none")
       .style("stroke", "black")
       .style("stroke-width", "2px");

Our dendrogram in figure 5.14 is a bit hard to read. To turn it on its side, we need to
adjust the positioning of the <g> elements by flipping the x and y coordinates, which
orients the nodes horizontally. We also need to adjust the .projection() of the diag-
onal generator, which orients the lines horizontally:

     linkGenerator.projection(function (d) {return [d.y, d.x]})
...

     .append("g")
...
     .attr("transform", function(d) {return "translate(" +d.y+","+d.x+")"});

Listing 5.4 Callback function to draw a dendrogram

Creates a diagonal 
generator with the 
default settings

Creates a parent <g#treeG> 
to put all these elements in

This time we’ll 
create <g> 
elements so we 
can label them.

Uses 
packableTweets 
and depthScale 
from the 
previous 
example

Like the pack
layout, the tree

layout computes
the XY coordinates

of each node.

A little circle
representing

each node that
we color with

the same scale
we used for the

circle pack

A text label 
for each 
node, with 
the text 
being either 
the id, key, 
or content 
attribute, 
whichever 
the node has

The .links
function of the
layout creates

an array of links
between each
node that we

can use to draw
these links.

Just like all the 
other generators
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The result, shown in figure 5.15, is more legible because the text isn’t overlapping on
the bottom of the canvas. But critical aspects of the chart are still drawn off the canvas.
We only see half of the root node and the leaf nodes (the blue and green circles) and
can’t read any of the labels of the leaf nodes, which represent our tweets.  

Figure 5.14 A dendrogram laid 
out vertically using data from 
tweets.json. The level 0 “root” 
node (which we created to 
contain the users) is in blue, the 
level 1 nodes (which represent 
users) are in orange, and the 
level 2 “leaf” nodes (which 
represent tweets) are in green.

Figure 5.15 The same 
dendrogram as figure 5.14 
but laid out horizontally.  
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We could try to create margins along the height and width of the layout as we did ear-
lier. Or we could provide information about each node as a information box that opens
when we click it, as with the soccer data. But a better option is to give the user the ability
to drag the canvas up and down and left and right to see more of the visualization.

 To do this, we use the D3 zoom behavior, d3.behavior.zoom, which creates a set of
event listeners. A behavior is like a component, but instead of creating graphical
objects, it creates events (in this case for drag, mousewheel, and double-click) and ties
those events to the element that calls the behavior. With each of these events, a zoom
object changes its .translate() and/or .scale() values to correspond to the tradi-
tional dragging and zooming interaction. You’ll use these changed values to adjust the
position of graphical elements in response to user interaction. Like a component, the
zoom behavior needs to be called by the element to which you want these events
attached. Typically, you call the zoom from the base <svg> element, because then it
fires whenever you click anything in your graphical area. When creating the zoom
component, you need to define what functions are called on zoomstart, zoom, and zoom-
end, which correspond (as you might imagine) to the beginning of a zoom event, the
event itself, and the end of the event, respectively. Because zoom fires continuously as
a user drags the mouse, you may want resource-intensive functions only at the begin-
ning or end of the zoom event. You’ll see more complicated zoom strategies, as well as
the use of scale, in chapter 7 when we look at geospatial mapping, which uses zoom-
ing extensively.

 As with other components, to start a zoom component you create a new instance
and set any attributes of it you may need. In our case, we only want the default zoom
component, with the zoom event triggering a new function, zoomed(). This function
changes the position of the <g> element that holds our chart and allows the user to
drag it around:

     treeZoom = d3.behavior.zoom(); 
     treeZoom.on("zoom", zoomed); 
     d3.select("svg").call(treeZoom); 

     function zoomed() { 
       var zoomTranslate = treeZoom.translate();
       d3.select("g.treeG").attr("transform",
            "translate("+zoomTranslate[0]+","+zoomTranslate[1]+")")
     };

Now we can drag and pan our entire chart left and right and up and down. In figure 5.16,
we can finally read the text of the tweets by dragging the chart to the left. The ability
to zoom and pan gives you powerful interactivity to enhance your charts. It may seem
odd that you learned how to use something called zoom and haven’t even dealt with

Creates a new 
zoom component

Keys the
"zoom"

event to the
zoomed()
function

Calls our zoom 
component with 
the SVG canvas

Transform attribute changes 
to reflect the zoom behavior

Updating the <g> to set it to the
same translate setting of the zoom
component updates the position of
the <g> and all its child elements.
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zooming in and out, but panning tends to be more universally useful with charts like
these, while changing scale becomes a necessity when dealing with maps. 

 We have other choices besides drawing our tree from top to bottom and left to
right. If we tie the position of each node to an angle, and use a diagonal generator
subclass created for radial layouts, we can draw our tree diagrams in a radial pattern:

     var linkGenerator = d3.svg.diagonal.radial()
     .projection(function(d) { return [d.y, d.x / 180 * Math.PI]; });

To make this work well, we need to reduce the size of our chart, because the radial
drawing of a tree layout in D3 uses the size to determine the maximum radius, and is
drawn out from the 0,0 point of its container like a <circle> element:

     treeChart.size([200,200])

With these changes in place, we need only change the positioning of the nodes to take
rotation into account:

.attr("transform", function(d) { return "rotate(" + (d.x - 90) + 
")translate(" + d.y + ")"; })

Figure 5.17 shows the results of these changes.
 The dendrogram is a generic way of displaying information. It can be repurposed

for menus or information you may not think of as traditionally hierarchical. One
example (figure 5.18) is from the work of Jason Davies, who used the dendrogram
functionality in D3 to create word trees.

Figure 5.16 The dendrogram, 
when dragged to the left, shows 
the labels for the tweets.  
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Figure 5.17 The same 
dendrogram laid out in a radial 
manner. Notice that the <g> 
elements are rotated, so their 
child <text> elements are 
rotated in the same manner.

Figure 5.18 Example of using a dendrogram in a word tree by Jason Davies 
(http://www.jasondavies.com/wordtree/).
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Hierarchical layouts are common and well understood by readers. This gives you the
option to emphasize the nested container nature of a hierarchy, as we did with the circle
pack layout, or the links between parent and child elements, as with the dendrogram.

5.5 Stack layout
You saw the effects of the stack layout in the last chapter when we created a stream-
graph, an example of which is shown in figure 5.19. We began with a simple stacking
function and then made it more complex. As I pointed out then, D3 actually imple-
ments a stack layout, which formats your data so that it can be easily passed to
d3.svg.area to draw a stacked graph or streamgraph.

To implement this, we’ll use the area generator in tandem with the stack layout in list-
ing 5.5. This general pattern should be familiar to you by now: 

1 Process the data to match the requirements of the layout.
2 Set the accessor functions of the layout to align it with the dataset.
3 Use the layout to format the data for display.
4 Send the modified data either directly to SVG elements or paired with a genera-

tor like d3.svg.diagonal, d3.svg.arc, or d3.svg.area.

The first step is to take our original streamdata.csv data and transform it into an array
of movies objects that each have an array of values at points that correspond to the
thickness of the section of the streamgraph that they represent.

d3.csv("movies.csv", function(error,data) {dataViz(data)});

  function dataViz(incData) {
    expData = incData;
    stackData = [];

Listing 5.5 Stack layout example

Figure 5.19 The streamgraph used in a New York Times piece on movie grosses (figure from The New 
York Times, February 23, 2008; http://mng.bz/rV7M)
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    var xScale = d3.scale.linear().domain([0, 10]).range([0, 500]);

    var yScale = d3.scale.linear().domain([0, 100]).range([500, 0]);

    var movieColors = d3.scale
      .category10(["movie1","movie2","movie3","movie4","movie5","movie6"]);

    var stackArea = d3.svg.area()
        .interpolate("basis")
        .x(function(d) { return xScale(d.x); })
        .y0(function(d) { return yScale(d.y0); })
        .y1(function(d) { return yScale(d.y0 + d.y); });

    for (x in incData[0]) {
      if (x != "day") { 
        var newMovieObject = {name: x, values: []}; 
        for (y in incData) {
          newMovieObject.values.push({
                x: parseInt(incData[y]["day"]) ,
                y: parseInt(incData[y][x]) 
          }); 
        };
        stackData.push(newMovieObject);
      };
    };

    stackLayout = d3.layout.stack()
       .offset("silhouette")
       .order("inside-out")
       .values(function(d) { return d.values; });

    d3.select("svg").selectAll("path")
       .data(stackLayout(stackData))
       .enter().append("path")
       .style("fill", function(d) {return movieColors(d.name);})
       .attr("d", function(d) { return stackArea(d.values); });
  };

After the initial dataset is reformatted, the data in the object array is structured so that
the stack layout can deal with it:

[
{"name":"movie1","values":[{"x":1,"y":20},{"x":2,"y":18},{"x":3,"y":14},{"x":

4,"y":7},{"x":5,"y":4},{"x":6,"y":3},{"x":7,"y":2},{"x":8,"y":0},{"x":9,
"y":0},{"x":10,"y":0}]},

{"name":"movie2","values":[{"x":1,"y":8},{"x":2,"y":5},{"x":3,"y":3},{"x":4,"
y":3},{"x":5,"y":3},{"x":6,"y":1},{"x":7,"y":0},{"x":8,"y":0},{"x":9,"y"
:0},{"x":10,"y":0}]}

...

The x value is the day, and the y value is the amount of money made by the movie that
day, which corresponds to thickness. As with other layouts, if we didn’t format our
data this way, we’d need to adjust the .x() and .y() accessors to match our data
names for those values. One of the benefits of formatting our data to match the
expected data model of the layout is that the layout function is very simple:

   stackLayout = d3.layout.stack()
   .values(function(d) { return d.values; }); 

We want to skip the 
day column, because, 
in this case, the day 
becomes our x value.

For each movie, we 
create an object with 
an empty array 
named "values".

Fill the "values" array with 
objects that list the x 
coordinate as the day and 
the y coordinate as the 
amount of money made by 
a movie on that day.

Function chains on the newly 
created stack() layout function
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After our stackLayout function processes our dataset, we can get the results by run-
ning stackLayout(stackData). The layout creates x, y, and y0 functions correspond-
ing to the top and bottom of the object at the x position. If we use the stack layout to
create a streamgraph, then it requires a corresponding area generator:

   var stackArea = d3.svg.area()
   .x(function(d) { return xScale(d.x); }) 
   .y0(function(d) { return yScale(d.y0); })
   .y1(function(d) { return yScale(d.y0 + d.y); });

After we have our data, layout, and area generator in order, we can call them all as
part of the selection and binding process. This gives a set of SVG <path> elements the
necessary shapes to make our chart:

   d3.select("svg").selectAll("path")
      .data(stackLayout(stackData)) 
      .enter()
      .append("path")
      .style("fill", function(d) {return movieColors(d.name);}) 
      .attr("d", function(d) { return stackArea(d.values); }); 

The result, as shown in figure 5.20, isn’t a streamgraph but rather a stacked area chart,
which isn’t that different from a streamgraph, as you’ll soon find out.

 The stack layout has an .offset() function that determines the relative positions
of the areas that make up the chart. Although we can write our own offset functions to
create exotic charts, this function recognizes a few keywords that achieve the typical
effects we’re looking for. We’ll use the silhouette keyword, which centers the drawing

Usually at some point you 
need to pass the data to a scale 
function to fit it to the screen.

The data being bound is 
stackData processed by 
stackLayout().

A color scale 
that associates 
a unique color 
with each object 
in the array

The area generator takes the values
from our data processed by the

layout to get the SVG drawing code.

Figure 5.20 The stack layout 
default settings, when tied to an 
area generator, produce a stacked 
area chart like this one.
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of the stacked areas around the middle. Another function useful for creating stream-
graphs is the .order() function of a stack layout, which determines the order in
which areas are drawn, so that you can alternate them like in a streamgraph. We’ll use
inside-out because that produces the best streamgraph effect. The last change is to
the area constructor, which we’ll update to use the basis interpolator because that
gave the best look in our earlier streamgraph example:

stackLayout.offset("silhouette").order("inside-out");
stackArea.interpolator("basis");

This results in a cleaner streamgraph than our example from chapter 4, and is shown
in figure 5.21.

 The last time we made a streamgraph, we explored the question of whether it was a
useful chart. It is useful, for various reasons, not least of which is because the area in
the chart corresponds graphically to the aggregate profit of each movie. 

 But sometimes a simple stacked bar graph is better. Layouts can be used for various
types of charts, and the stack layout is no different. If we restore the .offset() and
.order() back to the default settings, we can use the stack layout to create a set of
rectangles that makes a traditional stacked bar chart:

   stackLayout = d3.layout.stack()
        .values(function(d) { return d.values; });

    var heightScale = d3.scale.linear()
        .domain([0, 70])
        .range([0, 480]);

    d3.select("svg").selectAll("g.bar")
        .data(stackLayout(stackData))
        .enter()
        .append("g")

Figure 5.21 The streamgraph effect from 
a stack layout with basis interpolation for 
the areas and using the silhouette and 
inside-out settings for the stack 
layout. This is similar to our hand-built 
example from chapter 4 and shows the 
same graphical artifacts from the basis 
interpolation.  
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        .attr("class", "bar")
        .each(function(d) {

            d3.select(this).selectAll("rect")
               .data(d.values)
               .enter()
               .append("rect")
               .attr("x", function(p) { return xScale(p.x) - 15; })
               .attr("y", function(p) { return yScale(p.y + p.y0); })
               .attr("height", function(p) { return heightScale(p.y); })
               .attr("width", 30)
               .style("fill", movieColors(d.name));
    });

In many ways, the stacked bar chart in figure 5.22 is much more readable than the
streamgraph. It presents the same information, but the y-axis tells us exactly how
much money a movie made. There’s a reason why bar charts, line charts, and pie
charts are the standard chart types found in your spreadsheet. Streamgraph, stacked
bar charts, and stacked area charts are fundamentally the same thing, and rely on the
stack layout to format your dataset to draw it. Because you can deploy them equally
easily, your decision whether to use one or the other can be based on user testing
rather than your ability to create awesome dataviz.

 The layouts we’ve looked at so far, as well as the associated methods and generators,
have broad applicability. Now we’ll look at a pair of layouts that don’t come with D3 that
are designed for more specific kinds of data: the Sankey diagram and the word cloud.
Even though these layouts aren’t as generic as the layouts included in the core D3 library
that we’ve looked at, they have some prominent examples and can come in handy.

Figure 5.22 A stacked bar chart 
using the stack layout to determine 
the position of the rectangles that 
make up each day’s stacked bar  
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5.6 Plugins to add new layouts
The examples we’ve touched on in this chapter are a few of the layouts that come with
the core D3 library. You’ll see a few more in later chapters, and we’ll focus specifically
on the force layout in chapter 6. But layouts outside of core D3 may also be useful to
you. These layouts tend to use specifically formatted datasets or different terminology
for layout functions.

5.6.1 Sankey diagram

The Sankey diagram provides you with the ability to map flow from one category to
another. It’s the kind of diagram used in Google Analytics (figure 5.23) to show
event flow or user flow from one part of your website to another. Sankey diagrams
consist of two types of objects: nodes and edges. In this case, the nodes are the web
pages or events, and the edges are the traffic between them. This differs from the
hierarchical data you worked with before, because nodes can have many overlap-
ping connections.

 The D3 version of the Sankey layout is a plugin written by Mike Bostock a couple
of years ago, and you can find it at https://github.com/d3/d3-plugins along with
other interesting D3 plugins. The Sankey layout has a couple of examples and sparse
documentation—one of the drawbacks of noncore layouts. Another minor draw-
back is that they don’t always follow the patterns of the core layouts in D3. To under-
stand the Sankey layout, you need to examine the format of the data, the examples,
and the code itself.

Figure 5.23 Google Analytics uses Sankey diagrams to chart event and user flow for website visitors.
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D3 PLUGINS The core d3.js library that
you download comes with quite a few lay-
outs and useful functions, but you can
find even more at https://github.com/
d3/d3-plugins. Besides the two noncore
layouts discussed in this chapter, we’ll
look at the geo plugins in chapter 7 when
we deal with maps. Also available is a fish-
eye distortion lens, a canned boxplot lay-
out, a layout for horizon charts, and more
exotic plugins for Chernoff faces and
implementing the superformula. 

The data is a JSON array of nodes and a second JSON array of links. Get used to this
format, because it’s the format of most of the network data we’ll use in chapter 6. For
our example, we’ll look at the traffic flow in a website that sells milk and milk-based
products. We want to see how visitors move through the site from the homepage to
the store page to the various product pages. In the parlance of the data format we
need to work with, the nodes are the web pages, the links are the visitors who go from
one page to another (if any), and the value of each link is the total number of visitors
who move from that page to the next.

{
  "nodes":[ 
    {"name":"index"},
    {"name":"about"},
    {"name":"contact"},
    {"name":"store"},
    {"name":"cheese"},
    {"name":"yoghurt"},
    {"name":"milk"}
  ],
  "links":[
    {"source":0,"target":1,"value":25}, 
    {"source":0,"target":2,"value":10},
    {"source":0,"target":3,"value":40},
    {"source":1,"target":2,"value":10},
    {"source":3,"target":4,"value":25},
    {"source":3,"target":5,"value":10},
    {"source":3,"target":6,"value":5},
    {"source":4,"target":6,"value":5},
    {"source":4,"target":5,"value":15}
  ]
}

The nodes array is clear—each object represents a web page. The links array is a bit
more opaque, until you realize the numbers represent the array position of nodes in
the node array. So when links[0] reads "source": 0, it means that the source is

Listing 5.6 sitestats.json

Each entry in this 
array represents 
a web page.

Each entry in this array 
represents the number of 
times someone navigated 
from the "source" page to 
the "target" page.
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nodes[0], which is the index page of the site. It connects to nodes[1], the about page,
and indicates that 25 people navigated from the home page to the about page. That
defines our flow—the flow of traffic through a site.

 The Sankey layout is initialized like any layout:

var sankey = d3.sankey()
   .nodeWidth(20) 
   .nodePadding(200)  
   .size([460, 460])
   .nodes(data.nodes)
   .links(data.links)
   .layout(200); 

Until now, you’ve only seen .size(). It controls the graphical extent that the layout
uses. The rest you’d need to figure out by looking at the example, experimenting with
different values, or reading the sankey.js code itself. Most of it will quickly make sense,
especially if you’re familiar with the .nodes() and .links() convention used in D3
network visualizations. The .layout() setting is pretty hard to understand without div-
ing into the code, but I’ll explain that next.

 After we define our Sankey layout as in listing 5.7, we need to draw the chart by
selecting and binding the necessary SVG elements. In this case, that typically consists
of <rect> elements for the nodes and <path> elements for the flows. We’ll also add
<text> elements to label the nodes.

   var intensityRamp = d3.scale.linear()
     .domain([0,d3.max(data.links, function(d) {
                       return d.value;
}) ])
.range(["black", "red"]);

 d3.select("svg").append("g")
    .attr("transform", "translate(20,20)").attr("id", "sankeyG"); 

 d3.select("#sankeyG").selectAll(".link")
     .data(data.links)
     .enter().append("path")
     .attr("class", "link")
     .attr("d", sankey.link()) 
     .style("stroke-width", function(d) { return d.dy; }) 
     .style("stroke-opacity", .5)
     .style("fill", "none")
     .style("stroke", function(d){ return intensityRamp(d.value); }) 
     .sort(function(a, b) { return b.dy - a.dy; })
     .on("mouseover", function() {
               d3.select(this).style("stroke-opacity", .8); 
     }) 
     .on("mouseout", function() {
     d3.selectAll("path.link").style("stroke-opacity", .5)
});

Listing 5.7 Sankey drawing code

Where to start and stop drawing 
the flows between nodes

The distance between 
nodes vertically; a lower 
value creates longer bars 
representing our web pages

The number of times to 
run the layout to optimize 
placement of flows

Offsets the
parent <g> of
the entire chart

Sankey
layout’s

.link()
function is

a path
generator

Note that layout 
expects us to use 
a thick stroke and 
not a filled area.

Sets the
stroke color

using our
intensity

ramp,
black to red

indicating
weak to

strong

Emphasizes the 
link when we 
mouse over it by 
making it less 
transparent
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 d3.select("#sankeyG").selectAll(".node")
     .data(data.nodes)
     .enter().append("g")
     .attr("class", "node")
     .attr("transform", function(d) { 
         return "translate(" + d.x + "," + d.y + ")"; 
     }); 

 d3.selectAll(".node").append("rect")
     .attr("height", function(d) { return d.dy; })
     .attr("width", 20)
     .style("fill", "pink")
     .style("stroke", "gray");

 d3.selectAll(".node").append("text")
     .attr("x", 0)
     .attr("y", function(d) { return d.dy / 2; })
     .attr("text-anchor", "middle")
     .text(function(d) { return d.name; });

The implementation of this layout has some interactivity, as shown in figure 5.24. Dia-
grams like these, with wavy paths overlapping other wavy paths, need interaction to make
them legible to your site visitor. In this case, it differentiates one flow from another.

 With a Sankey diagram like this at your disposal, you can track the flow of goods,
visitors, or anything else through your organization, website, or other system.
Although you could expand on this example in any number of ways, I think one of the
most useful is also one of the simplest. Remember, layouts aren’t tied to particular
shape elements. In some cases, like with the flows in the Sankey diagram, you’ll have a

Calculates node 
position as x and 
y coordinates on 
our data

Figure 5.24 A Sankey diagram 
where the number of visitors is 
represented in the color of the 
path. The flow between index 
and contact has an increased 
opacity as the result of a 
mouseover event.  
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hard time adapting the layout data to any element other than a <path>, but the nodes
don’t need to be <rect> elements. If we adjust our code, we can easily make nodes
that are circles:

  sankey.nodeWidth(1);

 d3.selectAll(".node").append("circle")
     .attr("height", function(d) { return d.dy; })
     .attr("r", function(d) { return d.dy / 2; })
     .attr("cy", function(d) { return d.dy / 2; })
     .style("fill", "pink")
     .style("stroke", "gray");

Don’t shy away from experimenting with tweaks to traditional charting methods.
Using circles instead of rectangles, like in figure 5.25, may seem frivolous, but it may
be a better fit visually, or it may distinguish your Sankey from all the boring sharp-
edged Sankeys out there. In the same vein, don’t be afraid of leveraging D3’s capac-
ity for information visualization to teach yourself how a layout works. You’ll remem-
ber that d3.layout.sankey has a layout() function, and you might discover the
operation of that function by reading the code. But there’s another way for you to
see how this function works: by using transitions and creating a function that
updates the .layout() property dynamically, you can see what this function does to
the chart graphically.

VISUALIZING ALGORITHMS Although you may think of data visualization as all
the graphics in this book, it’s also simultaneously a graphical representation

Figure 5.25 A squid-like 
Sankey diagram
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of the methods you used to process the data. In some cases, like the Sankey
diagram here or the force-directed network visualization you’ll see in the next
chapter, the algorithm used to sort and arrange the graphical elements is
front and center. After you have a layout that displays properly, you can play
with the settings and update the elements like you’ve done with the Sankey
diagram to better understand how the algorithm works visually.

First we need to add an onclick function to make the chart interactive, as shown in
listing 5.8. We’ll attach this function to the <svg> element itself, but you could just as
easily add a button like we did in chapter 3.

 The moreLayouts() function does two things. It updates the sankey.layout()
property by incrementing a variable and setting it to the new value of that variable. It
also selects the graphical elements that make up your chart (the <g> and <path> ele-
ments) and redraws them with the updated settings. By using transition() and
delay(), you’ll see the chart dynamically adjust.

var numLayouts = 1;
d3.select("svg").on("click", moreLayouts);
sankey.layout(numLayouts); 

function moreLayouts() {
   numLayouts += 20; 
   sankey.layout(numLayouts);

   d3.selectAll(".link")
   .transition()
   .duration(500)
   .attr("d", sankey.link()) 

   d3.selectAll(".node")
   .transition()
   .duration(500)
   .attr("transform", function(d) { 
           return "translate(" + d.x + "," + d.y + ")"; 
   });
}

Listing 5.8 Visual layout function for the Sankey diagram

Figure 5.26 The Sankey layout algorithm attempts to optimize the positioning of nodes to reduce 
overlap. The chart reflects the position of nodes after (from left to right) 1 pass, 20 passes, 40 passes, 
and 200 passes.

Initializes the sankey 
with only a single 
layout pass

We choose 20 passes because it 
shows some change without 
requiring us to click too much.

Because the layout updates the 
dataset, we just have to call the 
drawing functions again and they 
automatically update.
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The end result is a visual experience of the effect of the .layout() function. This
function specifies the number of passes that d3.layout.sankey makes to determine
the best position of the lines representing flow. You can see some snapshots of this in
figure 5.26 showing the lines sort out and get out of each other’s way. This kind of
position optimization is a common technique in information visualization, and drives
the force-directed network layout that you’ll see in chapter 6. In the case of our San-
key example, even one pass of the layout provides good positioning. That’s because
this is a simple dataset, and it stabilizes quickly. As you can see as you click your chart
and in figure 5.26, the layout doesn’t change much with progressively higher numbers
of passes in the layout() setting.

 It should be clear by this example that when you update the settings of the layout,
you can also update the visual display of the layout. You can use animations and transi-
tions by simply calling the elements and setting their drawing code or position to
reflect the changed data. You’ll see much more of this in later chapters.

5.6.2 Word clouds

One of the most popular information visualization charts is also one of the most
maligned: the word cloud. Also known as a tag cloud, the word cloud uses text and
text size to represent the importance or frequency of words. Figure 5.27 shows a

Figure 5.27 A word or tag cloud uses the size of a word to indicate its importance or 
frequency in a text, creating a visual summary of text. These word clouds were created 
by the popular online word cloud generator Wordle (www.wordle.net).
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thumbnail gallery of 15 word clouds derived from text in a species biodiversity data-
base. Oftentimes, word clouds rotate the words to set them at right angles or jumble
them at random angles to improve the appearance of the graphics. Word clouds, like
streamgraphs, receive criticism for being hard to read or presenting too little informa-
tion. But both are surprisingly popular with audiences.

 I created these word clouds using my data with the popular Java applet Wordle,
which provides an easy UI and a few aesthetic customization choices. Wordle has
flooded the internet with word clouds because it lets anyone create visually arresting
but problematic graphics by dropping text onto a page. This caused much consterna-
tion among data visualization experts, who think word clouds are evil because they
embed no analysis in the visualization and only highlight superficial data such as the
quantity of words in a blog post.

 But word clouds aren’t evil. First of all, they’re popular with audiences. But more
than that, words are remarkably effective graphical objects. If you can identify a numeri-
cal attribute that indicates the significance of a word, then scaling the size of a word in
a word cloud relays that significance to your reader.

 So let’s start by assuming we have the right kind of data for a word cloud. Fortu-
nately, we do: the top twenty words used in this chapter, with the number of each word.

text,frequency
layout,63
function,61
data,47
return,36
attr,29
chart,28
array,24
style,24
layouts,22
values,22
need,21
nodes,21
pie,21
use,21
figure,20
circle,19
we'll,19
zoom,19
append,17
elements,17

To create a word cloud with D3, you have to use another layout that isn’t in the core
library, created by Jason Davies (who created the sentence trees using the tree layout
shown in figure 5.17). You’ll also need to implement an algorithm written by Jonathan
Feinberg (http://static.mrfeinberg.com/bv_ch03.pdf). The layout, d3.layout.cloud(),
is available on GitHub at https://github.com/jasondavies/d3-cloud. It requires that

Listing 5.9 worddata.csv
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you define what attribute will determine word size and what size you want the word
cloud to lay out for. 

 Unlike most other layouts, cloud() fires a custom event "end" that indicates it’s
done calculating the most efficient use of space to generate the word cloud. The lay-
out then passes to this event the processed dataset with the position, rotation, and size
of the words. We can then run the cloud layout without ever referring to it again, and
we don’t even need to assign it to a variable, as we do in the following listing. If we
plan to reuse the cloud layout and adjust the settings, we assign it to a variable like
with any other layout.

   var wordScale=d3.scale.linear().domain([0,75]).range([10,160]); 

   d3.layout.cloud()
     .size([500, 500])
     .words(data) 
     .fontSize(function(d) { return wordScale(d.frequency); }) 
     .on("end", draw)
     .start(); 

   function draw(words) { 

     var wordG = d3.select("svg").append("g")
         .attr("id", "wordCloudG")
         .attr("transform","translate(250,250)");

     wordG.selectAll("text")
       .data(words)
       .enter()
       .append("text")
       .style("font-size", function(d) { return d.size + "px"; })
       .style("opacity", .75)
       .attr("text-anchor", "middle")
       .attr("transform", function(d) {
          return "translate(" + [d.x, d.y] + ")rotate(" + d.rotate + ")";
       }) 
       .text(function(d) { return d.text; });
  };

This code creates an SVG <text> element that’s rotated and placed according to the
code. None of our words are rotated, so we get the staid word cloud shown in figure 5.28.

 It’s simple enough to define rotation, and we only need to set some rotation value
in the cloud layout’s .rotate() function:

   randomRotate=d3.scale.linear().domain([0,1]).range([-20,20]); 

    d3.layout.cloud()
     .size([500, 500])
     .words(data)
     .rotate(function() {return randomRotate(Math.random())} ) 

Listing 5.10 Creating a word cloud with d3.layout.cloud

Uses a scale
rather than
raw values

for the font

Assigns data to the cloud 
layout using .words()
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of each word 
using our 
scale

The cloud layout needs to be 
initialized; when it’s done it 
fires "end" and runs whatever 
function "end" is associated with.

We’ve assigned draw() to 
"end", which automatically 
passes the processed dataset 
as the words variable.

Translation and 
rotation are calculated 
by the cloud layout.

This scale takes a 
random number 
between 0 and 1 
and returns an 
angle between 
-20 degrees and 
20 degrees.

Sets the
rotation for

each word
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     .fontSize(function(d) { return wordScale(d.frequency); })
     .on("end", draw)
     .start();

At this point, we have your traditional word cloud (figure 5.29), and we can tweak the
settings and colors to create anything you’ve seen on Wordle. But now let’s take a look
at why word clouds get such a bad reputation. We’ve taken an interesting dataset, the
most common words in this chapter, and, other than size them by their frequency,
done little more than place them on screen and jostle them a bit. We have different
channels for expressing data visually, and in this case the best channels that we have,
besides size, are color and rotation.

 With that in mind, let’s imagine that we have a keyword list for this book, and that
each of these words is in a glossary in the back of the book. We’ll place those keywords

Figure 5.28 A word 
cloud with words that are 
arranged horizontally  

Figure 5.29 A word cloud using the 
same worddata.csv but with words 
slightly perturbed by randomizing the 
rotation property of each word
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in an array and use them to highlight the words in our word cloud that appear in the
glossary. The code in the following listing also rotates shorter words 90 degrees and
leaves the longer words unrotated so that they’ll be easier to read.

var keywords = ["layout", "zoom", "circle", "style", "append", "attr"] 

d3.layout.cloud()
     .size([500, 500])
     .words(data)
     .rotate(function(d) { return d.text.length > 5 ? 0 : 90; }) 
     .fontSize(function(d) { return wordScale(d.frequency); })
     .on("end", draw)
     .start();

   function draw(words) {

     var wordG = d3.select("svg").append("g")
          .attr("id", "wordCloudG").attr("transform","translate(250,250)");

     wordG.selectAll("text")
        .data(words)
        .enter()
        .append("text")
        .style("font-size", function(d) { return d.size + "px"; })
        .style("fill", function(d) { 
            return (keywords.indexOf(d.text) > -1 ? "red" : "black"); 
       }) 
       .style("opacity", .75)
       .attr("text-anchor", "middle")
       .attr("transform", function(d) {
          return "translate(" + [d.x, d.y] + ") rotate(" + d.rotate + ")";
       })
       .text(function(d) { return d.text; });
 };

Listing 5.11 Word cloud layout with key word highlighting

Our
array of

keywords

The rotate function rotates by
90 degrees every word with

five or fewer characters.

If the word
appears in the

keyword list,
color it red;

otherwise,
color it black.

Figure 5.30 This word cloud 
highlights keywords and places 
longer words horizontally and 
shorter words vertically.  
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The word cloud in figure 5.30 is fundamentally the same, but instead of using color
and rotation for aesthetics, we used them to encode information in the dataset. You
can read about more controls over the format of your word cloud, including selecting
fonts and padding, in the layout’s documentation at https://www.jasondavies.com/
wordcloud/about/.

  Layouts like the word cloud aren’t suitable for as wide a variety of data as some
other layouts, but because they’re so easy to deploy and customize, you can combine
them with other charts to represent the multiple facets of your data. You’ll see this
kind of synchronized chart in chapter 9.

5.7 Summary
In this chapter, we took an in-depth look at D3 layout structure and experimented
with several datasets. In doing so, you learned how to use layouts not just to draw one
particular chart, but also variations on that chart. You also experimented with interac-
tivity and animation.

 In particular, we covered

■ Layout structure and functions common to D3 core layouts
■ Arc and diagonal generators for drawing arcs and connecting links
■ How to make pie charts and donut charts using the pie layout
■ Using tweens to better animate the graphical transition for arc segments

(pie pieces)
■ How to create circle-packing diagrams and format them effectively using the

pack layout
■ How to create vertical, horizontal, and radial dendrograms using the tree layout
■ How to create stacked area charts, streamgraphs, and stacked bar charts using

the stack layout
■ How to use noncore D3 layouts to build Sankey diagrams and word clouds

Now that you understand layouts in general, in the next chapter we’ll focus on how to
represent networks. We’ll spend most of our time working with the force-directed lay-
out, which has much in common with general layouts but is distinguished from them
because it’s designed to be interactive and animated. Because the chapter deals with
network data, like the kind you used for the Sankey layout in this chapter, you’ll also
learn a few tips and tricks for processing and measuring networks.
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